


The essence of software design is making decisions about the logical organisa-
tion of the software. Sometimes, you represent this logical organisation as a model
in a defined modelling language such as the UML and sometimes you simply use
informal notations and sketches to represent the design. Of course, you rarely start
from scratch when making decisions about the software organisation but base
your design on previous design experience.

Some authors think that the best way to encapsulate this design experience
is in structured methods where you follow a defined design process and describe
your design using different types of model. I have never been a great fan of
structured methods as Ihave always found that they are too constraining. Design
is a creative process and I strongly believe that we each tackle such creative
processes in individual ways. There is no right or wrong way to design soft-
ware and neither I nor anyone else can give you a 'recipe' for software design.
You learn how to design by looking at examples of existing designs and by dis-
cussing your design with others.

Rather than represent experience as a 'design method', I prefer a more loosely
structured approach. The chapters in this part encapsulate knowledge about soft-
ware structures that have been successfully used in other systems, present some
examples and give you some advice on design processes:

Chapters 11 to 13 are about the abstract structures of software. Chapter 11

discusses structural perspectives that have been found to be useful when design-
ing software, Chapter 12 is about structuring software for distributed execution
and Chapter 13 is about generic structures for various types of application. Chapter
13 is a new chapter that I have included in this edition because I have found
many students of software engineering have no experience of applications soft-
ware apart from the interactive systems that they use on an everyday basis on
their own computers.

Chapters 14 to 16 are concerned with more specific software design issues.
Chapter 14, which covers object-oriented design, concerns a way of thinking
about software structures. Chapter 15, on real-time systems design, discusses
the software structures that you need in systems where timely response is a
critical requirement. Chapter 16 is a bit different because it focuses on the user
interface design rather than on software structures. As an engineer, you have
to think about systems-not just software-and the people in the system are
an essential component Design doesn't stop with the software structures but
continues through to how the software is used.
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Objectives

The objective of this chapter is to introduce the concepts of software

architecture and architectural design. When you have read the chapte ,

you will:

• understand why the architectural design of software is important;

• understand the decisions that have to be made about the system
architecture during the architectural design process;

• have been introduced to three complementary architectural styles
covering the overall system organisation, modular decomposition

and control;

• understand how reference architectures are used to communicate
architectural concepts and to assess system architectures.

Contents

11.1 Architectural design decisions

11.2 System organisation

11.3 Modular decomposition styles

11.4 Control styles

11.5 Reference architectures
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Large systems are always decomposed into sub-systems that provide some related

set of services. The initial design process of identifying these sub-systems and estab-

lishing a framework for sub-system control and communication is called architec-

tural design. The output of this design process is a description of the software

architecture.

In the model presented in Chapter 4, architectural design is the first stage in the

design process and represents a critical link between the design and requirements

engineering processes. The architectural design process is concerned with establishing

a basic structural framework that identifies the major components of a system and

the communications between these components.

Bass et al. (Bass, et al., 2(03) discuss three advantages of explicitly designing

and documenting a software architecture:

I. Stakeholder communication The architecture is a high-level presentation of the

system that may be used as a focus for discussion by a range of different stake-

holders.

2. System analysis Making the system architecture explicit at an early stage in the

system development requires some analysis. Architectural design decisions have

a profound effect on whether the system can meet critical requirements such

as performance, reliability and maintainability.

3. Large-scale reuse A system architecture model is a compact, manageable

description of how a system is organised and how the components interoper-

ate. The system architecture is often the same for systems with similar require-

ments and so can support large-scale software reuse. As I discuss in Chapter

18, it may be possible to develop product-line architectures where the same

architecture is used across a range of related systems.

Hofmeister et al. (Hofmeister, et al., 2(00) discuss how the architectural design

stage forces software designers to consider key design aspects early in the process.

They suggest that the software architecture can serve as a design plan that is used

to negotiate system requirements and as a means of structuring discussions with

clients, developers and managers. They also suggest that it is an essential tool for

complexity management. It hides details and allows the designers to focus on the

key system abstractions.

The system architecture affects the performance, robustness, distributability and main-

tainability of a system (Bosch, 2(00). The particular style and structure chosen for an

application may therefore depend on the non-functional system requirements:

1. Performance If performance is a critical requirement, the architecture should

be designed to localise critical operations within a small number of sub-

systems, with as little communication as possible between these sub-systems.

This may mean using relatively large-grain rather than fine-grain components

to reduce component communications.
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2. Security If security is a critical requirement, a layered structure for the archi-

tecture should be used, with the most critical assets protected in the innermost

laytrs and with a high level of security validation applied to these layers.

3. Safety If safety is a critical requirement, the architecture should be designed

so that safety-related operations are all located in either a single sub-system

or in a small number of sub-systems. This reduces the costs and problems

of ｾ Ｌ ｡ ｦ ･ ｴ ｹ validation and makes it possible to provide related protection

systems.

4. Availability If availability is a critical requirement, the architecture should be

designed to include redundant components and so that it is possible to replace

and update components without stopping the system. Fault-tolerant system archi-

tectures for high-availability systems are covered in Chapter 20.

5. Maintainability If maintainability is a critical requirement, the system archi-

tecture should be designed using fine-grain, self-contained components that may

readily be changed. Producers of data should be separated from consumers and

shared data structures should be avoided.

Obviously there is potential conflict between some of these architectures. For

example, using large-grain components improves performance, and using fine-grain

components improves maintainability. If both of these are important system

requirements, then some compromise solution must be found. As I discuss later,

this can sometimes bt: achieved by using different architectural styles for different

parts of the system.

Thert is a signific'ffit overlap between the processes of requirements engineer-

ing and architectural design. Ideally, a system specification should not include any

design information. In practice, this is unrealistic except for very small systems.

Architectural decomposition is necessary to structure and organise the specification.

An example of this was introduced in Chapter 2, where Figure 2.8 shows the archi-

tecture of an air traffic control system. You can use such an architectural model as

the starting point for sub-system specification.

A sub-system design is an abstract decomposition of a system into large-grain

components, each of which may be a substantial system in its own right. Block dia-

grams are often used to describe sub-system designs where each box in the diagram

represems a sub-system. Boxes within boxes indicate that the sub-system has itself

been decomposed to sub-systems. Arrows mean that data and or control signals are

passed from sub-system to sub-system in the direction of the arrows. Block dia-

grams present a high-level picture of the system structure, which people from dif-

ferent di >ciplines who are involved in the system development process can readily

understand.

For example, Figure 11.1 is an abstract model of the architecture for a packing

robot system that shows the sub-systems that have to be developed. This robotic

system can pack different kinds of object. It uses a vision sub-system to pick out
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objects on a conveyor, identify the type of object and select the right kind of pack-

aging. The system then moves objects from the delivery conveyor to be packaged.

It places packaged objects on another conveyor. Other examples of architectural designs

at this level are shown in Chapter 2 (Figures 2.6 and 2.8).

Bass et al. (Bass, et aI., 2003) claim that simple box-and-line diagrams are not

useful architectural representations because they do not show the nature of the rela-

tionships among system components nor do they show components' externally vis-

ible properties. From a software designer s perspective, this is absolutely correct.

However, this type of model is effective for communication with system stakeholders

and for project planning because it is not cluttered with detail. Stakeholders can

relate to it and understand an abstract view of the system. The model identifies the

key sub-systems that are to be independently developed so managers can start assign-

ing people to plan the development of these systems. Box-and-line diagrams should

certainly not be the only architectural representation that are used; however, they

are one of a number of useful architectural models.

The general problem of deciding how to decompose a system into sub-systems

is a difficult one. Of course, the system requirements are a major factor and you

should try to create a design where there is a close match between requirements

and sub-systems. This means that, if the requirements change, this change is likely

to be localised rather than distributed across several sub-systems. In Chapter 13, I

describe a number of generic application architectures that can be used as a start-

ing point for sub-system identification.
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11.1 Architectural design decisions

Architectural design is a creative process where you try to establish a system organ-

isation that will satisfy the functional and non-functional system requirements. Because

it is a creative process, the activities within the process differ radically depending

on the type of system being developed, the background and experience of the sys-

tem architect, and the specific requirements for the system. It is therefore more use-

ful to think of the architectural design process from a decision perspective rather

than from an activity perspective. During the architectural design process, system

architects have to make a number of fundamental decisions that profoundly affect

the system and its development process. Based on their knowledge and experience,

they have to answer the following fundamental questions:

1. Is there a generic application architecture that can act as a template for the sys-

tem that is being designed?

2. How will the system be distributed across a number of processors?

3. What architectural style or styles are appropriate for the system?

4. What will be the fundamental approach used to structure the system?

5. How will the structural units in the system be decomposed into modules?

6. What strategy will be used to control the operation of the units in the system?

7. How will the architectural design be evaluated?

8. How should the architecture of the system be documented?

Although each software system is unique, systems in the same application

domain often have similar architectures that reflect the fundamental domain con-

cepts. These application architectures can be fairly generic, such as the architecture

of information management systems, or much more specific. For example, appli-

cation product lines are applications that are built around a core architecture with

variants that satisfy specific customer requirements. When designing a system

architecture, you have to decide what your system and broader application classes

have in common, and decide how much knowledge from these application archi-

tectures you can reuse. I discuss generic application architectures in Chapter 13 and

application product lines in Chapter 18.

For embedded systems and systems designed for personal computers, there is usu-

ally only a single processor, and you will not have to design a distributed architecture

for the system. However, most large systems are now distributed systems where the

system software is distributed across many different computers. The choice of distri-

bution architecture is a key decision that affects the performance and reliability of the

system. This is a major topic in its own right and I cover it separately in Chapter 12.
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The architecture of a software system tnay be based on a particular architectural

model or style. An architectural style is a pattern of system organisation (Garlan

and Shaw, 1993) such as a client-server organisation or a layered architecture. An

awareness of these styles, their applications, and their strengths and weaknesses is

important. However, the architectures of most large systems do not conform to a

single style. Different parts of the- system may be designed using different archi-

tectural styles. In some cases, the overall system architecture may be a composite

architecture that is created by combining different architectural styles

Garlan and Shaw's notion of an architectural style covers the next three design ques-

tions. You have to choose the most appropriate structure, such as client-server or lay-

ered structuring, that will allow you to meet the system requirements. To decompose

structural system units into modules, you decide on the strategy for decomposing sub-

systems into their components or modules. The approaches that you can use allow dif-

ferent types of architecture to be implemented. Finally, in the control modelling

process, you make decisions about how the execution of sub-systems is controlled. You

develop a general model of the control relationships between the parts of the system

established. I cover these three topics in Sections 11.2 through 11.4.

Evaluating an architectural design is difficult because the true test of an archi-

tecture is in how well it meets its functional and non-functional requirements after

it has been deployed. However, in some cases, you can do some evaluation by com-

paring your design against reference or generic architectural models. I cover refer-

ence architectures in Section 11.5 and other generic architectures in Chapter 13.

The product of the architectural design process is an architectural design docu-

ment. This may include a number of graphical representations of the system along

with associated descriptive text. It should describe how the system is structured into

sub-systems, the approach adopted and how each sub-system is structured into mod-

ules. The graphical models of the system present different perspectives on the archi-

tecture. Architectural models that may be developed may include:

I. A static structural model that shows the sub-systems or components that are

to be developed as separate units.

2. A dynamic process model that shows how the system is organised into pro-

cesses at run-time. This may be different from the static model.

3. An interface model that defines the services offered by each sub-system

through its public interface.

4. Relationship models that shows relationships, such as data flow, between the

sub-systems.

5. A distribution model that shows how sub-systems may be distributed across

computers.

A number of researchers have proposed the use of architectural description lan-

guages (ADLs) to describe system architectures. Bass et al. (Bass, et al., 2(03) describe
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the main features of these languages. The basic elements of ADLs are components

and connectors, and they include rules and guidelines for well-formed architectures.

However, like all specialised languages, ADLs can only be understood by language

experts and are inaccessible to domain and application specialists. This makes them

difficult to analyse from a practical perspective. I think that they will only be used

in a small number of applications. Informal models and notations such as the UML

(Clements, et aI., 20(2) will remain the most commonly used notation for archi-

tectural description.

SystE!m organisation

The organisation of a: system reflects the basic strategy that is used to structure a

system. You have to make decisions on the overall organisational model of a sys-

tem early in the architectural design process. The system organisation may be directly

reflected in the sub-system structure. However, it is often the case that the sub-system

model includes more detail than the organisational model, and there is not always

a simple mapping from sub-systems to organisational structure.

In thiS section, I discuss three organisational styles that are very widely used.

These are a shared data repository style, a shared services and servers style and an

abstract machine or layered style where the system is organised as a tier of func-

tionallayers. These styles can be used separately or together. For example, a sys-

tem may be organised around a shared data repository but may construct layers around

this to present a more abstract view of the data.

The repository model

Sub-systems making up a system must exchange information so that they can work

together effectively. There are two fundamental ways in which this can be done.

1. All shared data is held in a central database that can be accessed by all sub-

systems. A system model based on a shared database is sometimes called a repos-

itory model.

2. Each sub-system maintains its own database. Data is interchanged with other

sub-systems by passing messages to them.

The majority of systems that use large amounts of data are organised around a

shared database or repository. This model is therefore suited to applications where

data is generated by one sub-system and used by another. Examples of this type of
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Figure 11.2 The
architecture of an
integrated CASE
toolset

Project
repository

system include command and control systems, management information systems,

CAD systems and CASE toolsets.

Figure 11.2 is an example of a CASE toolset architecture based on a shared repos-

itory. The first shared repository for CASE tools was probably developed in the

early 1970s by a UK company called lCL to support their operating system devel-

opment (McGuffin, et al., 1979). This model became more widely known when Buxton

(Buxton, 1980) made proposals for the Stoneman environment to support the devel-

opment of systems written in Ada. Since then, many CASE toolsets have been devel-

oped around a shared repository.

The advantages and disadvantages of a shared repository are as follows:

1. It is an efficient way to share large amounts of data. There is no need to trans-

mit data explicitly from one sub-system to another.

2. However, sub-systems must agree on the repository data model. Inevitably, this

is a compromise between the specific needs of each tool. Performance may be

adversely affected by this compromise. It may be difficult or impossible to inte-

grate new sub-systems if their data models do not fit the agreed schema.

3. Sub-systems that produce data need not be concerned with how that data is used

by other sub-systems.

4. However, evolution may be difficult as a large volume of information is gen-

erated according to an agreed data model. Translating this to a new model will

certainly be expensive; it may be difficult or even impossible.

5. Activities such as backup, security, access control and recovery from error are

centralised. They are the responsibility of the repository manager. Tools can

focus on their principal function rather than be concerned with these issues.

6. However, different sub-systems may have different requirements for security,

recovery and backup policies. The repository model forces the same policy on

all sub-systems.
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7. The model of sharing is visible through the repository schema. It is straight-

forward to integrate new tools given that they are compatible with the agreed

data model.

8. HO\l/ever, it may be difficult to distribute the repository over a number of

machines. Although it is possible to distribute a logically centralised reposi-

tory, there may be problems with data redundancy and inconsistency.

In the above model, the repository is passive and control is the responsibility of

the sub-systems using the repository. An alternative approach has been derived for

AI systems that use a 'blackboard' model, which triggers sub-systems when par-

ticular dIta become available. This is appropriate when the form of the repository

data is less well structured. Decisions about which tool to activate can only be made

when the data has been analysed. This model is described by Nii (Nii, 1986), and

Bosch (Bosch, 2000) includes a good discussion of how this style relates to system

quality attributes.

11.2.2 The client-server model._---------------------
The client-server architectural model is a system model where the system is organ-

ised as 2 set of services and associated servers and clients that access and use the

services. The major components of this model are:

I. A set of servers that offer services to other sub-systems. Examples of servers

are print servers that offer printing services, file servers that offer file man-

agement services and a compile server, which offers programming language

compilation services.

2. A set of clients that call on the services offered by servers. These are normally

sub- systems In their own right. There may be several instances of a client pro-

gram executing concurrently.

3. A network that allows the clients to access these services. This is not strictly nec-

essary as both the clients and the servers could run on a single machine. In prac-

tice, however, most client-server systems are implemented as distributed systems.

Clients may have Ito know the names of the available servers and the services

that they provide. However, servers need not know either the identity of clients or

how many clients there are. Clients access the services provided by a server

through remote procedure calls using a request-reply protocol such as the http pro-

tocol used in the WWW. Essentially, a client makes a request to a server and waits

until it receIves a reply.

Figure 11.3 shows ,m example of a system that is based on the client-server model.

This is a multi-user, web-based system to provide a film and photograph library. In this
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Figure 11.3 The
architecture of a film
and picture library
system

system, several servers manage and display the different types of media. Video frames

eed to be transmitted quickly and in synchrony but at relatively low resolution. Th y

may be compressed in a store, so the video server may handle video compression and

decompression into different formats. Still pictures, however, must be maintained at a

high resolution, so it is appropriate to maintain them on a separate server.

The catalogue must be able to deal with a variety of queries and provide links

into the web information system that includes data about the film and video clip,

and an e-commerce system that supports the sale of film and video clips. The client

program is simply an integrated user interface, constructed using a web browser, to

these services.

The most important advantage of the client-server model is that it is a distributed

architecture. Effective use can be made of networked systems with many distributed

processors. It is easy to add a new server and integrate it with the rest of the sys-

tem or to upgrade servers transparently without affecting other parts of the system.

I discuss distributed architectures, including client-server architectures and distributed

object architectures, in more detail in Chapter 12.

However, changes to existing clients and servers may be required to gain the

full benefits of integrating a new server. There may be no shared data model across

servers and sub-systems may organise their data in different ways. This means that

specific data models may be established on each server to allow its performance to

be optimised. Of course, if an XML-based representation of data is used, it may be

relatively simple to convert from one schema to another. However, XML is an inef-

ficient way to represent data, so performance problems can arise if this is used.

11.2.3 The layered model

The layered model of an architecture (sometimes called an abstract machine model)

organises a system into layers, each of which provide a set of services. Each layer
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can be thought of as an abstract machine whose machine language is defined by

the services provided by the layer. This 'language' is used to implement the next

level of abstract machine. For example, a common way to implement a language

is to define an ideal 'language machine' and compile the language into code for

this ma(:hine. A further translation step then converts this abstract machine code to

real machine code.

An example of a layered model is the OSI reference model of network proto-

cols (Zimmermann, 1980), discussed in Section 11.5. Another influential example

was proposed by Buxton (Buxton, 1980), who suggested a three-layer model for an

Ada Programming Support Environment (APSE). Figure 11.4 reflects the APSE struc-

ture and shows how a configuration management system might be integrated using

this abstract machine approach.

The configuration management system manages versions of objects and provides

general configuration management facilities, as discussed in Chapter 29. To sup-

port these configuration management facilities, it uses an object management sys-

tem thaT provides information storage and management services for configuration

items or objects. This system is built on top of a database system to provide basic

data storage and services such as transaction management, rollback and recovery,

and access control. The database management uses the underlying operating sys-

tem facilities and filestore in its implementation. You can see other examples of

layered architectural models in Chapter 13.

The layered approach supports the incremental development of systems. As a

layer is developed, some of the services provided by that layer may be made avail-

able to users. This architecture is also changeable and portable. So long as its inter-

face is unchanged, a layer can be replaced by another, equivalent layer.

Furthennore, when layer interfaces change or new facilities are added to a layer,

only tht: adjacent layer is affected. As layered systems localise machine dependen-

cies in inner layers, this makes it easier to provide multi-platform implementations
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of an application system. Only the inner, machine-dependent layers need be reim-

plemented to take account of the facilities of a different operating system or

database.

A disadvantage of the layered approach is that structuring systems in this way

can be difficult. Inner layers may provide basic facilities, such as file management,

that are required at all levels. Services required by a user of the top level may there-

fore have to 'punch through' adjacent layers to get access to services that are pro-

vided several levels beneath it. This subverts the model, as the outer layer in the

system does not just depend on its immediate predecessor.

Performance can also be a problem because of the multiple levels of command

interpretation that are sometimes required. If there are many layers, a service request

from a top layer may have to be interpreted several times in different layers before

it is processed. To avoid these problems, applications may have to communicate directly

with inner layers rather than use the services provided by the adjacent layer.

Modular decomposition styles

After an overall system organisation has been chosen, you need to make a decision

on the approach to be used in decomposing sub-systems into modules. There is not

a rigid distinction between system organisation and modular decomposition. The

styles discussed in Section 11.2 could be applied at this level. However, the com-

ponents in modules are usually smaller than sub-systems, which allows alternative

decomposition styles to be used.

There is no clear distinction between sub-systems and modules, but I find it use-

ful to think of them as follows:

1. A sub-system is a system in its own right whose operation does not depend on

the services provided by other sub-systems. Sub-systems are composed of mod-

ules and have defined interfaces, which are used for communication with other

sub-systems.

2. A module is normally a system component that provides one or more services

to other modules. It makes use of services provided by other modules. It is not

normally considered to be an independent system. Modules are usually com-

posed from a number of other simpler system components.

There are two main strategies that you can use when decomposing a sub-system

into modules:

I. Object-oriented decomposition where you decompose a system into a set of com-

municating objects.
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Figure 11.5 An object
model of an invoice
processing system
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2. FUf!ction-oriented pipelining where you decompose a system into functional

modules that accept input data and transform it into output data.

In the object··oriented approach, modules are objects with private state and

defined operations on that state. In the pipelining model, modules are functional

transformations. In both cases, modules may be implemented as sequential com-

ponents or as processes.

You should avoid making premature commitments to concurrency in a system.

The advantage of avoiding a concurrent system design is that sequential programs

are easier to design, implement, verify and test than parallel systems. Time depen-

dencies between processes are hard to formalise, control and verify. It is best to

decompose systems into modules, then decide during implementation whether

these need to execute in sequence or in parallel.

11.3.1 Objec1t-oriented decomposition

An object-oriented, architectural model structures the system into a set of loosely

coupleci objects with well-defined interfaces. Objects call on the services offered

by other objects" I have already introduced object models in Chapter 8, and I dis-

cuss object-oriented design in more detail in Chapter 14.

Figure 11.5 is an example of an object-oriented architectural model of an

inVOice processing system. This system can issue invoices to customers, receive pay-

ments, and issue: receipts for these payments and reminders for unpaid invoices. I

use the UML notation introduced in Chapter 8 where object classes have names

and a set of associated attributes. Operations, if any, are defined in the lower part

of the rectangle representing the object. Dashed arrows indicate that an object uses

the attributes or services proVided by another object.
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An object-oriented decomposition is concerned with object classes, their

attributes and their operations. When implemented, objects are created from these

classes and some control model is used to coordinate object operations. In this par-

ticular example, the Invoice class has various associated operations that implement

the system functionality. This class makes use of other classes representing cus-

tomers, payments and receipts.

The advantages of the object-oriented approach are well known. Because objects

are loosely coupled, the implementation of objects can be modified without affect-

ing other objects. Objects are often representations of real-world entities so the struc-

ture of the system is readily understandable. Because these real-world entities are

used in different systems, objects can be reused. Object-oriented programming lan-

guages have been developed that provide direct implementations of architectural com-

ponents.

However, the object-oriented approach does have disadvantages. To use services,

objects must explicitly reference the name and the interface of other objects. If an

interface change is required to satisfy proposed system changes, the effect of that

change on all users of the changed object must be evaluated. While objects may

map cleanly to small-scale real-world entities, more complex entities are sometimes

difficult to represent as objects.

11.3.2 Function-oriented pipelining

In a function-oriented pipeline or data-flow model, functional transformations pro-

cess their inputs and produce outputs. Data flows from one to another and is trans-

formed as it moves through the sequence. Each processing step is implemented as

a transform. Input data flows through these transforms until converted to output.

The transformations may execute sequentially or in parallel. The data can be pro-

cessed by each transform item by item or in a single batch.

When the transformations are represented as separate processes, this model is

sometimes called the pipe and filter style after the terminology used in the Unix

system. The Unix system provides pipes that act as data conduits and a set of com-

mands that are functional transformations. Systems that conform to this model can

be implemented by combining Unix commands using pipes and the control facili-

ties of the Unix shell. The term filter is used because a transformation 'filters out

the data it can process from its input data stream.

Variants of this pipelining model have been in use since computers were first

used for automatic data processing. When transformations are sequential with data

processed in batches, this architectural model is a batch sequential model. As I dis-

cuss in Chapter 13, this is a common architecture for data-processing systems such

as billing systems. Data-processing systems usually generate many output reports

that are derived from simple computations on a large number of input records.

An example of this type of system architecture is shown in Figure 11.6. An organ-

isation has issued invoices to customers. Once a week, payments that have been
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an invoice processing
system

11 3 't! Modular decomposition styles 255

Receipts

Reminders

made are reconciled with the invoices. For those invoices that have been paid, a

receipt is issued. For those invoices that have not been paid within the allowed pay-

ment time, a reminder is issued.

This i; a model of only part of the invoice processing system; alternative trans-

formations would be used for the issue of invoices. Notice the difference

between this and its object-oriented equivalent discussed in the previous section.

The object model is more abstract as it does not include information about the

sequence of operations.

The advantages of this architecture are:

I. It supports the reuse of transformations.

2. It is mtuitive lin that many people think of their work in terms of input and out-

put processing.

3. Evolving the system by adding new transformations is usually straightforward.

4. It is simple to implement either as a concurrent or a sequential system.

The principal problem with this style is that there has to be a common format

for data transfer that can be recognised by all transformations. Each transformation

must either agree with its communicating transformations on the format of the data

that will be processed or with a standard format for all data communicated must be

imposed. The latter is the only feasible approach when transformations are stan-

dalone and reusable. In Unix, the standard format is simply a character sequence.

Each transformation must parse its input and unparse its output to the agreed form.

This increases system overhead and may mean that it is impossible to integrate trans-

formations that use incompatible data formats.

Interactive systems are difficult to write using the pipelining model because of

the need for a stream of data to be processed. While simple textual input and out-

put can be modelled in this way, graphical user interfaces have more complex va
formats and control, which is based on events such as mouse clicks or menu selec-

tions. It i:; difficult to translate this into a form compatible with the pipelining model.
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Control styles

The models for structuring a system are concerned with how a system is decom-

posed into sub-systems. To work as a system, sub-systems must be controlled so

that their services are delivered to the right place at the right time. Structural mod-

els do not (and should not) include control information. Rather, the architect should

organise the sub-systems according to some control model that supplements the struc-

ture model that is used. Control models at the architectural level are concerned with

the control flow between sub-systems.

There are two generic control styles that are used in software systems:

1. Centralised control One sub-system has overall responsibility for control and

starts and stops other sub-systems. It may also devolve control to another sub-

system but will expect to have this control responsibility returned to it.

2. Event-based control Rather than control information being embedded in a sub-

system, each sub-system can respond to externally generated events. These events

might come from other sub-systems or from the environment of the system.

Control styles are used in conjunction with structural styles. All the structural

styles that I have discussed may be realised using centralised or event-based

control.

Centralised control

In a centralised control model, one sub-system is designated as the system controller

and has responsibility for managing the execution of other sub-systems. Centralised

control models fall into two classes, depending on whether the controlled sub-systems

execute sequentially or in parallel.

1. The call-return model This is the familiar top-down subroutine model where

control starts at the top of a subroutine hierarchy and, through subroutine calls,

passes to lower levels in the tree. The subroutine model is only applicable to

sequential systems.

2. The manager model This is applicable to concurrent systems. One system com-

ponent is designated as a system manager and controls the starting, stopping

and coordination of other system processes. A process is a sub-system or mod-

ule that can execute in parallel with other processes. A form of this model may

also be applied in sequential systems where a management routine calls par-

ticular sub-systems depending on the values of some state variables. This is

usually implemented as a case statement.
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The call-return model is illustrated in Figure 11.7. The main program can call

Routines 1,2 and 3; Routine 1 can call Routines 1.2 or 1.2; Routine 3 can call Routines

3.1 or 3.2; and so on. This is a model of the program dynamics. It is not a struc-

tural model; there IS no need for Routine 1.1, for example, to be part of Routine 1.

This familiar model is embedded in programming languages such as C, Ada and

Pascal. Control passes from a higher-level routine in the hierarchy to a lower-level

routine, It then retums to the point where the routine was called. The currently exe-

cutingmbroutine has responsibility for control and can either call other routines or

return I;ontrol to its parent. It is poor programming style to return to some other

point in the program.

ｔｨｩｾＬ call-return model may be used at the module level to control functions or

objects" Subroutines in a programming language that are called by other subrou-

tines are naturally functional. However, in many object-oriented systems, operations

on objects (methods) are implemented as procedures or functions. For example, when

a Java object requests a service from another object, it does so by calling an asso-

ciated method.

The rigid and restricted nature of this model is both a strength and a weakness.

It is a strength because it is relatively simple to analyse control flows arId work out

how the system will respond to particular inputs. It is a weakness because excep-

tions to normal operation are awkward to handle.

Figure 11.8 is an illustration of a centralised management model of control for

a concurrent system. This model is often used in 'soft' real-time systems which do

not have very tight time constraints. The central controller manages the execution

of a set of processes associated with sensors and actuators. The building monitor-

ing ｳｹｾＬｴ･ｭ discussed in Chapter 15 uses this model of control.

The system controller process decides when processes should be started or

stopped depending on system state variables. It checks whether other processes have

produced information to be processed or to pass information to them for process-

ing. The controller usually loops continuously, polling sensors and other processes

for events or state changes. For this reason, this model is sometimes called an event-

loop model.
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Figure 11.8 A
centralised control
model for a real-time
system

11.4.2 Event driven systems

In centralised control models, control decisions are usually detennined by the val-

ues of some system state variables. By contrast, event-driven control models are

driven by externally generated events. The tenn event in this context does not just

mean a binary signal. It may be a signal that can take a range of values or a com-

mand input from a menu. The distinction between an event and a simple input is

that the timing of the event is outside the control of the process that handles that

event.

There are many types of event-driven systems. These include editors where user

interface events signify editing commands, rule-based production systems as used

in AI where a condition becoming true causes an action to be triggered, and active

objects where changing a value of an object's attribute triggers some actions.

Garlan et al. (Garlan, et al., 1992) discuss these different types of system.

In this section, I discuss two event-driven control models:

I. Broadcast models In these models, an event is broadcast to all sub-systems.

Any sub-system that has been programmed to handle that event can respond

to it.

2. Interrupt-driven models These are exclusively used in real-time systems where

external interrupts are detected by an interrupt handler. They are then passed

to some other component for processing.

Broadcast models are effective in integrating sub-systems distributed across dif-

ferent computers on a network. Interrupt-driven models are used in real-time sys-

tems with stringent timing requirements.

In a broadcast model (Figure 11.9), sub-systems register an interest in specific

events. When these events occur, control is transferred to the sub-system that can

handle the event. The distinction between this model and the centralised model shown
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in Figure 11.8 is that the control policy is not embedded in the event and message

handler. Sub-systems decide which events they require, and the event and message

handler ensures that these events are sent to them.

All events could be broadcast to all sub-systems, but this imposes a great deal

of processing overhead. More often, the event and message handler maintains a reg-

ister of sub-systems and the events of interest to them. Sub-systems generate events

indicating, perhaps, that some data is available for processing. The event handler

detects the events, consults the event register and passes the event to those sub-

systems who have declared an interest. In simpler systems, such as PC-based sys-

tems driven by user interface events, there are explicit event-listener sub-systems

that listen for events from the mouse, the keyboard, and so on, and translate these

into ｭ ｯ ｮ ｾ specific commands.

The event handler also usually supports point-to-point communication. A sub-

system ca.n explicitly send a message to another sub-system. There have been a num-

ber of variations of this model, such as the Field environment (Reiss, 1990) and

Hewlett-Packard's Softbench (Fromme and Walker, 1993). Both of these have been

used to control tool interactions in software engmeering environments. Object

Request Brokers (ORBs), discussed in Chapter 12, also support this model of con-

trol for distributed object communications.

The advantage of this broadcast approach is that evolution is relatively simple.

A new sub-system to handle particular classes of events can be integrated by reg-

istering its events with the event handler. Any sub-system can activate any other

sub-system without knowing its name or location. The sub-systems can be imple-

mented on distributed machines. This distribution is transparent to other sub-

systems.

The dijadvantage of this model is that sub-systems don't know if or when events

will be handled. When a sub-system generates an event it does not know which

other sub··systems have registered an interest in that event. It is quite possible for

different ｾ Ｌ ｵ ｢ Ｍ ｳ ｹ ｳ ｴ ･ ｭ ｳ to register for the same events. This may cause conflicts when

the result:; of handling the event are made available.

Real-time systems that require externally generated events to be handled very

quickly must be event-driven. For example, if a real-time system is used to control

the safety systems in a car, it must detect a possible crash and, perhaps, inflate an

airbag before the driver's head hits the steering wheel. To provide this rapid

response ,0 events" you have to use interrupt-driven control.
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Figure 11.10 An
interrupt-driven
control model

Interrupt
vector

Interrupts

An interrupt-driven control model is illustrated in Figure 11.10. There are a known

number of interrupt types with a handler defined for each type. Each type of inter-

rupt is associated with the memory location where its handler's address is stored.

When an interrupt of a particular type is received, a hardware switch causes con-

trol to be transferred immediately to its handler. This interrupt handler may then

start or stop other processes in response to the event signalled by the interrupt.

This model is mostly used in real-time systems where an immediate response to

some event is necessary. It may be combined with the centralised management model.

The central manager handles the normal running of the system with interrupt-based

control for emergencies.

The advantage of this approach is that it allows very fast responses to events to

be implemented. Its disadvantages are that it is complex to program and difficult

to validate. It may be impossible to replicate patterns of interrupt timing during sys-

tem testing. It can be difficult to change systems developed using this model if the

number of interrupts is limited by the hardware. Once this limit is reached, no other

types of events can be handled. You can sometimes get around this limitation by

mapping several types of events onto a single interrupt. The handler then works out

which event has occurred. However, interrupt mapping may be impractical if a very

fast response to individual interrupts is required.

11.5 Reference architectures

The above architectural models are general models: They can be applied to many

classes of application. As well as these general models, architectural models that
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Figure 11.11 The 051
reference model
architecture
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are specific to a particular application domain may also be used" Although

ｩｮｳｴ｡ｮ｣･ｾ［ of these systems differ in detail, the common architectural structure can

be reused when developing new systems. These architectural models are called domain-

specific architectllres.

There are two types of domain-specific architectural model:

1. Generic models are abstractions from a number of real systems. They encap-

sulate the principal characteristics of these systems. For example, in real-time

systems, there might be generic architectural models of different system types

such as data collection systems or monitoring systems. I discuss a range of generic

models in Chapter 13, which covers application architectures. In this section,

I fows on architectural reference models.

2. Reference models are more abstract and describe a larger class of systems. They

are a way of informing designers about the general structure of that class of

system. Referenc(: models are usually derived from a study of the application

domain. They represent an idealised architecture that includes all the features

that systems might incorporate.

There is not, ot course, a rigid distinction between these types of model. Generic

models can also serve as reference models. I distinguish between them here because

generic models may be reused directly in a design. Reference models are normally

used to communicate domain concepts and compare or evaluate possible architectures.

Reference architectures are not normally considered a route to implementation. Rather,

their principal function is a means of discussing domain-specific architectures and com-

paring different systems in a domain. A reference model provides a vocabulary for

comparison. It acts as a base, against which systems can be evaluated.

The OSI model is a seven-layer model for open systems interconnection. The model

is illustrated in Figure 11.11. The exact functions of the layers are not important here.
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Figure 11.12 The
ECMA reference
architecture for CASE
environments Tool __ ｾ Ｎ ･ Ｍ Ｍ ｾ
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In essence, the lower layers are concerned with physical interconnection, the mid-

dle layers with data transfer and the upper layers with the transfer of semantically

meaningful application information such as standardised documents.

The designers of the OSI model had the very practical objective of defining an

implementation standard so that conformant systems could communicate with each

other. Each layer should only depend on the layer beneath it. As technology devel-

oped, a layer could be transparently reimplemented without affecting the systems

using other layers.

In practice, however, the performance problems of the layered approach to

architectural modelling have compromised this objective. Because of the vast dif-

ferences between networks, simple interconnection may be impossible. Although

the functional characteristics of each layer are well defined, the non-functional char-

acteristics are not defined. System developers have to implement their own higher-

level facilities and skip layers in the model. Alternatively, they have to design

non-standard features to improve system performance.

Consequently, the transparent replacement of a layer in the model is hardly ever

possible. However, this does not negate the usefulness of the model as it provides

a basis for the abstract structuring and the systematic implementation of commu-

nications between systems.

Another proposed reference model is a reference model for CASE environments

(ECMA, 1991; Brown et aI., 1992) that identifies five sets of services that a CASE

environment should provide. It should also provide 'plug-in' facilities for individ-

ual CASE tools that use these services. The CASE reference model is illustrated in

Figure 11.12. The five levels of service in the CASE reference model are:

1. Data repository services These provide facilities for the storage and manage-

ment of data items and their relationships.

2. Data integration services These provide facilities for managing groups or the

establishment of relationships between them. These services and data reposi-

tory services are the basis of data integration in the environment.
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3. Task management services These provide facilities for the definition and enact-

ment of process models. They support process integration.

4. Message services These provide facilities for tool-tool, environment-tool and

envlcronment-·envuonment communications. They support control integration.

5, User interface services These provide facilities for user interface development.

They support presentation integration.

This reference model tells us what might be included in any particular CASE

environment, although it is important to emphasise that not every feature of a ref-

erence architecture will be included in actual architectural designs. It means that

we can ask questions of a system design such as 'how are the data repository ser-

vices provided?' and 'does the system provide task management?'

KEY POINTS

The software architecture is the fundamental framework for structuring the system.

Properties of a system such as performance. security and availability are influenced by the

architecture IJsed.

Architectural design dE!cisions include decisions on the type of application. the distribution
of the system. the architectural stylE!S to be used and the ways in which the architecture

should be documented and evaluated.

Different architectural models such as a structural model. a control model and a

decompositio1n model may be developed during the architectural design process.

OrganisatioMI models of a system include repository models. client-server models and
abstract macl1ine modE!ls. Repository models share data through a common store.
Client-server models usually distribute data. Abstract machine models are layered, with
each layer implemented using the facilities provided by its foundation layer.

Decompositio1n styles include object..oriented and function-oriented decomposition.
Pipelining mCldels are functional, and object models are based on loosely coupled entities
that maintain their own state and operations.

Control styles Include centralised control and event-based control. In centralised models of
control. control decisions are made depending on the system state; in event models,
external events control the system.

Reference architectures may be used as a vehicle to discuss domain-specific architectures
and to assess and compare architectural designs.
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Again, the principal value of this reference architecture is as a means of classi-

fying and comparing integrated CASE tools and environments. In addition, it can

also be used in education to highlight the key features of these environments and

to discuss them in a generic way.

FURTHER READING Ｎ｟ｾｩ •
Software Architecture in Practice, 2nd ed. This is a practical discussion of software architectures

that does not oversell the approach and that provides a clear business rationale why architectures
are important. (L. Bass, et aI., 2003, Addison-Wesley.)

Design and Use ofSoftware Architectures. Although this book focuses on product-line
architectures, the first few chapters are an excellent introduction to general issues in software
architecture design. O. Bosch, 2000, Addison-Wesley.)

Software Architecture: Perspectives on an Emerging Discipline. This was the first book on software
architecture and has a good discussion on different architectural styles. (M. Shaw and D. Garlan,
1996, Prentice-Hall.)

EXERCISES

11.1 Explain why it may be necessary to design the system architecture before the specifications
are written.

11.2 Explain why design conflicts might arise when designing an architecture where availability
and security requirements are the most important functional requirements.

11.3 Construct a table showing the advantages and disadvantages of the structural models
discussed in this chapter.

11.4 Giving reasons for your answer, suggest an appropriate structural model for the following
systems:

• An automated ticket-issuing system used by passengers at a railway station

• A computer-controlled video conferencing system that allows video, audio and computer
data to be visible to several participants at the same time

• A robot floor-cleaner that is intended to clean relatively clear spaces such as corridors. The
cleaner must be able to sense walls and other obstructions.

11.5 Design an architecture for the above systems based on your choice of model. Make

reasonable assumptions about the system requirements.
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Real-time systems usually use event-driven models of control. Under what circumstances
would yOll recomml!nd the use of a call-return control model for a real-time system?

Giving reasons for your answer, suggest an appropriate control model for the following

systems:

• A batch processing system that takes information about hours worked and pay rates and
prints s.alary slip!; and bank credit transfer information

• A set of software tools that are produced by different vendors, but which must work
togethE!r

• A television controller that responds to signals from a remote control unit.

Discuss their advantages and disadvantages as far as distributability is concerned of the

data-flow model and the object model. Assume that both single machine and distributed

versions of an application are required.

You are given two integrated CASE toolsets and are asked to compare them. Explain how you

could use a reference model for CASE (Brown, et al.. 1992) to make this comparison.

Should there be a separate profession of 'software architect' whose role is to work

independE!ntly with a customer to design a software system architecture? This system would

then be implementE!d by some software company. What might be the difficulties of

establishing such a profession?



12

Distributed systems
architectures

Objectives

The objective of this chapter is to discuss models of the software
architecture for distributed systems. When you have read this

chapter, you will:

• know the advantages and disadvantages of distributed systems

architectures;

• understand the two principal models of distributed systems
architecture, namely client-server systems and distributed object

systems;

• understand the concept of an object request broker and the
principles underlying the CORBA standards;

• have been introduced to peer-to-peer and service-oriented
architectures as ways to implement interorganisational

distributed systems.

Contents

12.1 Multiprocessor architectures

12.2 Client-server architectures

12.3 Distributed object architectures

12.4 Inter-organisational distributed computing
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Virtually all large computer-based systems are now distributed systems. A distributed

system is a system where the information processing is distributed over several com-

puters rather than confined to a single machine. Obviously, the engineering of dis-

tributed systems has a great deal in common with the engineering of any other software,

but there are specific issues that have to be taken into account when designing this

type of system. I already introduced some of these issues in the introduction to

client-server architectures in Chapter II and I cover them in more detail here.

Coulouris et aI. (Coulouris, et aI., 2001) discuss the important characteristics of

distributed systems. They identify the following advantages of using a distributed

approach to systems development:

I. Resource sharing A distributed system allows the sharing of hardware and soft-

ware resources--such as disks, printers, files and compilers-that are associ-

ated with computers on a network.

2. Openness Distributed systems are normally open systems, which means they

art: designed around standard protocols that allow equipment and software from

different vendors to be combined.

3. Concurrency In a distributed system, several processes may operate at the same

time on separate computers on the network. These processes may (but need

not) communicate with each other during their normal operation.

4. Scalability In pnnciple at least, distributed systems are scalable in that the capa-

bilities of the system can be increased by adding new resources to cope with

new demands on the system. In practice, the network linking the individual com-

puters in the system may limit the system scalability. If many new computers

are added, then the network capacity may be inadequate.

5. Fault tolerance The availability of several computers and the potential for repli-

catmg information means that distributed systems can be tolerant of some hard-

W2lfe and software failures (see Chapter 20). In most distributed systems, a

degraded service can be provided when failures occur; complete loss of ser-

vice only tends to occur when there is a network failure.

For large-scale organisational systems, these advantages mean that distributed

systems have largely replaced the centralised legacy systems that were developed

in the 1980s and 1990s. However, compared to systems that run on a single pro-

cessor or processor cluster, distributed systems have a number of disadvantages:

I. Complexity Distributed systems are more complex than centralised systems. This

makes it more difficult to understand their emergent properties and to test these

sy:,tems. For example, rather than the performance of the system being depen-

dellt on the execution speed of one processor, it depends on the network band-

width and the speed of the processors on the network. Moving resources from

one part of the system to another can radically affect the system's performance.
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2. Security The system may be accessed from several different computers, and

the traffic on the network may be subject to eavesdropping. This makes it more

difficult to ensure that the integrity of the data in the system is maintained and

that the system services are not degraded by denial-of-service attacks.

3. Manageability The computers in a system may be of different types and may

run different versions of the operating system. Faults in one machine may prop-

agate to other machines with unexpected consequences. This means that more

effort is required to manage and maintain the system in operation.

4. Unpredictability As all users of the WWW know, distributed systems are

unpredictable in their response. The response depends on the overall load on

the system, its organisation and the network load. As all of these may change

over a short period, the time taken to respond to a user request may vary dra-

matically from one request to another.

The design challenge is to design the software and hardware to provide desir-

able distributed system characteristics and, at the same time, minimise the prob-

lems that are inherent in these systems. To do so, you need to understand the advantages

and disadvantages of different distributed systems architectures. I cover two

generic types of distributed systems architecture here:

1. Client-server architectures In this approach, the system may be thought of as

a set of services that are provided to clients that make use of these services.

Servers and clients are treated differently in these systems.

2. Distributed object architectures In this case, there is no distinction between servers

and clients, and the system may be thought of as a set of interacting objects

whose location is irrelevant. There is no distinction between a service provider

and a user of these services.

Both client-server and distributed object architectures are widely used in indus-

try, but the distribution of the applications is generally within a single organisation.

The distribution supported is therefore intra-organisational. I also discuss two other

types of distributed architecture that are more suited to inter-organisational distri-

bution: peer-to-peer (p2p) system architectures and service-oriented architectures.

Peer-to-peer systems have mostly been used for personal systems but are starting

to be used for business applications. At the time of this writing, service-oriented

systems are just being introduced, but the service-oriented approach is likely to become

a very significant distribution model by 2005.

The components in a distributed system may be implemented in different pro-

gramming languages and may execute on completely different types of processors.

Models of data, information representation and protocols for communication may

all be different. A distributed system therefore requires software that can manage

these diverse parts, and ensure that they can communicate and exchange data. The
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term middleware is used to refer to this software-it sits in the middle between the

different distributed components of the system.

Bernstein (Bernstein, 1996) summarises types of middleware that are available

to suppert distributed computing. Middleware is general-purpose software that is

usually bought off-the-shelf rather than written specially by application developers.

Examples of middleware are software for managing communications with

databases, transaction managers, data converters and communication controllers. I

describe object request brokers, a very important class of middleware for distributed

systems, later in Ihis chapter.

Distributed systems are usually developed using an object-oriented approach. These

systems are made: up of loosely integrated, independent parts, each of which may

interact directly with users or with other parts of the system. Parts of the system

may have to respond to independent events. Software objects reflect these charac-

teristics, so are natural abstractions for distributed systems components.

12.1 Multiiprocessor architectures

The simplest model of a distributed system is a multiprocessor system where the

software system consists of a number of processes that may (but need not) execute

on separate processors. This model is common in large real-time systems. As I dis-

cuss In Chapter 15, these systems collect information, make decisions using this

informanon and send signals to actuators that modify the system's environment.

Logically, the processes concerned with information collection, decision making

and actuator control could all run on a single processor under the control of a sched-

uler. Usmg multiple processors improves the performance and resilience of the sys-

tem. The distribution of processes to processors may be pre-determined (this is common

in critical systems) or may be under the control of a dispatcher that decides which

process to allocate to each processor.

An example of this type of system is shown in Figure 12.1. This is a simplified

model ot a traffic control system. A set of distributed sensors collects information on

the traffic flow and processes this locally before sending it to a control room. Operators

make decisions using this information and give instructions to a separate traffic light

control process. In this example, there are separate logical processes for managing the

sensors, the control room and the traffic lights. These logical processes may be single

processes or a group of processes. In this example, they run on separate processors.

Software systems composed of multiple processes are not necessarily distributed

systems If more than one processor is available, then distribution can be imple-

mented, but the system designers need not always consider distribution issues dur-

ing the design process. The design approach for this type of system is essentially

that for real-time systems, as discussed in Chapter 15.
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12.2 Client-server architectures

I have already introduced the concept of client-server architectures in Chapter 11. In

a client-server architecture, an application is modelled as a set of services that are pro-

vided by servers and a set of clients that use these services (Orfali and Harkey, 1998).

Clients need to be aware of the servers that are available but usually do not know of

the existence of other clients. Clients and servers are separate processes, as shown in

Figure 12.2, which is a logical model of a distributed client-server architecture.

Several server processes can run on a single server processor so there is not nec-

essarily a 1: 1mapping between processes and processors in the system. Figure 12.3

shows the physical architecture of a system with six client computers and two server

computers. These can run the client and server processes shown in Figure 12.2. When

I refer to clients and servers, I mean these logical processes rather than the physi-

cal computers on which they execute.

The design of client-server systems should reflect the logical structure of the

application that is being developed. One way to look at an application is illustrated

in Figure 12.4, which shows an application structured into three layers. The pre-

sentation layer is concerned with presenting information to the user and with all

user interaction. The application processing layer is concerned with implementing

the logic of the application, and the data management layer is concerned with all

database operations. In centralised systems, these need not be clearly separated.

However, when you are designing a distributed system, you should make a clear

distinction between them, as it then becomes possible to distribute each layer to a

different computer.
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The simplest client-server architecture is called a two-tier client-server archi-

tecture, where an application is organised as a server (or multiple identical servers)

and a set of clients. As illustrated in Figure 12.5, two-tier client-server architec-

tures can take two forms:

1. Thin-client model In a thin-client model, all of the application processing and

data management is carried out on the server. The client is simply responsible

for running the presentation software.

2. Fal-client model In this model, the server is only responsible for data management.

The software on the client implements the application logic and the interac-

tions with the system user.

Figure 12.3
Computers in a
client-server network

A thm-client, two-tier architecture is the simplest approach to use when centralised

legacy !'ystems, as discussed in Chapter 2, are evolved to a client-server architecture.
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Figure 12.4
Application layers Presentation layer

The user interface for these systems is migrated to PCs, and the application itself

acts as a server and handles all application processing and data management. A thin-

client model may also be implemented when the clients are simple network devices

rather than PCs or workstations. The network device runs an Internet browser and

the user interface implemented through that system.

A major disadvantage of the thin-client model is that it places a heavy process-

ing load on both the server and the network. The server is responsible for all com-

putation, and this may involve the generation of significant network traffic between

the client and the server. There is a lot of processing power available in modem

computing devices, which is largely unused in the thin-client approach.

The fat-client model makes use of this available processing power and distributes

both the application logic processing and the presentation to the client. The server

is essentially a transaction server that manages all database transactions. An exam-

ple of this type of architecture is banking ATM systems, where the ATM is the

client and the server is a mainframe running the customer account database. The

hardware in the teller machine carries out a lot of the customer-related processing

associated with a transaction.

Figure 12.5 Thin and
fat clients

Thin-client
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Fat-client
model

Presentation
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Application processing

Server

Data management
Application processing

server

Data management
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This ATM distributed system is illustrated in Figure 12.6. Notice that the ATMs

do not connect directly to the customer database but to a teleprocessing monitor. A

teleprocessing monitor or transaction manager is a middleware system iliat organ-

ises communications with remote clients and serialises client transactions for pro-

cessing by the database. Using serial transactions means that the system can

recover from faults wiiliout corrupting ilie system data.

While the fat-dient model distributes processing more effectively than a thin-

client model, system management is more complex. Application functionality is spread

across many computers. When ilie application software has to be changed, this involves

reinstallation on every client computer. This can be a major cost if there are hun-

dreds of dients in the system.

The advent of mobile code (such as Java applets and Active X controls), which

can be downloaded from a server to a client, has allowed the development of

client-server systems that are somewhere between the thin- and the fat-client

model. Some of the application processing software may be downloaded to the client

as mobik code, thus relieving the load on the server. The user interface is created

using a web browser that has built-in facilities to run the downloaded code.

The problem with a two-tier client-server approach is that the three logical lay-

ers-presentation, application processing and data management-must be mapped

onto two computer systems-the client and the server. There may either be prob-

lems with scalability and performance if the thin-client model is chosen, or prob-

lems of system management if the fat-client model is used. To avoid these issues,

an alternative approach is to use a three-tier client-server architecture (Figure 12.7).

In this architecture:, the presentation, the application processing and the data man-

agement are logically separate processes that execute on different processors.

An Internet banking system (Figure 12.8) is an example of the three-tier

client-server architecture. The bank's customer database (usually hosted on a main-

frame computer) provides data management services; a web server provides the appli-

cation services such as facilities to transfer cash, generate statements, pay bills and

so on; and the user s own computer with an Internet browser is the client. This sys-
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tern is scalable because it is relatively easy to add new web servers as the number

of customers increase.

The use of a three-tier architecture in this case allows the information transfer

between the web server and the database server to be optimised. The communica-

tions between these systems can use fast, low-level communications protocols. Efficient

middleware that supports database queries in SQL (Structured Query Language) is

used to handle information retrieval from the database.

In some cases, it is appropriate to extend the three-tier client-server model to a

multi-tier variant where additional servers are added to the system. Multi-tier sys-

tems may be used where applications need to access and use data from different

databases. In this case, an integration server is positioned between the application

server and the database servers. The integration server collects the distributed data

and presents it to the application as if it were from a single database.

Three-tier client-server architectures and multi-tier variants that distribute the appli-

cation processing across several servers are inherently more scalable than two-tier

architectures. Network traffic is reduced in contrast with thin-client two-tier archi-

tectures. The application processing is the most volatile part of the system, and it

can be easily updated because it is centrally located. Processing, in some cases, may

be distributed between the application logic and the data management servers, thus

leading to more rapid response to client requests.

Designers of client-server architectures must take a number of factors into

account when choosing the most appropriate architecture. Situations where the
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Legacy system applications where separating application processing
and data management is impractical.
Computationally-intensive applications such as compilers with little
or no data management.
Data-intensive applications (browsing and querying) with little or
no application processing.

Applications where application processing is provided by off-the-
shelf software (e.g. Microsoft Excel) on the client.
Applications where computationally-intensive processing of data
(e.g. data visualisation) is required.
Applications with relatively stable end-user functionality used in an
environment with well-established system management.

Large-scale applications with hundreds or thousands of clients.
Applications where both the data and the application are volatile.
Applications where data from multiple sources are integrated.

cliem-server architectures that I have discussed are likely to be appropriate are shown

in Figure 12.9.

12.3 Distributed object architectures

In the client-server model of a distributed system, clients and servers are different.

Clients receive services from servers and not from other clients; servers may act as

clients by receiving services from other servers but they do not request services from

clients; clients must know the services that are offered by specific servers and must

know how to contact these servers. This model works well for many types of appli-

cations. However, it limits the flexibility of system designers in that they must decide

where services are to be provided. They must also plan for scalability and so pro-

vide some means for the load on servers to be distributed as more clients are added

to the system.

A more general approach to distributed system design is to remove the distinc-

tion between client and server and to design the system architecture as a distributed

object arc:hitecture. In a distributed object architecture (Figure 12.10), the funda-

mental system components are objects that provide an interface to a set of services

that they provide. Other objects call on these services with no logical distinction

between a client (a receiver of a service) and a server (a provider of a service).

Object'; may be distributed across a number of computers on a network and com-

municate through middleware. This middleware is called an object request broker.
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Its role is to provide a seamless interface between objects. It provides a set of ser-

vices that allow objects to communicate and to be added to and removed from the

system. I discuss object request brokers in Section 12.3.1.

The advantages of the distributed object model are:

It allows the system designer to delay decisions on where and how services

should be provided. Service-providing objects may execute on any node of the

network. Therefore, the distinction between fat- and thin-client models

becomes irrelevant, as there is no need to decide in advance where application

logic objects are located.

It is a very open system architecture that allows new resources to be added to

it as required. As I discuss in the following section, object communication stan-

dards have been developed and implemented that allow objects written in dif-

ferent programming languages to communicate and to provide services to each

other.

• The system is flexible and scalable. Different instances of the system with the

same service provided by different objects or by replicated objects can be cre-

ated to cope with different system loads. New objects can be added as the load

on the system increases without disrupting other system objects.

It is possible to reconfigure the system dynamically with objects migrating across

the network as required. This may be important where there are fluctuating pat-

terns of demand on services. A service-providing object can migrate to the same

processor as service-requesting objects, thus improving the performance of the

system.

A distributed object architecture can be used as a logical model that allows you

to structure and organise the system. In this case, you think about how to provide

application functionality solely in terms of services and combinations of services.
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You then work out how to provide these services using a number of distributed objects.

At this level, the objects that you design are usually large-grain objects (sometimes

called business ｯｾｩ･｣ｴｳＩ that provide domain-specific services. For example, in a

retail application, there may be business objects concerned with stock control, cus-

tomer communications, goods ordering and so on. This logical model can, of

course, then be realised as an implementation model.

Alternatively, you can use a distributed object approach to implement

client-server systems. In this case, the logical model of the system is a

client-server model, but both clients and servers are realised as distributed objects

communicating through a software bus. This makes it possible to change the sys-

tem easily, for example, from a two-tier to a multi-tier system. In this case, the server

or the client may not be implemented as a single distributed object but may be com-

posed from smaller objects that provide specialised services.

An example of a type of system where a distributed object architecture: might be

appropriate is a data mining system that looks for relationships between the data

that is stored in a number of databases (Figure 12.11). An example of a data min-

mg application might be where a retail business has, say, food stores and hardware

stores, and wants to find relationships between a customer's food and hardware pur-

chases. For instance, people who buy baby food may also buy particular types of

wallpaper. With this knowledge, the business can then specifically target baby-food

customers with combined offers.

In this Ｌｾｸ｡ｭｰｬ･Ｌ each database can be encapsulated as a distributed object with

an interface that provides read-only access to its data. Integrator objects are each

concerned with spe:cific types of relationships, and they collect information from

all of the databases to try to deduce the relationships. There might be an integrator

object thaI is concerned with seasonal variations in goods sold and another that is

concerned with relationships between different types of goods.
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Visualiser objects interact with integrator objects to produce a visualisation or a

report on the relationships that have been discovered. Because of the large volumes

of data that are handled, visualiser objects will normally use graphical presentations

of the relationships that have been discovered. I discuss graphical information pre-

sentation in Chapter 16.

A distributed object architecture rather than a client-server architecture is appro-

priate for this type of application for three reasons:

1. Unlike a bank ATM system (say), the logical model of the system is not one

of service provision where there are distinguished data management services.

2. You can add databases to the system without major disruption. Each database

is simply another distributed object. The database objects can provide a sim-

plified interface that controls access to the data. The databases that are

accessed may reside on different machines.

3. It allows new types of relationships to be mined by adding new integrator objects.

Parts of the business that are interested in specific relationships can extend the

system by adding integrator objects that operate on their computers without requir-

ing knowledge of any other integrators that are used elsewhere.

The major disadvantage of distributed object architectures is that they are more

complex to design than client-server systems. Client-server systems appear to be

a fairly natural way to think about systems. They reflect many human transactions

where people request and receive services from other people who specialise in pro-

viding these services. It is more difficult to think about general service provision,

and we do not yet have a great deal of experience with the design and development

of large-grain business objects.

12.3.1 (DRBA
-----------------------------
As I indicated in the previous section, the implementation of a distributed object

architecture requires middleware (object request brokers) to handle communications

between the distributed objects. In principle, the objects in the system may be imple-

mented using different programming languages, the objects may run on different

platforms and their names need not be known to all other objects in the system.

The middleware 'glue' therefore has to do a lot of work to ensure seamless object

communications.

Middleware to support distributed object computing is required at two levels:

1. At the logical communication level, the middleware provides functionality that

allows objects on different computers to exchange data and control informa-

tion. Standards such as CORBA and COM (Pritchard. 1999) have been devel-

oped to facil£tate logical object communications on different platforms.
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2. At the component level, the middleware provides a basis for developing com-

patible components. Standards such as EJB, CORBA components or Active X

(Szyperski, 2(02) provide a basis for implementing components with standard

methods that can be queried and used by other components. I cover compo-

nent standards in Chapter 19.

In this section, I focus on the middleware for logical object communication and

discuss how this is supported by the CORBA standards. These were defined by the

Object Management Group (OMG), which defines standards for object-oriented devel-

opment. The OMG standards are available, free of charge, from their web site.

The OMG's vision of a distributed application is shown in Figure 12.12, which

I have adapted from Siegel's diagram of the Object Management Architecture (Siegal,

1998). This proposes that a distributed application should be made up of a number

of components:

1. Application objects that are designed and implemented for this application.

2. Standard objects that are defined by the OMG for a specific domain. These

domain object standards cover financelinsurance, electronic commerce, health-

care, and a number of other areas.

3. Fundamental CORBA services that provide basic distributed computmg services

such as directories and security management.

4. Honzontal CORBA facilities such as user interface facilities, system manage-

ment facilities, and so on. The term horizontal facilities suggests that these facil-

ities are common to many application domains and the facilities are therefore

used in many different applications.

The CORBA standards cover all aspects of this vision. There are four major ele-

ments to these standards:
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1. An object model for application objects where a CORBA object is an encap-

sulation of state with a well-defined, language-neutral interface described in an

IDL (Interface Definition Language).

2. An object request broker (ORB) that manages requests for object services. The

ORB locates the object providing the service, prepares it for the request, sends

the service request and returns the results to the requester.

3. A set of object services that are general services likely to be required by many

distributed applications. Examples of services are directory services, transac-

tion services and persistence services.

4. A set of common components built on top of these basic services that may be

required by applications. These may be vertical domain-specific components

or horizontal, general-purpose components that are used by many applications.

The CORBA object model considers an object to be an encapsulation of

attributes and services, as is normal for objects. However, CORBA objects must

have a separate interface definition that defines the public attributes and operations

of the object. CORBA object interfaces are defined using a standard, language-

independent interface definition language. If an object wishes to use services pro-

vided by another object, then it accesses these services through the IDL interface.

CORBA objects have a unique identifier called an Interoperable Object Reference

(lOR). This lOR is used when one object requests services from another.

The object request broker knows about the objects that are requesting services

and their interfaces. The ORB handles the communication between the objects. The

communicating objects do not need to know the location of other objects nor do

they need to know anything about their implementation. As the IDL interface insu-

lates the objects from the ORB, it is possible to change the object implementation

in a completely transparent way. The object location can change between invoca-

tions, which is transparent to other objects in the system.

For example, in Figure 12.13, two objects 01 and 02 communicate through an

ORB. The calling object (01) has an associated IDL stub that defines the interface

of the object providing the required service. The implementer of 0 I embeds calls

to this stub in their object implementation when a service is required. The IDL is

a superset of C++, so it is very easy to access this stub if you are programming in

C++, and it is fairly easy in C or Java. Language mappings to IDL have also been

defined for other languages such as Ada and COBOL.

The object providing the service has an associated IDL skeleton that links the

interface to the implementation of the services. In simple terms, when a service is

called through the interface, the IDL skeleton translates this into a call to the ser-

vice in whatever implementation language has been used. When the method or pro-

cedure has been executed, the IDL skeleton translates the results into IDL so that

it can be accessed by the calling object. Where an object both provides services to

other objects and uses services that are provided elsewhere, it needs both an IDL

skeleton and IDL stubs. An IDL stub is required for every object that is used.
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Object request brokers are not usually implemented as separate processes but are

a set of libraries that can be linked with object implementations. Therefore, in a

distributed system, each computer that is running distributed objects will have its

own object request broker. This will handle all local invocations of objects.

However, a request made for a service that is to be provided by a remote object

ｲ ･ ｱ ｵ ｩ ｲ ･ ｾ Ｌ inter-ORB communications.

This situation is illustrated in Figure 12.14. In this example, when object 01 or

02 requests a service from 03 or 04, the associated ORBs must communicate. A

CORBA ｩｭｰｬ･ｭｾＺｮｴ｡ｴｩｯｮ supports ORB-to-ORB communication by providing all ORBs

with access to IDL interface definitions and by implementing the OMG's standards

Generic Inter-ORB Protocol (GlOP). This protocol defines standard messages that

ORBs can exchange to implement remote object invocation and infomlation trans-

fer. When combmed with lower-level Internet TCPIIP protocols, the GlOP allows

ORBs to communicate across the Internet.

The CORBA initiative has been underway since the 1980s, and the early versions

of CORBA were simply concerned with supporting distributed objects. However, as

the standards ｨ｡ｶｬｾ evolved they have become more extensive. As well as a mechanism

for distributed object communications, the CORBA standards now define some stan-

dard services that may be provided to support distributed object-oriented applications.

You can think of CORBA services as facilities that are likely to be required by

many distributed systems. The standards define approximately 15 common services.

Some ･ ｾ ｡ ｭ ｰ ｬ ･ ｳ of these generic services are:

I. Naming and trading servIces that allow objects to refer to and discover other

objects on the network. The naming service is a directory service that allows

ｯ｢ｽｾ｣ｴｳ to be named and dJlscovered by other objects. This is like the white pages

of a phone directory. The trading services are like the yellow pages. Objects

can find out what other objects have registered with the trader service and can

access the specification of these objects.

2. Notification services that allow objects to notify other objects that some event

has occurred!. Objects may register their interest in a particular event with the
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service and, when that event occurs, they are automatically notified. For exam-

ple, say the system includes a print spooler that queues documents to be

printed and a number of printer objects. The print spooler registers that it is

interested in an 'end-of-printing' event from a printer object. The notification

service informs it when printing is complete. It Can then schedule the next doc-

ument on that printer.

3. Transaction services that support atomic transactions and rollback on failure.

Transactions are a fault-tolerance facility that supports recovery from errors dur-

ing an update operation. If an object update operation fails, then the object state

can be rolled back to its state before the update was started.

The CORBA standards include interface definitions for a wide range of hori-

zontal and vertical components that may be used by distributed application

builders. Vertical components are components that are specific to an application

domain. Horizontal components are general-purpose components such as user inter-

face components. The development of specifications for horizontal and vertical CORBA

components is a long-term activity, and currently available specifications are pub-

lished on the OMG website.

12.4 Inter-organisational distributed computing

For reasons of security and inter-operability, distributed computing has been pri-

marily implemented at the organisational level. An organisation has a number of

servers and spreads its computational load across these. Because these are all

located within the same organisation, local standards and operational processes

can be applied. Although, for web-based systems, client computers are often outside
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the organisational boundary, their functionality is limited to running user inter-

face software.

Newer models of distributed computing, however, are now available that allow

inter-organisational rather than intra-organisational distributed computing. I discuss

two of these approaches in this section. Peer-to-peer computing is based around com-

putations carried out by individual network nodes. Service-oriented systems rely on

distributed services rather than distributed objects, and rely on XML-based stan-

dards for data exchange.

peer-to-peer arc:_h_it_e_ct_u_re_s . _

Peer-to-pe,;r (1'21') systems are decentralised systems where computations may be

carried om by any node on the network and, in principle at least, no distinctions

are made between c:lients and servers. In peer-to-peer applications, the overall sys-

tem is designed to take advantage of the computational power and storage avail-

able acros:, a potentially huge network of computers. The standards and protocols

that enable communications across the nodes are embedded in the application itself,

and each node must run a copy of that application.

At the time of writing, peer-to-peer technologies have mostly been used for

personal systems (Oram, 2001). For example, file-sharing systems based on the

Gnutella a:1d Kazaa protocols are used to share files on users PCs, and instant mes-

saging systems such as ICQ and Jabber provide direct communications between users

without ar: intermediate server. SETI@home is a long-running project to process

data from radio telescopes on home PCs to search for indications of extraterrestrial

life, and Freenet is a decentralised database that has been designed to make it eas-

ier to publish infonnation anonymously and to make it difficult for authorities to

suppress this infoffilation.

However, there are indications that this technology is being increasingly used by

businesses to harness the power in their PC networks (McDougall, 2000). Intel and

Boeing have both implemented p2p systems for computationally intensive applica-

tions. For cooperative applications that support distributed working, this seems to

be the mOi,t effective technology.

You can look at the architecture of p2p applications from two perspectives. The

logical network architecture is the distribution architecture of the system, whereas

the application architecture is the generic organisation of components in each appli-

cation type. In this chapter, I focus on the two principal types of logical network

architecture that may be used--decentralised architectures and semi-c(:ntralised

architectures.

In principle, in peer-to-peer systems every node in the network could be aware

of every other node, could make connections to it, and could exchange data with

it. In practLce, of course, this is impossible, so nodes are organised into 'localities'

with some nodes acting as bridges to other node localities, Figure 12.15 shows this

decentralised 1'21' architecture.
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Figure 12.15
Decentralised
p2p architecture

In a decentralised architecture, the nodes in the network are not simply func-

tional elements but are also communications switches that can route data and con-

trol signals from one node to another. For example, assume that Figure 12.15 represents

a decentralised, document-management system. This system is used by a consor-

tium of researchers to share documents, and each member of the consortium main-

tains his or her own document store. However, when a document is retrieved, the

node retrieving that document also makes it available to other nodes. Someone who

needs a document issues a search command that is sent to nodes in that 'locality'.

These nodes check whether they have the document and, if so, return it to the requestor.

If they do not have it, they route the search to other nodes; when the document is

finally discovered, the node can route the document back to the original requestor.

Therefore, if n1 issues a search for a document that is stored at n10, this search is

routed through nodes n3, n6, and n9 to n1O.

This decentralised architecture has obvious advantages in that it is highly redun-

dant, and so is fault-tolerant and tolerant of nodes disconnecting from the network.

However, there are obvious overheads in the system in that the same search may

be processed by many different nodes and there is significant overhead in repli-

cated peer communications. An alternative p2p architectural model that departs from

a pure p2p architecture is a semi-centralised architecture where, within the network,

one or more nodes act as servers to facilitate node communications. Figure 12. 16

illustrates this model.

In a semi-centralised architecture, the role of a server is to help establish con-

tact between peers in the network or to coordinate the results of a computation. For

example, if Figure 12.16 represents an instant messaging system, then network nodes

communicate with the server (indicated by dashed lines) to find out what other nodes

are available. Once these are discovered, direct communications can be established

and the connection to the server is unnecessary. Therefore nodes n2, n3, n5 and n6

are in direct communication.

In a computational p2p system where a processor-intensive computation is dis-

tributed across a large number of nodes, it is normal for some nodes to be
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､ ｩ ｳ ｴ ｩ ｮ ｧ ｵ ｩ ｳ ｨ ｾ ､ nodes whose role is to distribute work to other nodes and to collate

and check the results of the computation.

Although there are obvious overheads in peer-to-peer systems, it is a much more

efficient approach to inter-organisational computing than the service-based

approach that I discuss in the next section. There are still problems with using p2p

approaches for inter-organisational computing, as issues such as security and trust

are still unresolved. This means that p2p systems are most likely to be used either

for non-criical information systems or where there are already working relation-

ships between organisations.

ｾ･ｲｶｩ｣･Ｍｯｲｩ･ｮｴ･､ sys._t_e_m_a_rc_h_it_e_c_tu_r_e _

The development of the WWW meant that client computers had access to remote

St:rvers outside their own organisations. If these organisations converted their infor-

mation to HTML, then this could be accessed by these computers. However, access

was solely through a web browser, and direct access to the information stores by

olher prog::'ams was not practical. This meant that opportunistic connections

between sel"vers where, for example, a program queried a number of catalogues,

was not ｰｯｾ［ｳｩ｢ｬ･Ｎ

To get around this problem, the notion of a web service was proposed. Using a

web service, organisations that want to make their information accessible to other

programs can do so by defining and publishing a web service interface. This inter-

face define!·; the data available and how it can be accessed. More generally, a web

service is a standard representation for some computational or information resource

that can be used by other programs. Therefore, you could define a tax filing ser-

vice where Llsers could fill in their tax forms and have these automatically checked

and submitted to the tax authorities.

A web service is an instance of a more general notion of a service, which is

dt:fined by Lovelock, et aI., 1996) as:
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Figure 12.17 The
conceptual
architecture of a
service-oriented
system Find

Bind

Publish

an act or performance offered by one party to another. Although the process

may be tied to a physical product. the performance is essentially intangible

and does not normally result in ownership ofany of the factors ofproduction.

The essence of a service, therefore, is that the provision of the service is inde-

pendent of the application using the service (Turner, et aI., 2003). Service providers

can develop specialised services and offer these to a range of service users from

different organisations. Applications may be constructed by linking services from

various providers using either a standard programming language or a specialised

service orchestration language such as BPEL4WS.

There are various service models, from the JINI model (Kumaran, 2001)

through web services (Stal, 2002) and grid services (Foster, et aI., 2002).

Conceptually, all of these operate according to the model shown in Figure 12.17,

which is a generalisation of the conceptual web service model described by Kreger

(Kreger, 200l). A service provider offers a service by defining its interface and imple-

menting the service functionality. A service requestor binds that service into its appli-

cation. This means that the requestor's application includes code to call that service

and process the results of the service call. To ensure that the service can be

accessed by external service users, the service provider makes an entry in a service

registry that includes information about the service and what it does.

The differences between this service model and the distributed object approach

to distributed systems architectures are:

Services can be offered by any service provider inside or outside of an organ-

isation. Assuming these conform to certain standards (discussed below), organ-

isations can create applications by integrating services from a range of

providers. For example, a manufacturing company can link directly to services

provided by its suppliers.

The service provider makes information about the service public so that any

authorised user can use it. The service provider and the service user do not need

to negotiate about what the service does before it can be incorporated in an

application program.
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Applications can delay the binding of services until they are deployed or until

execution. Therefore, an application using a stock price service (say) could dynam-

ically change service providers while the system was executing.

OpportunistJIc construction of new services is possible. A service provider may

recognise new services that can be created by linking existing services in inno-

vative ways.

Service users can pay for services according to their use rather than their pro-

viSion. Therefore, instead of buying an expensive component that is rarely used,

the application writer can use an external service that will be paid for only when

required.

Applications can be made smaller (which is important if they are to be embed-

ded in other devices) because they can implement exception handling as exter-

nal services.

Applications can be reactive and adapt their operation according to their envi-

ronment by binding to different services as their environment changes.

At the time of this writing, these advantages have sparked immense interest in

web services as a basis for constructing loosely coupled, distributed applications.

However, there is still limited practical experience with service-oriented architec-

tures so we do not yet know that practical implications of this approach.

Software reuse has been a topic of research for many years; yet, as I discuss in

Chapters 18 and 19, there remain many practical difficulties in reusing software.

One of the major problems has been that standards for reusable components have

been developed only relatively recently, and several standards are in use. However,

the web services initiative has been driven by standards from its inception, and stan-

dards covering many aspects of web services are under development. The three fun-

damenlal standards that enable communications between web services are:

I. SOAP (Simple Object Access Protocol) This protocol defines an organisation

for structured data exchange between web services.

2. WSDL (Web Services Description Language) This protocol defines how the inter-

faces of web services can be represented.

3. UDDI (Universal Description, Discovery and Integration) This is a discovery

standard that defines how service description information, used by service

requestors to discover services, can be organised.

All of these standards are based on XML--a human- and machine-readable markup

language (Skonnard and Gudgin, 2002). You don't, however, need to know details

of these standards to understand the web services concept.

Web service application architectures are loosely coupled architectures where ser-

vice billdings can change during execution. Some systems will be solely built using
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figure 12.18 A
service-based in-car
information system
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web services and others will mix web services with locally developed components.

To illustrate how applications may be organised, consider the following scenario:

An in-car information system provides drivers with information on weather,

road traffic conditions, local information and so forth. This is linked to the

car radio so that information is delivered as a signal on a specific radio chan-

nel. The car is equipped with GPS receiver to discover its position and, based

on that position, the system accesses a range of information services.

Information may be delivered in the driver's specified language.

Figure 12.18 illustrates a possible organisation for such a system. The in-car soft-

ware includes five modules. These handle communications with the driver, with a

GPS receiver that reports the car s position and with the car radio. The Transmitter

and Receiver modules handle all communications with external services.

The car communicates with an externally provided mobile information service

which aggregates information from a range of other services that provide informa-

tion on weather, traffic information and local facilities. Different providers in
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different places provide this service, and the in-car system uses a discovery service

to locate the appropriate information service and bind to it. The discovery service

is also used by thie mobile information service to bind to the appropriate weather,

traffic and facilities services. Services exchange SOAP messages that include GPS

position information used, by the services, to select the appropriate infonnation. The

aggregated information is passed back to the car through a service that translates

the information language into the driver's language.

KEY POI NTS

Distributed systems cem support resource sharing, openness, concurrency, scalability, fault
tolerance and transparency.

Client-server systems are distributed systems where the system is modelled as a set of
services provided by servers to client processes.

In a client-server systl!m, the user interface always runs on a client, and data management
is always provided by ashared server. Application functionality may be implemented on the
client computer or on the server.

In a distributed object architecture, there is no distinction between clients and servers.

Objects provide general services that may be called on by other objects. This approach may
be used for implementing client-server systems.

Distributed object systems require middleware to handle object communications and to
allow objects to be added to and removed from the system.

The CORBA standards are a set of standards for middleware that supports distributed
object architectures. They include object model definitions, definitions of an object request
broker and common s4!rvice detinitions. Various implementations of the CORBA standards
are available'.

Peer-to-peer architectures are c1ecentralised architectures where there are no distinguished

clients and servers. (omputations can be distributed over many systems in different

organisations.

Service-oriented systems are created by linking software services provided by various
service suppliers. An important aspect of service-oriented architectures is that binding of
services to the architectural components can be delayed until the system is deployed or is
executing.
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This example illustrates one of the key advantages of the service-oriented

approach. It is not necessary to decide when the system is programmed or deployed

what service provider should be used and what specific services could be accessed.

As the car moves around, the in-car software uses the service discovery service to

find the most appropriate information service and binds to that. Because of the use

of a translation service, it can move across borders and therefore make local infor-

mation available to people who don't speak the local language.

This vision of service-oriented computing is not yet realisable with current web

services, where the binding of services to applications is still fairly static. However,

in future, we will see more dynamic binding and application architectures and the

realisation of the vision of dynamic, service-oriented systems. Because of the

importance of this topic, I have discussed it more fully in Chapter 31, in the new

section on Emerging Technologies.

FURTHER READING.__ｾ ［ ｴ •

'Turning software into a service'. A good overview paper that discusses the principles of service-

oriented computing. Unlike many papers on this topic, it does not conceal these principles behind

a discussion of the standards involved. (M. Turner, et aI., IEEE Computer, 36 (10), October 2003.)

Peer-ta-Peer: Harnessing the Power ofDisruptive Technologies. Although this book does not have

a lot on p2p architectures, it is an excellent introduction to p2p computing and discusses the

organisation and approach used in a number of P2p systems. (A. Oram (ed), 2001, O'Reilly and

Associates, Inc.)

Distributed Systems: Concepts and Design, 3rd ed. A comprehensive textbook that discusses all

aspects of distributed systems design and implementation. The first two chapters are particularly
relevant to the material here. (G. Couloris, et aI., 2001, Addison-Wesley.)

'Middleware: A model for distributed systems services'. This is an excellent overview paper that

summarises the role of middleware in distributed systems and discusses the range of middleware

services that may be provided. (P. A. Bernstein, Comm. ACM, 39 (2), February 1996.)

EXERCISE -----
12.1 Explain why distributed systems are inherently more scalable than centralised systems. What

are the likely limits on the scalability of the system?

12.2 What is the fundamental difference between a fat-client and a thin-client approach to

client-server systems development? Explain why the use of Java as an implementation

language blurs the distinction between these approaches.
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Your customer wants to develop a system for stock information where dealers can access

information about companies and can evaluate various investment scenarios using a

simulation system. Each dealer uses this simulation in a different way, according to his or her

experience and tile type of stocks in question. Suggest a client-server architecture for this

system that shows where functionality is located. Justify the client-server system model that

you have chosen

By making reference to th,e application model shown in Figure 12.4. discuss problems that

might arise when converting a 1980s mainframe legacy system for insurance policy

processing to a client-server architecture.

What are the basic facilities that must be provided by an object request broker?

Explain why the use of distributed objects with an object request broker simplifies the

implementation of scalable client-server systems. Illustrate your answer with an example.

How is the CORBA IDL USE!d to support communications between objects that have been

implemented in different programming languages? Explain why this approach may cause

performance problems if there are radical differences between the languages used for object

implementation.

Using (l distributed object approach, propose an architecture for a national theatre booking

system where users can check seat availability and book seats at a group of theatres. The

system should support ticket returns so that people may return their tickets for last-minute

resale to other customers.

Give two advantages and two disadvantages of decentralised and semi-centralised peer-to-

peer architecturE's.

What are the advantages of dynamic binding in a service-oriented system?

For the in-car information system, explain why it is best that the in-car software

communicates with an aggregation service rather than directly with the information services.

You should conSider iSSUE!S such as communication reliability in formulating your answer.

The development of service-oriented computing has been based on the early specification

and adoption of standards. Discuss the general role of standardisation in supporting and

restricting competition and innovation in the software market.
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Application
architectures

Objectives

The objective of this chapter is to introduce architectural models for
specific classes of application software systems. When you have
read this chapter, you will:

• be aware of two fundamental architectural organisations of
business systems, namely batch and transaction-processing;

• understand the abstract architecture of information and resource
management systems;

• understand how command-driven systems, such as editors, can
be structured as event-processing systems;

• know the structure and organisation of language-processing
systems.

Contents

13.1 Data-processing systems

13.2 Transaction-processing systems

13.3 Event-processing systems

13.4 language-processing systems
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As I explained in Chapter 11, you can look at system architectures from a range of

perspectives. So far, the discussions of system architectures in Chapters II and 12

have concentrated on architectural perspectives and issues such as control, distri-

bution and system structuring. In this chapter, however, I take an alternative

approach and look at architectures from an application perspective.

Application systems are intended to meet some business or organisational need.

All businesses have much in common-they need to hire people, issue invoices,

keep accounts and so forth-and this is especially true of businesses operating in

the same sector. Therefore, as well as general business functions, all phone com-

paniei need systems to connect calls, manage their network, issue bills to customers,

etc. Consequently, the application systems that these businesses use also have much

in cornmon.

Usually, systems of the same type have similar architectures, and the differences

betwf:en these systems are in the detailed functionality that is provided. This can

be illustrated by the growth of Enterprise Resource Planning (ERP) systems such

as the SAPIR3 system (Appelrath and Ritter, 2000) and vertical software packages

for particular applications. In these systems, which I discuss briefly in Chapter 18,

a generic ｳｹｳｴｦｾｭ is configured and adapted to create a specific business applica-

tion. For example, a system for supply chain management can be adapted for dif-

ferent types of suppliers, goods and contractual arrangements.

In the discussion of application architectures here, I present generic structural

models of several types of application. I discuss the basic organisation of these appli-

cation types and, where appropriate, break down the high-level architecture to show

sub-systems that are nonmally included in applications.

As a software designer, you can use these generic application architectures in a

number of ways:

1. As a starting point for the architectural design process If you are unfamiliar

with this type of application, you can base your initial designs on the generic

architectures. Of course, these will have to be specialised for specific systems,

but they are a good starting point for your design.

2. As a design checklist If you have developed a system architectural design, you

can check this against the generic application architecture to see whether you

have missed any important design components.

3. As a way oforganising the work ofthe development team The application archi-

tectures identify stable structural features of the system architectures and, in

many cases, it is possible to develop these in parallel. You can assign work to

group members to implement different sub-systems within the architecture.

4. A \' a means of assessing components for reuse If you have components you

might be able to reuse, you can compare these with the generic structures to

se:e whetheT reuse is likely in the application that you are developing.

5. As a vocabulary for talking about types of applications If you are discussing

a specific application or trying to compare applications of the same types, then
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you can use the concepts identified in the generic architecture to talk about the

applications.

There are many types of application system and, on the surface, they may seem to

be very different. However, when you examine the architectural organisation of appli-

cations, many of these superficially dissimilar applications have much in common. I

illustrate this here by describing the architectures of four broad types of applica-

tions:

1. Data-processing applications Data-processing applications are applications

that are data-driven. They process data in batches without explicit user inter-

ventions during the processing. The specific actions taken by the application

depend on the data that it is processing. Batch-processing systems are com-

monly used in business applications where similar operations are carried out

on a large amount of data. They handle a wide range of administrative func-

tions such as payroll, billing, accounting, and publicity.

2. Transaction-processing applications Transaction-processing applications are

database-centred applications that process user requests for information and that

update the information in a database. These are the most common type of inter-

active business systems. They are organised in such a way that user actions

can't interfere with each other and the integrity of the database is maintained.

This class of system includes interactive banking systems, e-commerce systems,

information systems and booking systems.

3. Event-processing systems This is a very large class of application where the

actions of the system depend on interpreting events in the system s environ-

ment. These events might be the input of a command by a system user or a

change in variables that are monitored by the system. Many PC-based appli-

cations, including games, editing systems such as word processors, spreadsheets,

image editors and presentation systems are event-processing systems. Real-time

systems, discussed in Chapter 15, also fall into this category.

4. Language-processing systems Language-processing systems are systems where

the user's intentions are expressed in a formal language (such as Java). The

language-processing system processes this language into some internal format

and then interprets this internal representation. The best-known language-pro-

cessing systems are compilers, which translate high-level language programs

to machine code. However, language-processing systems are also used to inter-

pret command languages for databases, information systems and markup lan-

guages such as XML (Harold and Means, 2002), which is extensively used to

describe structured data items.

I have chosen these particular types of systems because they represent the

majority of systems in use today. Business systems are generally either data- or
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transaction-processing systems, and most personal computer software is built around

an event processing architecture. Real-time systems are also event-processing systems;

I cover these architectures in Chapter 15. All software development relies on language-

processing systems such as compilers.

Batch -processing systems and transaction-processing systems are both database cen-

tric. Because of the central importance of data, it is common for applications of dif-

ferent types to share the same database. For example, a business data-processing system

that prims bank statements uses the same customer account database as a transaction-

processing system that provides web-based access to account information.

Of course, as I discussed in Chapter II, complex applications rarely follow a sin-

gle, simple architectural model. Rather, their architecture is more often a hybrid, with

different parts of the application structured in different ways. When designing these

systems, you therefore have to consider the architectures of individual sub-systems

as well as how these are integrated within an overall system architecture.

13.1 Data··processing systems

Busines:ies rely on data-processing systems to support many aspects of their busi-

ness such as paying salaries, calculating and printing invoices, maintaining

｡｣｣ｯｵｮｴｾＬ and issuing renewals for insurance policies. As the name implies, these

systems focus on data and the databases that they rely on are usually orders of mag-

nitude larger than the systems themselves. Data-processing systems are batch-pro-

cessing systems where data is input and output in batches from a file or database

rather than mput from and output to a user terminal. These systems select data from

the input records and, depending on the value of fields in the records, take some

actions specified in the program. They may then write back the result of the com-

putation to the database and format the input and computed output for printing.

The architecture of batch-processing systems has three major components, as illus-

trated in Figure 13.1. An input component collects inputs from one or more

sources; a processing component makes computations using these inputs; and an

output component generates outputs to be written back to the database and printed.

For example, a telephone billing system takes customer records and telephone meter

ｲ･｡､ｩｮｧｾＮ (inputs) from an exchange switch, computes the costs for each customer

(process) and then prints bills (outputs) for each customer.

The input, processing and output components may themselves be further decom-

posed into an input-process-output structure. For example:

1. An mput component may read some data (input) from a file or database, check

the validity of that data and correct some errors (process), then queue the valid

data for processing (output).
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2. A processing component may take a transaction from a queue (input), perform

some computations on the data and create a new data record recording the results

of the computation (process), then queue this new record for printing (output).

Sometimes the processing is done within the system database and sometimes

it is a separate program.

3. An output component may read records from a queue (input), format these accord-

ing to the output form (process), then send them to a printer or write new records

back to the database (output).

The nature of data-processing systems where records or transactions are processed

serially with no need to maintain state across transactions means that these systems

are naturally function-oriented rather than object-oriented. Functions are components

that do not maintain internal state information from one invocation to another. Data-

flow diagrams, introduced in Chapter 8, are a good way to describe the architec-

ture of business data-processing systems.

Data-flow diagrams are a way of representing function-oriented systems where

each round-edged rectangle in the data flow represents a function that implements

some data transformation, and each arrow represents a data item that is processed

by the function. Files or data stores are represented as rectangles. The advantage

of data-flow diagrams is that they show end-to-end processing. That is, you can see

all of the functions that act on data as it moves through the stages of the system.

The fundamental data-flow structure consists of an input function that passes data

to a processing function and then to an output function.

Figure 13.2 illustrates how data-flow diagrams can be used to show a more detailed

view of the architecture of a data-processing system. This figure shows the design

of a salary payment system. In this system, information about employees in the organ-

isation is read into the system, monthly salary and deductions are computed, and
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Figure 13.2 Data-
flow diagram of a
payroll system

payment5 are made. You can see how this system follows the basic input-process-

output structure:

1. The functions on the left of the diagram Read employee record, Read monthly

pay data and Validate employee data input the data for each employee and check

that data.

3. The ComputE! salary function works out the total gross salary for each

employee and the various deductions that are made from that salary. The net

monthly salary is then computed.

4. The iJutput functions write a series of files that hold details of the deductions

made and the salary to be paid. These files are processed by other programs

once details for all employees have been computed. A payslip for the

employee, rec:ording the net pay and the deductions made, is printed by the

system.

The architectural model of data-processing programs is relatively simple.

However. in those: systems the complexity of the application is often reflected in

the data being processed. Designing the system architecture therefore involves think-

ing abom the: data architecture (Bracket, 1994) as well as the program architecture.

The design of data architectures is outside the scope of this book.
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Figure 13.3 The
structure of
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13.2 Transaction-processing systems

Transaction-processing systems are designed to process user requests for infor-

mation from a database or requests to update the database (Lewis et aI., 2003).

Technically, a database transaction is sequence of operations that is treated as a

single unit (an atomic unit). All of the operations in a transaction have to be com-

pleted before the database changes are made permanent. This means that failure

of operations within the transaction do not lead to inconsistencies in the

database.

An example of a transaction is a customer request to withdraw money from a

bank account using an ATM. This involves getting details of the customer s

account, checking the balance, modifying the balance by the amount withdrawn and

sending commands to the ATM to deliver the cash. Until all of these steps have

been completed, the transaction is incomplete and the customer accounts database

is not changed.

From a user perspective, a transaction is any coherent sequence of operations

that satisfies a goal, such as 'find the times of flights from London to Paris'. If the

user transaction does not require the database to be changed then it may not be nec-

essary to package this as a technical database transaction.

Transaction-processing systems are usually interactive systems where users make

asynchronous requests for service. Figure 13.3 illustrates the high-level architectural

structure of these applications. First a user makes a request to the system through

an I/O processing component. The request is processed by some application-specific

logic. A transaction is created and passed to a transaction manager, which is usu-

ally embedded in the database management system. After the transaction manager

has ensured that the transaction is properly completed, it signals to the application

that processing has finished.

The input-process-output structure that we can see in data-processing applica-

tions also applies to many transaction-processing systems. Some of these systems

are interactive versions of batch-processing systems. For example, at one time banks

input all customer transactions off-line then ran these transactions in a batch against

their accounts database every evening. This approach has mostly been replaced by

interactive, transaction-based systems that update accounts in real time.

An example of a transaction-processing system is a banking system that allows

customers to query their accounts and withdraw cash from an ATM. The system is

composed of two cooperating software sub-systems-the ATM software and the

account processing software in the bank's database server. The input and output
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sub-systems are implemented as software in the ATM, whereas the processing sub-

system is in the bank's database server. Figure 13.4 shows the architecture of this

system. I have added some detail to the basic input-process-output diagram to show

｣ｯｭｰｯｮｬｾｮｴｳＮ that may be involved in the input, processing and output activities. I

have deliberately not suggested how these internal components interact, as the sequence

of operation may differ from one machine to another.

In syitems suc:h as a bank customer accounting systems, there may be different

ways to interact with the system. Many customers will interact through ATMs, but

bank staff will use counter terminals to access the system. There may be several

types of ATMs and counter terminals used, and some customers and staff may access

the account data through web browsers.

To simplify the management of different terminal communication protocols, large-

scale tnmsaction··processing systems may include middleware that communicates

with all iypes of t,erminal, organises and serialises the data from terminals, and sends

that date, for processing. This middleware, which I briefly discussed in Chapter 12,

may be called a teleprocessing monitor or a transaction management system. IBM's

CICS (Horswill and Miller, 2000) is a very widely used example of such a system.

Figur::. 13.5 shows another view of the architecture of a customer accounting system

that handles personal account transactions from ATMs and counter terminals in a bank.

The teleprocessing monitor handles the input and serialises transactions, which it con-

verts to database queries. The query processing takes place in the database management

system. Results ar,e passed back to the teleprocessing monitor, which keeps track of ter-

minals making ｴｨｴｾ request. This system then organises the data into a foml that can be

handled by the terminal software and returns the results of the transaction to it.

13.2.1 Information and resource management systems

All systems that involve interaction with a shared database can be considered to be

transaction-based information systems. An information system allows controlled access

to a large base of information, such as a library catalogue, a flight timetable or the
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Figure 13.5
Middleware for
transaction
management

•
Figure 13.6 A layered
model of an
information system

ATMs and terminals

records of patients in a hospital. The development of the WWW meant that a huge

number of information systems moved from being specialist organisational systems

to universally accessible general-purpose systems.

Figure 13.6 is a very general model of an information system. The system is

modelled using a layered or abstract machine approach (discussed in Section

11.2.3), where the top layer supports the user interface and the bottom layer the

system database. The user communications layer handles all input and output from

the user interface, and the information retrieval layer includes application-specific

logic for accessing and updating the database. As we shall see later, the layers in

this model can map directly onto servers in an Internet-based system.

As an example of an instantiation of this layered model, Figure 13.7 presents

the architecture of the LIBSYS system. Recall that this system allows users to access

documents in remote libraries and download these for printing. I have added detail

to each layer in the model by identifying the components that support user com-

munications and information retrieval and access. You should also notice that the

database is a distributed database. Users actually connect, through the system, to

the databases of the libraries that provide documents.

I User interface i
ｗｊｩＢｩ｢ｨＮａ｜ｾＮｗＺＺＢＢＧＢ､［ｦＺｊＬＬＮ ·,;:[>,(flS# ＱｂＬ［Ｂｯ［ＢﾷＢＮＢＧＮＬＬＬＮＴｩＺ［ｐ［ＺＺＬｕＺＬＬＬｾＮＢ｜ｴＡｦｵｬｩＴ｜ﾷｾｐ［［Ｚ［ｗ __2A#h..3?tL ...C"Ui ｾ Ｑ

Information retrieval and modification

Transaction management
Database
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The user communication layer in Figure 13.7 includes three major components:

1. The UBSYS login component identifies and authenticates users. All informa-

tion systems that restrict access to a known set of users need to have user authen-

ticatIOn as a fundamental part of their user communication systems. User

authentication can be personal but, in e-commerce systems, may also require

credIt card df:tails to be provided.

2. The form and query manager component manages the forms that may be pre-

sented to the user and provides query facilities allowing the user to request infor-

mation from the system. Again, all information systems must include a

component that provides these facilities.

3. The print manager component is specific to LIBSYS. It controls the printing

of documents that, for copyright reasons, may be restricted. For example, some

docllments may only be printed once on printers of the registered library.

The information retrieval and modification layer in the LIBSYS system includes

application-specific components that implement the system's functionality. These

components are:

1. Distributed ｳ ｅ ｾ ｡ ｲ ｣ ｨ This component searches for documents in response to user

queries across all of the libraries that have registered with the system. The list

of known libraries is maintained in the library index.

2. Docltment retrieval This component retrieves the document or documents that

are required by the user to the server where the LIBSYS system is running.
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3. Rights manager This component handles all aspects of digital rights manage-

ment and copyright. It keeps track of who has requested documents and, for

example, ensures that multiple requests for the same document cannot be made

by the same person.

4. Accounting This component logs all requests and, if necessary, handles any charges

that are made by the libraries in the system. It also produces management reports

on the use of the system.

We can see the same, four-layer generic structure in another type of information

system, namely systems that are designed to support resource allocation. Resource

allocation systems manage a fixed amount of some given resource, such as tickets

for a concert or a football game. These are allocated to users who request that resource

from the supplier. Ticketing systems are an obvious example of a resource alloca-

tion system, but a large number of apparently dissimilar programs are also actually

resource allocation systems. Some examples of this class of system are:

1. Timetabling systems that allocate classes to timetable slots. The resource being

allocated here is a time period, and there are usually a large number of con-

straints associated with each demand for the resource.

2. Library systems that manage the lending and withdrawal of books or other items.

In this case, the resources being allocated are the items that may be borrowed.

In this type of system, the resources are not simply allocated but must some-

times be deallocated from the user of the resource.

3. Air traffic management systems where the resource that is being allocated is a

segment of airspace so that separation is maintained between the planes that

are being managed by the system. Again, this involves dynamic allocation and

reallocation of resource, but the resource is a virtual rather than a physical resource.

Resource allocation systems are a very widely used class of application. If we

look at their architecture in detail, we can see how it is aligned with the informa-

tion system model shown in Figure 13.6. The components of a resource allocation

system (shown in Figure 13.8) include:

1. A resource database that holds details of the resources being allocated.

Resources may be added or removed from this database. For example, in a library

system, the resource database includes details of all items that may be borrowed

by users of the library. Normally, this is implemented using a database man-

agement system that includes a transaction-processing system. The database man-

agement system also includes resource-locking facilities so that the same

resource cannot be allocated to users who make simultaneous requests.

2. A rule set that describes the rules of resource allocation. For example, a library

system normally limits who may be allocated a resource (registered library users),
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the length of time that a book or other item may be borrowed, the maximum

number of books that may be borrowed, and so on. This is encapsulated in the

resource policy control component.

3. A resource management component that allows the provider of the resources

to add, edit or delete resources from the system.

4. A resource allocation component that updates the resource database when

resources are assigned and that associates these resources with details of the

resource requestor.

5. A user authentication module that allows the system to check that resources

are being allocated to an accredited user. In a library system, this might be a

machine-readable library card; in a ticket allocation system, it could be a credit

card that verifies the user is able to pay for the resource.

6. A query management module that allows users to discover what resources are

available. In a library system, this would typically be based around queries for

parti,,;ular items; in a ticketing system, it could involve a graphical display show-

ing what tickets are available for particular dates.

7. A rewurce delivery component that prepares the resources for delivery to the

requestor. In a ticketing system, this might involve preparing an e-mail con-

firmation and sending a request to a ticket printer to print the tickets and the

details of ｷ ｨ ｻ ｾ ｲ ･ these should be posted.

8. A user interface component (often a web browser) that is outside the system

and ,tHows th,e requester of the resource to issue queries and requests for the

resource to ｾｾ allocated.

This layered architecture can be realised in several ways. Information systems

software can be organised so that each layer is a large-scale component running on
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a separate server. Each layer defines its external interfaces and all communication

takes place through these interfaces. Alternatively, if the entire information system

executes on a single computer, then the middle layers are usually implemented as

a single program that communicates with the database through its API. A third alter-

native is to implement finer-grain components as separate web services (discussed

in Chapter 12) and compose these dynamically according to the user s requests.

Implementations of information and resource management systems based on

Internet protocols are now the norm; the user interface in these systems is imple-

mented using a web browser. The organisation of servers in these systems reflects

the four-layer generic model presented in Figure 13.6. These systems are usually imple-

mented as multi-tier client-server/architectures, as discussed in Chapter 12. The sys-

tem organisation is shown in Figure 13.9. The web server is responsible for all user

communications; the application server is responsible for implementing application-

specific logic as well as information storage and retrieval requests; the database server

moves information to and from the database. Using multiple servers allows high thro gh-

put and makes it possible to handle hundreds of transactions per minute.

E-commerce systems are Internet-based resource management systems that are

designed to accept electronic orders for goods or services and then arrange deliv-

ery of these goods or services to the customer. There is a wide range of these

systems now in use ranging from systems that allow services such as car-hire to

be arranged to systems that support the order of tangible goods such as books or

groceries. In an e-commerce system, the application-specific layer includes addi-

tional functionality supporting a 'shopping cart' in which users can place a num-

ber of items in separate transactions, then pay for them all together in a single

transaction.

13.3 Event-processing systems

Event-processing systems respond to events in the system s environment or user

interface. As I discussed in Chapter 11, the key characteristic of event-processing

systems is that the timing of events is unpredictable and the system must be able

to cope with these events when they occur.

We all use such event-based systems like this on our own computers-word pro

cessors, presentation systems and games are all driven by events from the user interface.
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The sy!;tem detects and interprets events. User interface events represent implicit

commands to the system, which takes some action to obey that command. For example,

if you are using a word processor and you double-click on a word, the double-click

event means 'select that word'.

Real·time systems, which take action in 'real time' in response to some exter-

nal stimulus, are also event-based processing systems. However, for real-time sys-

tems, events are not usually user interface events but events associated with sensors

or actuators in ｾｨ･ system. Because of the need for real-time response to unpre-

dictable events, these real-time systems are normally organised as a set of cooper-

ating processes. I cover generic architectures for real-time systems in Chapter 15.

In this section, I focus on describing the generic architecture of editing systems.

Editing systems are programs that run on pes or workstations and that allow users

to edit documents such as text documents, diagrams or images. Some editors focus

on editing a singIe type of document, such as images from a digital camera or scan-

ner. Others, including most word processors, are multi-editors and include support

for editmg different types including text and diagrams. You can even think of a

spreadsheet as an editing system where you edit boxes on the sheet. Of course, spread-

sheets have additional functionality to carry out computations.

Edititlg systems have a number of characteristics that distinguish them from other

types of system ,md that influence their architectural design:

1. Editing syst(:ms are mostly single-user systems. They therefore don't have to

deal with the: problems of multiple concurrent access to data and have simpler

data management than transaction-based systems. Even where data are shared,

traIl saction management is not usually used because transactions take a long

time and alt(:rnative methods of maintaining data integrity are used.

2. They have to provide rapid feedback on user actions such as 'select' and 'delete'.

Thi; means they have to operate on representations of data that is held in com-

puter memory rather than on disk. Because the data is in volatile memory, it

can be lost if there is a system fault, so editing systems should make some pro-

vision for en'or recovery.

3. Editing sessions are normally much longer than sessions involving ordering goods,

or making some other transaction. This again means that there is a greater risk

of loss if problems arise. Therefore, many editing systems include nx:overy facil-

itie5. that automatically save work in progress and recover the work for the user

in the event of a system failure.

A generic architecture for an editing system is shown in Figure 13.10 as a set

of interacting objects. The objects in the system are active rather than passive (see

Chapter 14) and c,m operate concurrently and autonomously. Essentially, screen events

are processed and interpreted as commands. This updates a data structure, which is

then redl splayed on the screen.

The responsibilities of the architectural components shown in Figun: 13.10 are:
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Figure 13.10 An
architectural model
of an editing system
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1. Screen This object monitors the screen memory segment and detects events that

occur. These events are then passed to the event-processing object along with

their screen coordinates.

2. Event This object is triggered by an event arriving from Screen. It uses knowl-

edge of what is displayed to interpret this event and to translate this into the

appropriate editing command. This command is then passed to the object

responsible for command interpretation. For very common events, such as mouse

clicks or key presses, the event object can communicate directly with the data

structure. This allows faster updates of that structure.

3. Command This object processes a command from the event object and calls

the appropriate method in the Editor data object to execute the command.

4. Editor data When the appropriate command method in Editor data object is called,

it updates the data structure and calls the Update method in Display to display

the modified data.
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5. Ancillary data As well as the data structure itself, editors manage other data such

as !tyles and preferences. In this simple architectural model, I have bundled

this together under Ancillary data. Some editor commands, such as a command

to i!1itiate a spelling check, are implemented by a method in this object.

6. File system This object handles all opening and saving of files. These can be

either e:ditor data or ancillary data files. To avoid data loss, many !:ditors have

auto-save fac:i1ities that save the data structure automatically. This can then be

retreved in the event of system failure.

7. Display This object keeps track of the organisation of the screen display. It calls

the Refresh method in Screen when the display has been changed.

Because of the: need for a rapid response to user commands, editing systems do

not hav! a central controller that calls the components to take action. Rather, the

critical ::omponents in the system execute concurrently and can communicate

directly le.g., the event processor can communicate directly with the editor data struc-

ture) so that faster performance can be achieved.

13.4 Language-processing systems

Language-processing systems accept a natural or artificial language as an input and

generate some other representation of that language as an output. In software engi-

neering, the most widely used language-processing systems are compilers that

translate an artificial high-level programming language into machine code, but other

language-processing systems translate an XML data description into commands to

query a database and natural language-processing systems that attempt to translate

one natural language to another.

At the most abstract level, the architecture of a language-processing system is

illustrated in Figure 13.11. The instructions describe what has to be done and are

translated into some internal format by a translator. The instructions cOlTespond to

the machine instructions for an abstract machine. These instructions are then inter-

preted b;' another component that fetches the instructions for execution and exe-

cutes the-m using. if necessary, data from the environment. The output of the

process i; the result of interpreting the instructions on the input data. Of course, for

many compilers, the interpreter is a hardware unit that processes machine instruc-

tions and the abstract machine is a real processor. However, for languages such as

Java, the interpret,er is a software component.

Language-processing systems are used in situations where the easiest way to solve

a problem is to sp,ecify that solution as an algorithm or as a description of the sys-

tem data. For example, meta-CASE tools are program generators that are used to

create specific CASE tools to support software engineering methods. Meta-CASE
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tools include a description of the method components, its rules and so on, written

in a special-purpose language that is parsed and analysed to configure the gener-

ated CASE tool.

Translators in a language-processing system have a generic architecture (Figure

13.12) that includes the following components:

1. A lexical analyser, which takes input language tokens and converts them to an

internal form

2. A symbol table, which holds information about the names of entities (variables,

class names, object names, etc.) used in the text that is being translated

3. A syntax analyser, which checks the syntax of the language being translated.

It uses a defined grammar of the language and builds a syntax tree

4. A syntax tree, which is an internal structure representing the program being

compiled

5. A semantic analyser, which uses information from the syntax tree and the sym-

bol table to check the semantic correctness of the input language text

6. A code generator, which 'walks' the syntax tree and generates abstract

machine code

Other components might also be included that transform the syntax tree to improve

efficiency and remove redundancy from the generated machine code. In other types

of language-processing systems, such as a natural language translator, the gener-

ated code is actually the input text translated into another language.

The components that make up a language-processing system can be organised

according to different architectural models. As Garlan and Shaw point out (Garlan
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and Shaw, 1993), compilers can be implemented using a composite model. A data-

flow ar.chitecture may be used with the symbol table acting as a repository for shared

data. TIle phases of lexical, syntactic and semantic analysis are organised sequen-

tially, a:; shown in Figure 13.12.

This data-flow model of compilation is still widely used. It is effective in batch

environments where programs are compiled and executed without user interaction.

It is less effective when the compiler is to be integrated with other language-processing

tools such as a stl1lctured editing system, an interactive debugger or a program pret-

typrinter. The generic system components can then be organised in a repository-

based model, as shown in Figure 13.13.

This figure illustrates how a language-processing system can be part of an inte-

grated set of prog)"amming support tools. In this example, the symbol table and syn-

tax tree act as a central information repository. Tools or tool fragments communicate

through it. Other !information that is sometimes embedded in tools, such as the gram-

mar defnition and the definition of the output format for the program, have been

taken Olit of the tools and put into the repository. Therefore, a syntax-directed edi-
tor can check that the syntax of a program is correct as it is being typed, and a pret-

typrintel can create listings of the program in a format that is easy to read.

Figure 13.13 The
repository model of
a language-
processing system

(
-
Pretty-
printer

Repository
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II
KEY POINTS

Generic models of application systems architectures help us understand the operation of
applications, compare applications of the same type, validate application system designs

and assess large-scale components for reuse.

Many applications either fall into one of four classes of generic application or are
combinations of these generic applications. The four types of generic application covered
here are data-processing systems, transaction-processing systems. event-processing

systems and language-processing systems.

Data-processing systems operate in batch mode and generally have an input-process-

output structure. Records are input into the system, the information is processed and

outputs are generated.

Transaction-processing systems are interactive systems that allow information in a
database to be remotely accessed and modified by a number of users. Information systems
and resource management systems are examples of transaction-processing systems.

Event-processing systems include editing systems and real-time systems. In an editing

system, user interface events are interpreted and an in-store data structure is modified.
Word processors and presentation systems are examples of editing systems.

Language-processing systems are used to translate texts from one language into another

and to carry out the instructions specified in the input language. They include a translator
and an abstract machine that executes the generated language.

FURTHER ｒｅａｄｉｎｇＮ｟ｾｩＩ •

The topic of application architectures has been largely neglected; authors of books and articles on
software architecture tend to focus on abstract principles or product line architectures.

Databases and Transaction Processing: An Application-oriented Approach. This is not really a book
on software architecture, but it discusses the principles of transaction-processing and data-centric
applications. (P. M. Lewis, et al., 2003, Addison-Wesley.)

Design and Use ofSoftware Architectures. This book takes a product-line approach to software
architectures and therefore discusses architecture from an application perspective. (j. Bosch, 2000,

Addison-Wesley.)
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Chapter 13 i'l Exercises 311..__:_----
13.1 Explain how the ｧｅｾｮ･ｲｩ｣ applications architectures described here can be used to help the

designer make decisions about software reuse.

13.2 Using the four baH application types introduced in this chapter, classify the following

systems and explain your classification:

• A point-of-sale system in a supermarket

• A system that sE'nds out Ireminders that magazine subscriptions are due to be paid

• A photo album system that provides some facilities for restoring old photographs

• A system that reads web pages to visually disabled users

• An interactive game in which characters move around, cross obstacles and collect treasure

• An inventory control system that keeps track of what items are in stock and automatically
generates orders for new stock when the level falls below a certain value.

13.3 Based on an input-process·output model, expand the Compute salary function in Figure 13.2

and draw a data-flow diagram that shows the computations carried out in that function. You

need the following information to do this:

• The employee record identifies the grade of an employee. This grade is then used to look

up the table of pay rates.

• Employees below a particular grade may be paid overtime at the same rate as their normal

hourly pay rate. ｔｨｾ extra hours for which they are to be paid are indicated in their employee

record.

• The amount of tax deducted depends on the employee's tax code (indicated in the record)

and their annual salary. Monthly deductions for each code and a standard salary are

indicated in the tax tables. These are scaled up or down depending on the relationship

between the actual salary and the standard salary used.

13.4 Explain why transaction management is necessary in systems where user inputs can result in

database changes.

13.5 Using the basic model of an information system as presented in Figure 13.6, show the

components of an information system that allows users to view information about flights

arriving and departing from a particular airport.

13.6 Using the layered architecture shown in Figure 13.8, show the components of a resource

management system that could be used to handle hotel room bookings.

13.7 In an editing system, all uselr interface events can be translated into implicit or explicit
commands. Explain why, in Figure 13.10, the Event object therefore communicates directly

with the editor data ｳｴｲｵ｣ｴｵｮｾ as well as the Command object.

13.8 Modify Figure 13.10 to show the generic architecture of a spreadsheet system. Base your

design on the features of any spreadsheet system that you have used.



312 Chapter 13 II Application architectures

13.9 What is the function of the syntax tree component in a language-processing system?

13.10 Using the generic model of a language-processing system presented here, design the
architecture of a system that accepts natural language commands and translates these into
database queries in a language such as SQl.
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Objectives

The objective of this chapter is to introduce an approach to software

design where the design is structured as interacting objects. When you

have read this chapter, you will:

• understand how a software design may be represented as a set of

intl!racting objects that manage their own state and operations;

• know the most important activities in a general object-oriented

design process;

• understand the different models that may be used to document an

object-oriented design;

• have been introduced to the representation of these models in the

Unified Modeling language (UMl).

Contents

14.1 Objects and object classes

14.2 An object-oriented design process

14.3 Design evolution
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An object-oriented system is made up of interacting objects that maintain their own

local state and provide operations on that state (Figure 14.1). The representation of

the state is private and cannot be accessed directly from outside the object. Object-

oriented design processes involve designing object classes and the relationships between

these classes. These classes define the objects in the system and their interactions.

When the design is realised as an executing program, the objects are created

dynamically from these class defmitions.

Object-oriented design is part of object-oriented development where an object-

oriented strategy is used throughout the development process:

Object-oriented analysis is concerned with developing an object-oriented

model of the application domain. The objects in that model reflect the entities

and operations associated with the problem to be solved.

• Object-oriented design is concerned with developing an object-oriented model

of a software system to implement the identified requirements. The objects in

an object-oriented design are related to the solution to the problem. There may

be close relationships between some problem objects and some solution

objects, but the designer inevitably has to add new objects and to transform

problem objects to implement the solution.

Object-oriented programming is concerned with realising a software design using

an object-oriented programming language, such as Java. An object-oriented pro-

gramming language provides constructs to define object classes and a run-time

system to create objects from these classes.

The transition between these stages of development should, ideally, be seamless,

with compatible notations used at each stage. Moving to the next stage involves

refining the previous stage by adding detail to existing object classes and devising

new classes to provide additional functionality. As information is concealed within

objects, detailed design decisions about the representation of data can be delayed

until the system is implemented. In some cases, decisions on the distribution of objects

and whether objects can be sequential or concurrent may also be delayed.

This means that software designers can devise designs that can be adapted to

different execution environments. This is exemplified by the Model Driven

Architecture (MDA) approach, which proposes that systems should be explicitly

designed in two levels (Kleppe et al., 2(03), an implementation-independent level

and an implementation-dependent level. An abstract model of the system is

designed at the implementation-independent level, and this is mapped to a more detailed

platform-dependent model that can be used as a basis for code generation. At the

time of this writing, the MDA approach is still experimental and it is not clear how

widely it will be adopted.

Object-oriented systems are easier to change than systems developed using other

approaches because the objects are independent. They may be understood and mod-

ified as standalone entities. Changing the implementation of an object or adding

services should not affect other system objects. Because objects are associated with
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things, tnen: is often a clear mapping between real-world entities (such as hardware

components) and their controlling objects in the system. This improves the under-

standability and hence the maintainability of the design.

Objects are, potentially, reusable components because they are independent

encapsulations of state and operations. Designs can be developed using objects that

have been created in previous designs. This reduces design, programming and val-

idation costs. It may also lead to the use of standard objects (hence improving design

understandability) and reduce the risks involved in software development.

However, as I dh.cuss in Chapters 18 and 19, reuse is sometimes best implemented

using collections of objects (components or frameworks) rather than individual objects.

Several object-oriented design methods have been proposed (Coad and

Yourdon, 1990; Robinson, 1992; Jacobson, et al., 1993; Graham, 1994; Booch, 1994).

The UML is a unification of the notations used in these methods. The Rational Unified

Process (RUP), which I discussed in Chapter 4, has been designed to exploit the

models that can be expressed in the UML (Rumbaugh, et al., 1999). I use the UML

throughout the chapter.

As I discuss in Chapter 17, system development based on extensive up-front design

can be criticised because the extensive analysis and design effort is not well suited

to incremental development and delivery. So-called agile methods have been devel-

oped to address lhis problem, and these drastically reduce or completely eliminate

the object-oriented design activity. My view on this is that extensive, 'heavyweight'

design is unnecessary for small and medium-sized business systems. However, for

large systems, particularly critical systems, it is essential to ensure that the teams

working on different parts of the system are properly coordinated. For this reason,

I have not used the previous examples of the library or the insulin pump system in

this chapter, as these are relatively small systems. Rather, I use an example that is

part of a much larger system where up-front object-oriented design is more useful.

This view is reflected, to some extent, in the Rational Unified Process that is

geared 10 the iterative development and incremental delivery of large software sys-

tems. This ｰｲｯｃｉｾｓｓ is an iterative development process based around use-cases

to expr,ess requirements and object-oriented design, with a particular focus on

architecture-centric design.
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The design process that I discuss in Section 14.2 has some things in common with

the RUP but with less emphasis on use-case driven development. The use of use-cases

means that the design is certainly user-centric and is based around user interactions

with the system. However, representing the requirements of stakeholders who are not

direct users of the system as use-cases is difficult. Use-cases certainly have a role in

object-oriented analysis and design, but they need to be supplemented with other tech-

niques to discover indirect and non-functional system requirements.

14.1 Objects and object classes

The terms object and object-oriented are applied to different types of entity, design

methods, systems and programming languages. There is a general acceptance that

an object is an encapsulation of information, and this is reflected in my definition

of an object and an object class:

An object is an entity that has a state and a defined set of operations that

operate on that state. The state is represented as a set of object attributes.

The operations associated with the object provide services to other objects

(clients) that request these services when some computation is required.

Objects are created according to an object class definition. An object class

definition is both a type specification and a template for creating objects. It

includes declarations ofall the attributes and operations that should be asso-

ciated with an object of that class.

In the UML, an object class is represented as a named rectangle with two sec-

tions. The object attributes are listed in the top section. The operations that are asso-

ciated with the object are set out in the bottom section. Figure 14.2 illustrates this

notation using an object class that models an employee in an organisation. The UML

uses the term operation to mean the specification of an action; the term method is

used to refer to the implementation of an operation.

The class Employee defmes a number of attributes that hold information about

employees including their name and address, social security number, tax code, and

so on. The ellipsis (...) indicates that there are more attributes associated with the

class than are shown. Operations associated with the object are join (called when

an employee joins the organisation), leave (called when an employee leaves the organ-

isation), retire (called when the employee becomes a pensioner of the organisation)

and changeDetails (called when some employee information needs to be modified).

Objects communicate by requesting services (calling methods) from other objects

and, if necessary, by exchanging the information required for service provision. Th

copies of information needed to execute the service and the results of service execu-

tion are passed as parameters. Some examples of this style of communication are:
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Employee

name: string
address: string
dateOfBirth: date
employeeNo: integer
socialSecurityNo: string
department: dept
manager: employee
salary: integer
status: {current, left, retired}
taxCode: integer
...

join 0
leave 0
retire 0
changeDetails 0

/ / Call a method associated with a buffer object that returns the next value

/ / in the buffE!r

v =circularBuffer.Get 0 ;
/ / Celli the method associated with a thermostat object that sets the

/ / temperature to be maintained

thermostalsetTemp (20) ;

In service-based systems, object communications are implemente:d directly as XML

text ｭ･ｾＮｳ｡ｧ･ｳ that objects exchange. The receiving object parses the message, iden-

tifies the service and the associate:d data, and carries out the requeste:d service. However,

when the objects coexist in the same program, method calls are implemented as

procedure or function calls in a language such as C.

When service requests are implemente:d in this way, communication between objects

is synchronous. That is, the calling object waits for the service request to be com-

pleted. However, if objects are implemented as concurrent processes or threads, the

object (:ommunication may be asynchronous. The calling object may continue in

operation while the requeste:d service is executing. I explain how objects may be

implemente:d as concurrent processes later in this section.

As I discussed in Chapter 8, where I described a number of possible object mod-

els, object classes can be arranged in a generalisation or inheritance hierarchy that

shows the relationship between general and more specific object classes. The more

specific object cIlass is completely consistent with its parent class but includes fur-

ther in£Drmation. In the UML, an arrow that points from a class entity to its parent

class indicates g,eneralisation. In object-oriented programming languages, general-

isation ]s implemente:d using inheritance. The child class inherits attributes and oper-

ations from the parent class.
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Figure 14.3 shows an example of an object class hierarchy where different classes

of employee are shown. Classes lower down the hierarchy have the same attributes

and operations as their parent classes but may add new attributes and operations or

modify some of those from their parent classes. This means that there is one-way

interchangability. If the name of a parent class is used in a model, the object in the

system may either be defined as of that class or of any of its descendants.

The class Manager in Figure 14.3 has all of the attributes and operations of the

class Employee but has, in addition, two new attributes that record the budgets con-

trolled by the manager and the date that the manager was appointed to a particular

management role. Similarly, the class Programmer adds new attributes that define

the project that the programmer is working on and the programming language skills

that he or she has. Objects of class Manager or Programmer may therefore be used

anywhere an object of class Employee is required.

Objects that are members of an object class participate in relationships with other

objects. These relationships may be modelled by describing the associations

between the object classes. In the UML, associations are denoted by a line between

the object classes that may optionally be annotated with information about the asso-

ciation. This is illustrated in Figure 14.4, which shows the association between objects

of class Employee and objects of class Department, and between objects of class

Employee and objects of class Manager.

Association is a very general relationship and is often used in the UML to indi-

cate that either an attribute of an object is an associated object or the implementa-

tion of an object method relies on the associated object. However, in principle at
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Figure 14.4 An
association model Employee Department

is-member-of

is-managed-by

manages
Manager

least, any kind of association is possible. One of the most common associations is

aggregation, which illustrates how objects may be composed of other objects. See

ｃｨ｡ｰｴｴｾｲ 8 for a discussion of this type of association.

14.1.:1 (onwrrent objects

Conceptually, aill object requests a service from another object by sending a ser-

vice request' message to that object. There is no requirement for serial execution

where one obje:ct waits for completion of a requested service. Consequently, the

general model of object interaction allows objects to execute concurrently as par-

allel processes. These objects may execute on the same computer or as distributed

objects on ､ ｩ ｭ ｾ ｲ ･ ｮ ｴ machines.

In practice, most object-oriented programming languages have as their default a

serial execution model where requests for object services are implemented in the

same way as function calls. Therefore, when an object called theList is created from

a normal object class, you write in Java:

thEUst.append (17)

This calls the append method associated with theList object to add the element

17 to theList, and execution of the calling object is suspended until the append oper-

ation has been completed. However, Java includes a very simple mechanism

(threads) that lets you create objects that execute concurrently. Threads are created

in Java by using the built-in Thread class as a parent class in a class declaration.

Threads must include a method called run, which is started by the Java run-time

system when objects that are defined as threads are created. It is therefore easy to

take :m object-oriented design and produce an implementation where the objects

are concurrent processes.

TIlere are two kinds of concurrent object implementation:

1. Servers where the object is realised as a parallel process with methods corre-

sponding to the defined object operations. Methods start up in response to an
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external message and may execute in parallel with methods associated with other

objects. When they have completed their operation, the object suspends itself

and waits for further requests for service.

2. Active objects where the state of the object may be changed by internal oper-

ations executing within the object itself. The process representing the object

continually executes these operations so never suspends itself.

Servers are most useful in a distributed environment where the calling and the

called object may execute on different computers. The response time for the ser-

vice that is requested is unpredictable, so, wherever possible, you should design the

system so that the object that has requested a service does not have to wait for that

service to be completed. They can also be used in a single machine where a ser-

vice takes some time to complete (e.g., printing a document) and several objects

may request the service.

Active objects are used when an object needs to update its own state at speci-

fied intervals. This is common in real-time systems where objects are associated

with hardware devices that collect infonnation about the system's environment. The

object's methods allow other objects access to the state infonnation.

Figure 14.5 shows how an active object may be dermed and implemented in Java.

The object class represents a transponder on an aircraft. The transponder keeps track

of the aircraft's position using a satellite navigation system. It can respond to mes-

sages from air traffic control computers. It provides the current aircraft position in

response to a request to the givePosition method. This object is implemented as a

thread where a continuous loop in the run method includes code to compute the air-

craft's position using signals from satellites.

14.2 An object-oriented design process

In this section, I illustrate the process of object-oriented design by developing an

example design for the control software that is embedded in an automated weather

station. As I discussed in the introduction, there are several methods of object-oriented

design with no definitive 'best' method or design process. The process that I cover

here is a general one that incorporates activities common to most OOD processes.

The general process that I use here for object-oriented design has a number of

stages:

1. Understand and define the context and the modes of use of the system.

2. Design the system architecture.

3. Identify the principal objects in the system.
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class lransponder extends Thread {

Position currentPosition ;

Coords el, a ;
satellite satl, sat2 ;
Navigator theNavigator ;

public Pc)sition givePosition 0
{

return currentPosition ;

public void. run 0
{

while (true)
{

e1 = satl.position 0 ;
c2 =sat2.position 0 ;
currentPosition = theNavigator.compute (el, e2) ;

} / (Triitnsponder

4. Develop design models.

5. Specify object interfaces.

I have deliberately not illustrated this as a simple process diagram because that

would imply there was a neat sequence of activities in this process. In fact. all of

the above ｡ Ｈ ［ ｴ ｩ ｶ ｩ ｴ ｩ ｬ ｾ ｳ are interleaved and so influence each other. Objects are identi-

fied and the interJfaces fully or partially specified as the architecture of the system

is defined. As object models are produced. these individual object definitions may

be ｲ ･ ｦ ｭ ｾ Ｚ ､ Ｎ which leads to changes to the system architecture.

I discuss these as separate stages in the design process later in this section. However.

you should not assume from this that design is a simple. well-structured process.

In reality, you develop a design by proposing solutions and refining these solutions

as infonnation oo;omes available. You inevitably have to backtrack and retry when

problems anse. Sometimes you explore options in detail to see if they work; at other

times you ignore details until late in the process.

I illustrate ｴ ｨ ｾ Ｄ ･ process activities by developing an example of an object-

oriented design. This example is part of a system for creating weather maps using
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Figure 14.6 Layered
architecture for
weather mapping
system

Data display layer where objects are
｣ｯｮ｣･ｲｾ･､ with prep'aring and
presenting the data In a I\uman
readable form

Data archiving layer where objects
are concerned with storing the data
for future processing

Data processing layer where objects
are concerned with checking and
integrating the collected data

Data collection layer where objects
are concemed with acquiring data
from remote sources

automatically collected meteorological data. The detailed requirements for such a

weather mapping system would take up many pages. However, an overall system

architecture can be developed from a relatively brief system description:

A weather mapping system is required to generate weather maps on a regu-

lar basis using data collected from remote, unattended weather stations and

other data sources such as weather observers, balloons and satellites.

Weather stations transmit their data to the area computer in response to a

request from that machine.

The area computer system validates the collected data and integrates the data

from different sources. The integrated data is archived and, using data from

this archive and a digitised map database, a set of local weather maps is cre-

ated. Maps may be printed for distribution on a special-purpose map printer

or may be displayed in a number of different formats.

This description shows that part of the overall system is concerned with collecting

data, part with integrating the data from different sources, part with archiving that

data and part with creating weather maps. Figure 14.6 illustrates a possible system

architecture that can be derived from this description. This is a layered architecture

(discussed in Chapter 11) that reflects the stages of processing in the system, namely

data collection, data integration, data archiving and map generation. A layered archi-

tecture is appropriate in this case because each stage relies only on the processing

of the previous stage for its operation.

In Figure 14.6, I have shown the layers and have included the layer name in a

UML package symbol that has been denoted as a sub-system. A UML package rep-
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Figure 14.7

Subsystems in the
weather mapping
system

resents a collection of objects and other packages. I have used it here to show that

each layer includes a number of other components.

In Fi gure 14.7, I have expanded on this abstract architectural model by showing

the components of the sub-systems. These are still abstract and have been derived

from the infonnation in the description of the system. I continue the design example

by focu,ing on the weather station sub-system that is part of the data collection layer.

14.2.1 System context and models of use

The fIrst stage in any software design process is to develop an understanding of the

relationships between the software that is being designed and its external environment.

You ne:d this understanding to help you decide how to provide the required system

functionality and how to structure the system to communicate with its environment.

The system context and the model of system use represent two complementary

models of the relationships between a system and its environment:

1. The system context is a static model that describes the other systems in that

em'lronmenlt.

2. Th,; model of the system use is a dynamic model that describes how the sys-

tem actually interacts with its environment.

The context model of a system may be represented using associations (see Figure

14.4) where a simple block diagram of the overall system architecture is produced.
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Figure 14.8 Use-
cases for the
weather station

You then develop this by deriving a sub-system model using UML packages as shown

in Figure 14.7. This model shows that the context of the weather station system is

within a sub-system concerned with data collection. It also shows other sub-sys-

tems that make up the weather mapping system.

When you model the interactions of a system with its environment you should

use an abstract approach that does not include too much detail. The approach that

is proposed in the RUP is to develop a use-case model where each use-case repre-

sents an interaction with the system. In use-case models (also discussed in Chapter

7), each possible interaction is named in an ellipse and the external entity involved

in the interaction is represented by a stick figure. In the case of the weather station

system, this external entity is not a human but is the data-processing system for the

weather data.

The use-case model for the weather station is shown in Figure 14.8. This shows

that weather station interacts with external entities for startup and shutdown, for

reporting the weather data that has been collected, and for instrument testing and

calibration.

Each of these use-cases can be described in structured natural language. This

helps designers identify objects in the system and gives them an understanding

of what the system is intended to do. I use a standard form for this description

that clearly identifies what information is exchanged, how the interaction is ini-

tiated and so on. This is shown in Figure 14.9, which describes the Report use-

case from Figure 14.8.

The use-case description helps to identify objects and operations in the system.

From the description of the Report use-case, it is obvious that objects representing

the instruments that collect weather data will be required, as will an object repre-

senting the summary of the weather data. Operations to request weather data and

to send weather data are required.
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Weather station

Report

Weather data collection system, weather station

The weather station sends a summary of the weather data that has
been collected from the instruments in the collection period to the
weather data collection system. The data sent are the maximum,
minimum and average ground and air temperatures, the maximum,
minimum and average air pressures, the maximum, minimum and
average wind speeds, the total rainfall, and the wind direction as
sampled at five-minute intervals.

The weather data collection system establishes a modem link with
the weather station and requests transmission of the data.

The summarised data is sent to the weather data collection system.

Weather stations are usually asked to report once per hour but this
frequency may differ from one station to another and may be
modified in future.

14.2.2 ａ ｲ ｣ ｨ ｩ ｴ ｬ ｾ ｣ ｴ ｵ ｲ ｡ ｬ design._--"<--.._-------------------

Once the interactions between the software system that is being designed and the

system'i, environment have been defined, you can use this information as a basis

for designing the system architecture. Of course, you need to combine this with your

general knowledge of the principles of architectural design and with more detailed

domain knowledge.

The automated weather station is a relatively simple system, and its architecture

can again be represented as a layered model. I have illustrated this in Figure 14.10

as three UML packages within the more general Weather station package. Notice

how I have used UML annotations (text in boxes with a folded comer) to provide

additional information here.

The three layers in the weather station software are:

1. The ｩｮｴ･ｲｦ｡｣ｴｾ layer that is concerned with all communications with other parts

of trte system and with providing the external interfaces of the system;

2. The data collection layer that is concerned with managing the collection of data

from the instruments and with summarising the weather data before transmis-

sion to the mapping system;

3. The instrumt'nts layer that is an encapsulation of all of the instruments used to

collect raw data about the weather conditions.
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Figure 14.10 The
weather station
architecture
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In general, you should try to decompose a system so that architectures are as

simple as possible. A good rule of thumb is that there should be no more than seven

fundamental entities included in an architectural model. Each of these entities can

be described separately but, of course, you may choose to reveal the structure of

the entities as I have done in Figure 14.7.

14.2.3 Object identification

By this stage in the design process, you should have some ideas about the essen-

tial objects in the system that you are designing. In the weather station system, it

is clear that the instruments should be objects, and you need at least one object at

each of the architectural levels. This reflects a general principle that objects tend

to emerge during the design process. However, you usually also have to look for

and document other objects that may be relevant.

Although I have headed this section 'object identification', in practice this pro-

cess is actually concerned with identifying object classes. The design is described

in terms of these classes. Inevitably, you have to refine the object classes that you

initially identify and revisit this stage of the process as you develop a deeper under-

standing of the design.

There have been various proposals made about how to identify object classes:

1. Use a grammatical analysis of a natural language description of a system. Objects

and attributes are nouns; operations or services are verbs (Abbott, 1983). This

approach has been embodied in the HOOD method for object-oriented design

(Robinson, 1992) that was widely used in the European aerospace industry.

2. Use tangible entities (things) in the application domain such as aircraft, roles

such as manager, events such as request, interactions such as meetings,
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locatIOns such as offices, organisational units such as companies, and so on (Shlaer

and Mellor, 1988; Coad and Yourdon, 1990; Wirfs-Brock, et al., 1990).

Support this by identifying storage structures (abstract data structures) in the

solution domain that might be required to support these objects.

3. Use a behavioural approach where the designer first understands the overall

behaviour of the system. The various behaviours are assigned to different parts

of the system and an understanding is derived of who initiates and participates

in these behaviours. Participants who play significant roles are recognised as

objects (Rubilll and Goldberg, 1992).

4. Use a sc:enario-based analysis where various scenarios of system use are iden-

tified and analysed in turn. As each scenario is analysed, the team responsible

for the analysis must identify the required objects, attributes and operations. A

meth ad of analysis called CRC cards where analysts and designers take on the

role of objects is effective in supporting this scenario-based approach (Beck

and I:::urmingham, 1989).

These approaches help you get started with object identification. In practice, you

may have to use several knowledge sources to discover object classes. Object classes,

attributes and operations that are initially identified from the informal system

description can be a starting point for the design. Further information from appli-

cation domain knowledge or scenario analysis may then be used to refine and extend

the initial objects. This information may be collected from requirements documents,

from discussions with users and from an analysis of existing systems.

I have used a hybrid approach here to identify the weather station objects. I don't

have space to describe all the objects, but I have shown five object classes in Figure

14.11. Gl'Ound thermometer, Anemometer and Barometer represent application

domain objects, and WeatherStation and WeatherData have been identified from the

system description and the scenario (use-case) description.

These objects are related to the levels in the system architecture.

1. The WeatherStation object class provides the basic interface of the weather sta-

tion with its environment. Its operations therefore reflect the interactions

shown in Figure 14.8. In this case, I use a single object class to encapsulate all

of these interactions, but in other designs you may chose to design the system

inter'ace: as ｳｴｾｶ･ｲ｡ｬ different classes.

2. The WeatherData object class encapsulates the summarised data from the

instmments in the weather station. Its associated operations are concerned with

collecting and summarising the data that is required.

3. The Ground thermometer, Anemometer and Barometer object classes are

directly related to instruments in the system. They reflect tangible hardware enti-

ties in the system and the operations are concerned with controlling that

hardware.
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At this stage in the design process, you use knowledge of the application domain

to identify further objects and services. We know that weather stations are often

located in remote places and include various instruments that sometimes go wrong.

Instrument failures should be reported automatically. This implies that you need

attributes and operations to check the correct functioning of the instruments.

Obviously, there are many remote weather stations. You need to identify the data

collected from each station so each weather station should have its own identifier.

In this example, I have decided that the objects associated with each instrument

should not be active objects. The collect operation in WeatherData calls on instru-

ment objects to make readings when required. Active objects include their own con-

trol and, in this case, it would mean that each instrument would decide when to

make readings. The disadvantage of this is that, if a decision was made to change

the timing of the data collection or if different weather stations collected data dif-

ferently, then new object classes would have to be introduced. By making the instru-

ment objects make readings on request, any changes to collection strategy can be

easily implemented without changing the objects associated with the instruments.

Design models

Design models show the objects or object classes in a system and, where appro-

priate, the relationships between these entities. Design models essentially are the

design. They are the bridge between the requirements for the system and the sys-

tem implementation. This means that there are conflicting requirements on these

models. They have to be abstract so that unnecessary detail doesn't hide the
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relationships between them and the system requirements. However, they also have

to include enough detail for programmers to make implementation decisions.

In general, you get around this conflict by developing models at different lev-

els of detail. Where there are close links between requirements engineers, design-

ers and orogrammers, then abstract models may be all that are required. Specific

design decisions may be made as the system is implemented. When the links between

system specifiers,. designers and programmers are indirect (e.g., where a system is

being designed in one part of an organisation but implemented elsewhere), then more

detailed models may be required.

An important step in the design process, therefore, is to decide which design mod-

els that :{ou need and the level of detail of these models. This depends on the type

of system that is being developed. A sequential data processing system will be designed

in a different way from an embedded real-time system, and different design mod-

els will therefore be used. There are very few systems where all models are nec-

essary. Minimising the number of models that are produced reduces the costs of

the design and the time required to complete the design process.

There are two types of design models that should normally be produced to describe

an objen-oriented design:

1. Static models describe the static structure of the system using object classes

and their relationships. Important relationships that may be documented at this

stage are generalisation relationships, uses/used-by relationships and composi-

tion relationships.

2. Dynamic mo.dels describe the dynamic structure of the system and show the inter-

actions betwl::en the system objects (not the object classes). Interactions that may

be documented include the sequence of service requests made by objects and the

way in which the state of the system is related to these object interactions.

The UML provides for 12 different static and dynamic models that may be pro-

duced to document a design. I don't have space to go into all of these and not all

are appropriate for the weather station example. The models that I discuss in this

section are:

1. Subsystem models that show logical groupings of objects into coherent sub-systems.

These are represented using a form of class diagram where each sub-system is

shown as a package. Subsystem models are static models.

2. Sequence models that show the sequence of object interactions. These are rep-

resented using a UML sequence or a collaboration diagram. Sequence models

are dynamic: models.

3. State machine models that show how individual objects change their state in

response to ,events. These are represented in the UML using statechart diagrams.

State machine models are dynamic models.
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Figure 14.12 Weather
station packages
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I have already discussed other models that may be developed for object-oriented

design and analysis. Use-case models show interactions with the system (Figure 14.8;

Figures 7.6 and 7.7, Chapter 7); object models describe the object classes (Figure

14.2); generalisation or inheritance models (Figures 8.10, 8.11 and 8.12, Chapter

8) show how classes may be generalisations of other classes; and aggregation mod-

els (Figure 8.13) show how collections of objects are related.

Figure 14.12 shows the objects in the sub-systems in the weather station. I also

show some associations in this model. For example, the CommsController object is

associated with the WeatherStation object, and the WeatherStation object is associ-

ated with the Data collection package. This means that this object is associated with

one or more objects in this package. A package model plus an object class model

should describe the logical groupings in the system.

A sub-system model is a useful static model as it shows how the design may be

organised into logically related groups of objects. I have already used this type of

model in Figure 14.7 to show the sub-systems in the weather mapping system. The

UML packages contain encapsulation constructs and do not reflect directly on enti-

ties in the system that is developed. However, they may be reflected in structuring

constructs such as Java libraries.

Sequence models are dynamic models that document, for each mode of interac-

tion, the sequence of object interactions that take place. Figure 14.13 is an exam-

ple of a sequence model that shows the operations involved in collecting the data

from a weather station. In a sequence model:
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1. The objects involved in the interaction are arranged horizontally with a verti-

cal line linked to each object.

2. Time is represented vertically so that time progresses down the dashed verti-

cal lines. Thl:refore, the sequence of operations can be read easily from the mode1.

3. Lahelled arrows linking the vertical lines represent interactions between

objects. These are not data flows but represent messages or events that are fun-

darnental to the interaction.

4. ｔｨｬｾ thin rectangle on the object lifeline represents the time when the object is

the controlling object in the system. An object takes over control at the top of

thi:; rectangle and relinquishes control to another object at the bottom of the

rectangle. If there is a hierarchy of calls, control is not relinquished until the

lase return to the initial method call has been completed.

Whe:n documenting a design, you should produce a sequence model for each sig-

nificanl interaction. If you have developed a use-case model then there should be

a sequence model for each use-case that you have identified.

Figure 14.13 shows the sequence of interactions when the external mapping sys-

tem requests the: data from the weather station. You read sequence diagrams from

top to hottom:

1. Ar, object that is an instance of CommsController (:CommsController) receives

a request from its environment to send a weather report. It acknowledges receipt

of this request. The half-arrowhead on the acknowledge message indicates that

thl': message sender does not expect a reply.
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2. This object sends a message to an object that is an instance of WeatherStation

to create a weather report. The instance of CommsController then suspends itself

(its control box ends). The style of arrowhead used indicates that the

CommsController object instance and the WeatherStation object instance are

objects that may execute concurrently.

3. The object that is an instance of WeatherStation sends a message to a

WeatherData object to summarise the weather data. In this case, the squared-

off style of arrowhead indicates that the instance of WeatherStation waits for

a reply.

4. This summary is computed and control returns to the WeatherStation object.

The dotted arrow indicates a return of control.

5. This object sends a message to CommsController requesting it to transfer the

data to the remote system. The WeatherStation object then suspends itself.

6. The CommsController object sends the summarised data to the remote system,

receives an acknowledgement, and then suspends itself waiting for the next request.

From the sequence diagram, we can see that the CommsController object and the

WeatherStation object are actually concurrent processes, where execution can be sus-

pended and resumed. Essentially, the CommsController object instance listens for

messages from the external system, decodes these messages and initiates weather

station operations.

Sequence diagrams are used to model the combined behaviour of a group of objects,

but you may also want to summarise the behaviour of a single object in response

to the messages it can process. To do this, you can use a state machine model that

shows how the object instance changes state depending on the messages that it receives.

The UML uses statecharts, initially invented by Harel (Harel, 1987), to describe

state machine models.

Figure 14.14 is a stateehart for the WeatherStation object that shows how it responds

to requests for various services.

You can read this diagram as follows:

1. If the object state is Shutdown then it can only respond to a startupO message.

It then moves into a state where it is waiting for further messages. The unla-

belled arrow with the black blob indicates that the Shutdown state is the ini-

tial state.

2. In the Waiting state, the system expects further messages. If a shutdownO mes-

sage is received, the object returns to the shutdown state.

3. If a reportWeatherO message is received, the system moves to the Summarising

state. When the summary is complete, the system moves to a Transmitting state

where the information is transmitted through the CommsController. It then

returns to the Waiting state.
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Figure 14.14 State
diagram for
WeatherStation

4. If a calibrateO message is received, the system moves to the Calibrating state, then

the Testing state, and then the Transmitting state, before returning to the Waiting

state If atestO message is received, the system moves directly to the Testing state.

5. If a ;ignal from the clock is received, the system moves to the Collecting state,

whe"e it is collecting data from the instruments. Each instrument is instructed

in tu 111 1.0 collect its data.

You clon't usually have to draw a statechart for all of the objects that you have

defined. Many of the objects in a system are relatively simple and a state machine

model would not help implementers to understand these objects.

14.2.5 Object interfac_e_s-'p_e_c_ifi_lc_a_ti_on _

An important part of any design process is the specification of the interfaces

between the components in the deSign. You need to specify interfaces so that objects

and sub-systems can be designed in parallel. Once an interface has been specified,

the developers of other objects may assume that interface will be implemented.

You ｾ hould try to avoid including details of the interface representation in an inter-

face desl gn. The representation should be hidden and object operations provided to

access and update the data. If the representation is hidden, it can be changed without

affecting the obje<:ts that use these attributes. This leads to a design that is inherently

more mwntainable. For example, an array representation of a stack may be changed

to a list i'epresentation without affecting other objects that use the stack. By contrast,

it often makes sense to expose the attributes in a static design model, as this is the

most compact way of illustrating essential characteristics of the objects.
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Figure 14.15 Java
description of
weather station
interface

interface WeatherStation {

public void WeatherStation 0 ;

public void startup 0 ;
public void startup (Instrument i) ;

public void shutdown 0 ;
public void shutdown (Instrument i) ;

public void reportWeather ( ) ;

public void test 0 ;
public void test ( Instrument i ) ;

public void calibrate ( Instrument i) ;

public jnt getlD 0 ;

}//WeatherStation

There is not necessarily a simple I: I relationship between objects and interfaces.

The same object may have several interfaces, each of which is a viewpoint on the

methods that it provides. This is supported directly in Java, where interfaces are

declared separately from objects, and objects 'implement' interfaces. Equally, a group

of objects may all be accessed through a single interface.

Object interface design is concerned with specifying the detail of the interface

to an object or to a group of objects. This means defining the signatures and seman-

tics of the services that are provided by the object or by a group of objects. Interfaces

can be specified in the UML using the same notation as in a class diagram.

However, there is no attribute section, and the UML stereotype <interface> should

be included in the name part.

An alternative approach, one that I prefer, is to use a programming language to

defme the interface. This is illustrated in Figure 14.15, which shows the interface

specification in Java of the weather station. As interfaces become more complex,

this approach becomes more effective because the syntax-checking facilities in the

compiler may be used to discover errors and inconsistencies in the interface

description. The Java description can show that some methods can take different

umbers of parameters. Therefore, the shutdown method can be applied either to

the station as a whole if it has no parameters or to a single instrument.
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Figure 14.16 New
objects to support
pollution monitoring

WeatherStlition
ｾ ..----------l

ｩ ､ ｅ ｾ ｮ ｴ ｩ ｦ ｩ ･ ｲ
I-..---------l

reportWeather 0
reportAirQuality 0
calibrate (instruments)
test 0
startup (instruments)
shutdown (instruments)

Air quality

NOData
smokeData
benzeneData

collect 0
summarise 0

Pollution monitoring instruments I

NOmeter I SmokeMeter I

BenzeneMeter

14.3 Desi!rn evolution

After a decision has been made to develop a system such as a weather data col-

lection ｾＬｹｳｴ･ｭＬ it is inevitable that proposals for system changes will be made. An

importalt advantage of an object-oriented approach to design is that it simplifies

the problem of making changes to the design. The reason for this is that object state

representation ､ＨＩＨｾｳ not influence the design. Changing the internal details of an object

is unlikely to affect any other system objects. Furthermore, because objects are loosely

coupled. it is usually straightforward to introduce new objects without significant

effects on the rest of the system.

To show how an object-oriented approach to design makes change easier,

assume that pollution-monitoring capabilities are to be added to each weather sta-

tion. This involves adding an air quality meter to compute the amount of various

pollutants in the atmosphere. The pollution readings are transmitted at the same tim

as the weather data. To modify the design, the following changes must be made:

1. An object class called Air quality should be introduced as part of

ｗ･Ｌｾｴｨ･ｲｓｴ｡ｴｩｯｮ at the same level as WeatherData.

2. An operation reportAirQuality should be added to WeatherStation to send the

pollution intormation to the central computer. The weather station control soft-

ware must be modified so that pollution readings are automatically collected

when requested by the top-level WeatherStation object.
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3. Objects representing the types of pollution monitoring instruments should be
added. In this case, levels of nitrous oxide, smoke and benzene can be

measured.

The pollution monitoring objects are encapsulated in a separate package called
Pollution monitoring instruments. This has associations with Air quality and

WeatherStation but not with any of the objects used to collect weather data. Figure
14.16 shows WeatherStation and the new objects added to the system. Apart from
at the highest level of the system (WeatherStation), no software changes are

required in the original objects in the weather station. The addition of pollution data

collection does not affect weather data collection in any way.

II
KEY POINTS

_III II
Object·oriented design is an approach to software design where the fundamental
components in the design represent objects with their own private state as well as
represent operations rather than functions.

An object should have constructor and inspection operations allowing its state to be
inspected and modified. The object provides services (operations using state information)
to other objects. Objects are created at run·time using a specification in an object class
definition.

Objects may be implemented sequentially or concurrently. Aconcurrent object may be a
passive object whose state is only changed through its interface or an active object that can
change its own state without outside intervention.

The Unified Modeling Language (UML) provides a range of notations that can be used to
document an object·oriented design.

The process of object·oriented design includes activities to design the system architecture,
identify objects in the system, describe the design using different object models and

document the object interfaces.

Arange of different models may be produced during an object·oriented design process.
These include static models (class models, generalisation models, association models) and
dynamic models (sequence models, state machine models).

Object interfaces must be defined precisely so that other objects can use them. A
programming language such as Java may be used to document object interfaces.

An important advantage of object·oriented design is that it simplifies the evolution of the
system.
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FURTHER READING--------

Applying UML and Patterns: An Introduction to Object-Oriented Analysis and Design and the

Unified Process, 2nd ed. A good introduction to the use of the UMl within an object-oriented
design process. Its coverage of design patterns is also relevant reading for Chapter 18. (c. larman,

2001, Prentice HaiL)

The Unified Modeling Language User Guide. The definitive text on UMl and its use for describing

object-oriented designs. There are two associated texts-one is a UMl reference manual, the other

proposes an object-oriented development process. (G. Booch, et aI., 1999, Addison-Wesley.)

A new standard for UMllUMl 2.0) was finalised in mid-2003 but, at the time of this writing, these
books had not been updclted to reflect this. I expect that editions incorporating this new standard

will be available in 2004.

There is also an immensE amount of introductory and tutorial UMl material on the web. I have
included some links in the book's web pages.

EXERCISES
___1_- •

14.1 Explain why adopting an ｡ｰｾＬｲｯ｡｣ｨ to design that is based on loosely coupled objects that
hide information about their representation should lead to a design that may be readily

modified.

14.2 Using examples, explain the difference between an object and an object class.

14.3 Under what circumstances might you develop a design where objects execute concurrently?

14.4 Using the UMl graphical notation for object classes, design the following object classes
identifying attributl!S and operations. Use your own experience to decide on the attributes

and operations thai should be associated with these objects:

• A telephone

• A printer for a personal computer

• A personal stere) system

• A bank account

• A library catalogue.

14.5 Develop the design of the weather station in detail by proposing interface descriptions of the
objects shown in Figure 14.11. These may be expressed in Java, in C++ or in the UMl.

14.6 Develop the design of the weather station to show the interaction between the data
collection sub-system and the instruments that collect weather data. Use sequence charts to
show this interaction.
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14.7 Identify possible objects in the following systems and develop an object-oriented design for
them. You may make any reasonable assumptions about the systems when deriving the
design.

• A group diary and time management system is intended to support the timetabling of
meetings and appointments across a group of coworkers. When an appointment is to be
made that involves a number of people. the system finds a common slot in each of their
diaries and arranges the appointment for that time. If no common slots are available, it
interacts with the user to rearrange his or her personal diary to make room for the

appointment.

• A petrol (gas) station is to be set up for fully automated operation. Drivers swipe their
credit card through a reader connected to the pump; the card is verified by communication
with a credit company computer; and a fuel limit is established. The driver may then take
the fuel required. When fuel delivery is complete and the pump hose is returned to its
holster. the driver's credit card account is debited with the cost of the fuel taken. The
credit card is returned after debiting. If the card is invalid, the pump returns it before fuel

is dispensed.

14.8 Write precise interface definitions in Java or C++ for the objects you have defined in Exercise

14·7·

14.9 Draw a sequence diagram showing the interactions of objects in a group diary system when a
group of people arrange a meeting.

14.10 Draw a statechart showing the possible state changes in one or more of the objects that you

have defined in Exercise 14.7.
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Objectives

The objectives of this chapter are to introduce techniques that are used

in the design of real-time systems and to describe some generic real-

time system architectures. When you have read this chapter. you will:

• ｵｮ､ｬｾｲｳｴ｡ｮ､ the concept of a real-time system and why real-time
syst,ems are usually implemented as a set of concurrent processes;

• haVE! been introduced to a design process for real-time systems;

• ｵｮ､Ｔｾｲｳｴ｡ｮ､ the role of a real-time operating system;

• know the generic process architectures for monitoring and control
syst1ems and data acquisition systems.

Contents
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15.3 Monitoring and control systems

1,5.4 Data acquisition systems



Real-time software design

Computers are used to control a wide range of systems from simple domestic machines

to entire manufacturing plants. These computers interact directly with hardware devices.

The software in these systems is embedded real-time software that must react to

events generated by the hardware and issue control signals in response to these events.

It is embedded in some larger hardware system and must respond, in real time, to

events from the system's environment.

Real-time embedded systems are different from other types of software systems.

Their correct functioning is dependent on the system responding to events within a

short time interval. I define a real-time system as follows:

A real-time system is a software system where the correct functioning of the

system depends on the results produced by the system and the time at which

these results are produced. A soft real-time system is a system whose opera-

tion is degraded if results are not produced according to the specified timing

requirements. A hard real-time system is a system whose operation is incor-

rect if results are not produced according to the timing specification.

Timely response is an important factor in all embedded systems but, in some

cases, very fast response is not necessary. For example, the insulin pump system

that I use as an example in several chapters in this book is an embedded system.

However, while it needs to check the glucose level at periodic intervals, it does not

need to respond very quickly to external events. I therefore use different examples

in this chapter to illustrate the fundamentals of real-time systems design.

One way of looking at a real-time system is as a stimulus/response system. Given

a particular input stimulus, the system must produce a corresponding response. You

can therefore define the behaviour of a real-time system by listing the stimuli received

by the system, the associated responses and the time at which the response must be

produced.

Stimuli fall into two classes:

I. Periodic stimuli These occur at predictable time intervals. For example, the sys-

tem may examine a sensor every 50 milliseconds and take action (respond)

depending on that sensor value (the stimulus).

2. Aperiodic stimuli These occur irregularly. They are usually signalled using the

computer's interrupt mechanism. An example of such a stimulus would be an

interrupt indicating that an VO transfer was complete and that data was avail-

able in a buffer.

Periodic stimuli in a real-time system are usually generated by sensors associ-

ated with the system. These provide information about the state of the system's envi-

ronment. The responses are directed to a set of actuators that control some

equipment, such as a pump, that then influences the system's environment.

Aperiodic stimuli may be generated either by the actuators or by sensors. They often

indicate some exceptional condition, such as a hardware failure, that must be
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handled by the system. This sensor-system-actuator model of an embedded real-

time ｳｹｾＬｴ･ｭ is illustrated in Figure 15.1.

A real-time system has to respond to stimuli that occur at different times. You

ｴｨ･ｲ･ｦｯｲｾ have to organise its architecture so that, as soon as a stimulus is received,

control lS transferred to the correct handler. This is impractical in sequential pro-

grams. Consequently, real-time systems are normally designed as a set of concur-

rent, cooperating processes. To support the management of these processes, the

execution platform for most real-time systems includes a real-time operating sys-

tem. ｔｨＬｾ facilities in this operating system are accessed through the run-time sup-

port system for the real-time programming language that is used.

The generality of this stimulus-response model of a real-time system leads to a

generic, abstract architectural model where there are three types of processes. For

each type of sensor, there is a sensor management process; computational processes

compute the required response for the stimuli received by the system; actuator con-

trol pro,:esses m;mage actuator operation. This model allows data to be collected

quickly from the sensor (before the next input becomes available) and allows pro-

cessing and the associated actuator response to be carried out later.

This generic architecture can be instantiated into a number of different applica-

tion architectures that extend the set of architectures discussed in Chapter 13. Real-

time apnlication architectures are instances of event-driven architecture in which

the stimuli, either directly or indirectly, cause events to be generated. In this chap-

ter, I introduce two further application architectures: the architecture for monitor-

ing and control systems (in Section 15.3), and the architecture for data acquisition

systems (in Section 15.4).

Programming languages for real-time systems development have to include

facilitieii to access the system hardware, and it should be possible to predict the tim-

ing of particular operations in these languages. Hard real-time systems are still some-

times programmed in assembly language so that tight deadlines can be met.

Systems-Ievellallguages, such as C, that allow efficient code to be generated are

also widely used..
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The advantage of using a low-level systems programming language such as C

is that it allows the development of very efficient programs. However, these lan-

guages do not include constructs to support concurrency or the management of shared

resources. These are implemented through calls to the real-time operating system

that cannot be checked by the compiler, so programming errors are more likely.

Programs are also often more difficult to understand because real-time features are

not explicit in the program.

Over the past few years, there has been extensive work to extend' Java for real-

time systems development (Nilsen, 1998; Higuera-Toledano and Issarny, 2000; Hardin,

et al., 2002). This work involves modifying the language to address fundamental

real-time problems:

1. It is not possible to specify the time at which threads should execute.

2. Garbage collection is uncontrollable-it may be started at any time. Therefore,

the timing behaviour of threads is unpredictable.

3. It is not possible to discover the sizes of queue associated with shared

resources.

4. The implementation of the Java Virtual Machine varies from one computer to

another, so the same program can have different timing behaviours.

5. The language does not allow for detailed run-time space or processor analysis.

6. There are no standard ways to access the hardware of the system.

Real-time versions of Java, such as Sun's J2ME (Java 2 Micro Edition), are now

available. A number of vendors supply implementations of the Java Virtual

Machine adapted for real-time systems development. These developments mean that

Java will be become increasingly used as a real-time programming language.

15.1 System design

As discussed in Chapter 2, part of the system design process involves deciding which

system capabilities are to be implemented in software and which in hardware. For

many real-time systems embedded in consumer products, such as the systems in

cell phones, the costs and power consumption of the hardware are critical. Specific

processors designed to support embedded systems may be used and, for some sys-

tems, special-purpose hardware may have to be designed and built.

This means that a top-down design process-where the design starts with an abstract

model that is decomposed and developed in a series of stages-is impractical for
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most ｲ ･ ｾ ｊ Ｍ ｴ ｩ ｭ ･ systems. Low-level decisions on hardware, support software and sys-

tem timmg must be considered early in the process. These limit the flexibility of

system designers and may mean that additional software functionality, such as bat-

tery and power management, is required.

Events (the stimuli) rather than objects or functions should be central to the real-

time software design process. There are several interleaved stages in this design process:

1. Identify the !ltimuli that the system must process and the associated responses.

2. For each stimulus and associated response, identify the timing constraints that

apply to both stimulus and response processing.

3. Chc,ose: an execution platform for the system: the hardware and the real-time

operating system to be used. Factors that influence these choices include the

timing constraints on the system, limitations on power available, the experi-

ence of the development team and the price target for the delivered system.

4. Aggregate the stimulus and response processing into a number of concurrent

processes. A good rule of thumb in real-time systems design is to associate a

process with each class of stimulus and response as shown in Figure 15.2.

5. For each stimulus and response, design algorithms to carry out the required com-

putations. Algorithm designs often have to be developed relatively early in the

design process to give an indication of the amount of processing required and

the time required to complete that processing.

6. DeSign a scheduling system that will ensure that processes are started in time

to meet their deadlines.

The order of these activities in the process depends on the type of system being

developed and its process and platform requirements. In some cases, you may be

able to follow a fairly abstract approach where you start with the stimuli and asso-

ciated processing and decide on the hardware and execution platforms late in the

process. In other cases, the choice of hardware and operating system is made before
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the software design starts and you have to orient your design around the hardware

capabilities.

Processes in a real-time system have to be coordinated. Process coordination mech-

anisms ensure mutual exclusion to shared resources. When one process is modify-

ing a shared resource, other processes should not be able to change that resource.

Mechanisms for ensuring mutual exclusion include semaphores (Dijkstra, 1968), mon-

itors (Hoare, 1974) and critical regions (Brinch-Hansen, 1973). These mechanisms

are described in most operating system texts (Tanenbaum, 2001; Silberschatz, et

al.,2(02).

Once you have chosen the execution platform for the system, designed a pro-

cess architecture, and decided on a scheduling policy, you may need to check that

the system will meet its timing requirements. You can do this through static anal-

ysis of the system using knowledge of the timing behaviour of components or through

simulation. This analysis may reveal that the system will not perform adequately.

The process architecture, the scheduling policy, the execution platform or all of these

may then have to be redesigned to improve the performance of the system.

Timing analysis for real-time systems is difficult. Because aperiodic stimuli are

unpredictable, designers have to make assumptions about the probability of these

stimuli occurring (and therefore requiring service) at any particular time. These assump-

tions may be incorrect, and system performance after delivery may not be adequate.

Cooling's book (Cooling, 2(03) discusses techniques for real-time system perfor-

mance analysis.

Because real-time systems must meet their timing constraints, you may not be

able to use object-oriented development for hard real-time systems. Object-oriented

development involves hiding data representations and accessing attribute values thro gh

operations defined with the object. This means that there is a significant performance

overhead in object-oriented systems because extra code is required to mediate access

to attributes and handle calls to operations. The consequent loss of performance may

make it impossible to meet real-time deadlines.

Timing constraints or other requirements may sometimes mean that it is best to

implement some system functions, such as signal processing, in hardware rather than

in software. Hardware components deliver much better performance than the equiv-

alent software. System-processing bottlenecks can be identified and replaced by hard-

ware, thus avoiding expensive software optimisation.

Real-time system modelling

Real-time systems have to respond to events occurring at irregular intervals. These

events (or stimuli) often cause the system to move to a different state. For this rea-

son, state machine modelling, described in Chapter 8, is often used to model real-

time systems.

State machine models are a good, language-independent way of representing the

design of a real-time system and are therefore an integral part of real-time system
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Figure 15.3 State
machine model of a

petrol (gas) pump
design rrethods (Gomaa, 1993). The OML supports the development of state mod-

els based on State<;harts (Harel, 1987; Harel, 1988). State<:harts structure state models

so that groups of states can be considered a single entity. Douglass discusses the

use of the UML in real-time systems development (Douglass, 1999).

A sta'e model of a system assumes that, at any time, the system is in one of a

number <If possiblle states. When a stimuluS is received, this may cause a transition

to a ､ｩｦｦ［ｾｲ･ｮｴ state. For example, a system controlling a valve may move from a

state 'V"lve open' to a state 'Valve closed' when an operator command (the stim-

ulus) is received.

I haw already illustrated this approach to system modelling in Chapter 8 using

the modd of a simple microw:1ve oven. Figure 15.3 is another example of a state

machine model that shows the operation of a fuel delivery software system embed-

ded in d petrol (gas) pump. The rounded rectangles represent system states, and the

arrows ｲｬｾｰｲ･ｳ･ｮｴ stimuli that force a transition from one state to another. The names

chosen i " the state machine diagram are descriptive and the associated infonnation

ｩ ｮ ､ ｩ ｣ ｡ ｴ ･ ｾ actions taken by the system actuators or information that is displayed.

The filel deliv1ery system is designed to allow unattended operation. The buyer

inserts , ｣ｮｾ､ｩｴ card into a card reader built into the pump. This causes a tran-

sition tc a Reading state where the card details are read and the buyer is asked
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to remove the card. The system moves to a Validating state where the card is

validated. If the card is valid, the system initialises the pump and, when the fuel

hose is removed from its holster, is ready to deliver fuel. Activating the trigger

on the nozzle causes fuel to be pumped; this stops when the trigger is released

(for simplicity, I have ignored the pressure switch that is designed to stop fuel

spillage). After the fuel delivery is complete and the buyer has replaced the hose

in its holster, the system moves to a Paying state where the user s account is

debited.

15.2 Real-time operating systems

All but the very simplest embedded systems now work in conjunction with a real-

time operating system (RTOS). A real-time operating system manages processes

and resource allocation in a real-time system. It starts and stops processes so that

stimuli can be handled and allocates memory and processor resources. There are

many RTOS products available, from very small, simple systems for consumer devices

to complex systems for cell phones and mobile devices and operating systems spe-

cially designed for process control and telecommunications.

The components of an RTOS (Figure 15.4) depend on the size and complexity

of the real-time system being developed. For all except the simplest systems, they

usually include:

1. A real-time clock This provides information to schedule processes periodically.

2. An interrupt handler This manages aperiodic requests for service.

3. A scheduler J'his component is responsible for examining the processes that

can be executed and choosing one of these for execution.

4. A resource manager Given a process that is scheduled for execution, the

resource manager allocates appropriate memory and processor resources.

5. A despatcher This component is responsible for starting the execution of a

process.

Real-time operating systems for large systems, such as process control or

telecommunication systems, may have additional facilities, such as disk storage man-

agement and fault management facilities, that detect and report system faults and a

configuration manager that supports the dynamic reconfiguration of real-time appli-

cations.
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Figure 15.4
Components of a
real-time operating
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15.2.1 Process management>L- _

ｒ･｡ｬＭｴｩｦｦｩｬｾ systems have to handle external events quickly and, in some cases, meet

deadline!, for processing these events. This means that the event-handling processes

must be 5cheduled for execution in time to detect the event and must be allocated

sufficiem processor resources to meet their deadline. The process manager in an

RTOS is responsible for choosing processes for execution, allocating processor and

memory resources, and starting and stopping process execution on a processor.

The process manager has to manage processes with different priorities. For some

stimuli, such as those associated with certain exceptional events, it is essential that their

processing should be completed within the specified time limits. Other processes may

be safely delayed if a more critical process requires service. Consequently, the RTOS

has to be able to manage at least two priority levels for system processes:

1. Interrupt level This is the highest priority level. It is allocated to processes that

need a very fast response. One of these processes will be the real-time clock

process.

2. Clock level This level of priority is allocated to periodic processes.
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Figure 15.5 RTOS
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There may be a further priority level allocated to background processes (such as

a self-checking process) that do not need to meet real-time deadlines. These pro-

cesses are scheduled for execution when processor capacity is available.

Within each of these priority levels, different classes of process may be allo-

cated different priorities. For example, there may be several interrupt lines. An inter-

rupt from a very fast device may have to pre-empt processing of an interrupt from

a slower device to avoid information loss. The allocation of process priorities so

that all processes are serviced in time usually requires extensive analysis and

simulation.

Periodic processes are processes that must be executed at specified time inter-

vals for data acquisition and actuator control. In most real-time systems, there will

be several types of periodic processes. These will have different periods (the time

between process executions), execution times and deadlines (the time by which pro-

cessing must be complete). Using the timing requirements specified in the applica-

tion program, the RTOS arranges the execution of periodic processes so that they

can all meet their deadlines.

The actions taken by the operating system for periodic process management are

shown in Figure 15.5. The scheduler examines the list of periodic processes and

selects a process to be executed. The choice depends on the process priority, the

process periods, the expected execution times and the deadlines of the ready pro-

cesses. Sometimes. two processes with different deadlines should be executed at

the same clock tick. In such a situation, one process must be delayed so long as its

deadline can still be met.

Processes that have to respond to asynchronous events are usually interrupt-driven.

The computer's interrupt mechanism causes control to transfer to a predetermined

memory location. This location contains an instruction to jump to a simple and fast

interrupt service routine. The service routine first disables further interrupts to avoid

being interrupted itself. It then discovers the cause of the interrupt and initiates, with

high priority, a process to handle the stimulus causing the interrupt. In some high-

peed data acquisition systems, the interrupt handler saves the data that the inter-

rupt signalled was available in a buffer for later processing. Interrupts are then enabled

gain and control is returned to the operating system.

At anyone time, there may be several processes, with different priorities, that

could be executed. The process scheduler implements system-scheduling poli-

cies that determine the order of process execution. There are two basic schedul-

ing strategies:
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1. Non pre-emptive scheduling Once a process has been scheduled for execution,

it run:; to completion or until it is blocked for some reason, such as waiting for

input. This can cause problems, however, when there are processes with dif-

ferent priorities and a high-priority process has to wait for a low-priority pro-

cess to finish.

2. Pre-emptive scheduling The execution of an executing process may be stopped

if a hgher-priority process requires service. The higher-priority process pre-

emptt, the execution of the lower-priority process and is allocated to a

processor.

Within these strategies, different scheduling algorithms have been developed. These

include round-robin scheduling where each process is executed in tum, rate mono-

tonic scheduling where the process with the shortest period is given priority and

shortest deadline first scheduling (Bums and Wellings, 2(01).

Information about the process to be executed is passed to the resource manager.

The resource manager allocates memory and, in a multiprocessor system, a pro-

cessor to this proc:ess. The process is then placed on the ready list, a list of pro-

cesses that are ready for execution. When a processor finishes executing a process

and becomes available, the dispatcher is invoked. It scans the ready list to find a

process that can ｢ ｩ ｾ executed on the available processor and starts its execution.

15.3 Monitoring and control systems

Monitoring and control systems are an important class of real-time system. They

check sensors providing information about the system s environment and take

actions depending on the sensor reading. Monitoring systems take action when some

exceptional sensor value is detected. Control systems continuously control hardware

actuators depending on the value of associated sensors.

The characteristic architecture of monitoring and control systems is shown in Figure

15.6. Each type of sensor being monitored has its own monitoring process, as does

each type of actuator that is being controlled. A monitoring process collects and

integrate:; the data before passing it to a control process, which makes decisions

based on this data and sends appropriate control commands to the equipment con-

trol ｰｲｯ｣Ｌｾｳｳ･ｳＮ In simple systems, the monitoring and control responsibilities may

be integrated into a single process. I have also shown two other processes that may

be inclucled in monitoring and control systems. These are a testing process that can

run hardware test programs and a control panel process that manages the system

control panels or operator console.
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Figure 15.6 Generic
architecture for a
monitoring and
control system

To illustrate the design of monitoring and control systems, I use an example of

a burglar alarm system that might be installed in an office building:

A software system is to be implemented to control a burglar alarm system for

installation in commercial buildings. This uses several different types of sensors.

These include movement detectors in individual rooms, window sensors on ground-

floor windows that detect when a window has been broken, and door sensors

that detect corridor doors opening. There are up to 50 window sensors, up to 30

door sensors and up to 200 movement detectors in the system.

When a sensor detects the presence of an intruder, the system automatically

calls the local police and, using a voice synthesiser, reports the location of the

alarm. It switches on lights in the rooms around the active sensor and sets off

an audible alarm. The sensor system is normally powered by the mains but is

equipped with a battery backup. Power loss is detected using a separate power

circuit monitor that monitors the mains voltage. It interrupts the alarm system

when a voltage drop is detected.

This system is a 'soft' real-time system that does not have stringent timing require-

ments. The sensors do not need to detect high-speed events, so they need only be

polled twice per second. To make the example easier to understand, I have simpli-

fied the design by leaving out the testing and display processes.

The design process follows the steps discussed in Section 15.1, so you start by iden-

tifying the aperiodic stimuli that the system receives and the associated responses. Because

of the design simplifications that I proposed, stimuli generated by system testing pro-

cedures and external signals to switch it off in the event of a false alarm can be ignored.

This means there are only two classes of stimulus to be processed:

1. Power failure This is generated by the circuit monitor. The required response is

to switch the circuit to backup power by signalling an electronic power-switching

device.
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Stimulus/Response Timing requirementsFigure 15.7
Stimulus/response
timing requirements Power ';ail interrupt
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The switch to backup power must be completed within a
deadline of 50 ms.

Each door alarm should be polled twice per second.

Each window alarm should be polled twice per second.

Each movement detector should be polled twice per
second.

The audible alarm should be switched on within half a
second of an alarm being raised by a sensor.

The lights should be switched on within half a second of
an alarm being raised by a sensor.

The call to the police should be started within 2 seconds
of an alarm being raised by a sensor.

A synthesised message should be available within 4
seconds of an alarm being raised by a sensor.

2. Intruder alann This is a stimulus generated by one of the system sensors. The

respJnse to this stimulus is to compute the room number of the active sensor,

set up a call to the police, initiate the voice synthesiseI' to manage the call, and

switch on the: audible intruder alarm and the building lights in the area.

The IJext step in the design process is to consider the timing constraints associ-

ated with each stimulus and associated response. These timing constraints are

shown in Figure 15.7. You should normally list the timing constraints for each class

of sensor separat<ely, even when, as in this case, they are the same. By handling

them separately, you leave scope for future change and make it easier to compute

the number of times the controlling process has to be executed each second.

Allocation of the system functions to concurrent processes is the next design stage.

There are three types of sensor that must be polled periodically, each with an asso-

ciated process. There is an interrupt-driven system to handle power failure and switch-

tng, a communications system, a voice synthesiser, an audible alarm system and a

light-swttching system to switch on lights around the sensor. An independent pro-

cess controls each of these systems. This results in the system architecture shown

in Figure 15.8"

In Figure 15.8, annotated arrows join processes, indicating data flows between

them with the annotation indicating the type of data flow. Not all processes receive

data from other processes. For example, the process responsible for managing a power

failure has no need for data from elsewhere in the system.
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Figure 15.8 Process
architecture of the
intruder alarm
system

The line associated fith each process on the top left is used to indicate how the

process is controlled. The lines on a periodic process are solid lines with the min-

imum number of times a process should be executed per second as an annotation.

Aperiodic processes have dashed lines on their top-left comer, which are annotated

with the event that causes the process to be scheduled.

The number of sensors to be polled and the timing requirements of the system

are used to calculate how often each process has to be scheduled. For example, there

are 30 door sensors that must be checked twice per second. This means that the

associated door sensor process must run 60 times per second (60 Hz). The move-

ment detector process must run 400 times per second because there may be up to

200 movement sensors in the system. The control information on the actuator pro-

cesses (Le., the audible alarm controller, the lighting controller, etc.) indicates that

they are started by an explicit command from the Alarm system process or by a

Powe'r failure interrupt.

These processes may be implemented in Java using threads. Figure 15.9 shows

the Java code that implements the BuildingMonitor process, which polls the system

sensors. If these signal an intruder, the software activates the associated alarm sys-

tem. I use standard Java here and assume that the timing requirements (included as

comments) can be met. As I discussed earlier, standard Java does not include facil-

ities to allow thread execution frequency to be specified.
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II See http://wwwsoftware-engin.com/for links to the complete Java code for this
II elCample

dass BuildingMonitor enends Thread (

BIJildingSensor win, door, move ;

Siren siren == new Siren 0 ;
lights lights .. new lights 0 ;
Synthesizer synthesizer" new Synthesizer 0 ;
DoorSensors doors .. new DoorSensors (30) ;

\\r.ndowSensors windows == new WindowSensors (50) ;

MovementSensors movements .. new MovementSensors (200) ;

PowerMonitor pm .. new PowerMonitor 0 ;

BuildingMonitorO
(

il initialise all the sensors and start the processes
siren.start 0 ; lights.start 0 ;
synthesizer.start 0 ; windows.start 0 ;
doors.start 0 ; movements.start 0 ; pm.start 0 ;

o

{public void! run 0
{I

int room ... 0;

while (true)
{

II poll the movement sensors at least twice per second (400 Hz)

move" movements.getVal 0 ;
II poll the window sensors at least twicelsecond (loo Hz)
win == windows.getVal 0 ;
II poll the door sensors at least twice per second (50 Hz)
door .. doors.getVal 0 ;
if (move.sensorVal ..... 1 I door.sensorVal ..... 1 Iwin.sensorVal- 1)

(

II a sensor has indicated an intruder
if (move.sensorVal- 1) room .. move.room ;
if (door.sensorVal == 1) room" door.room ;
if (win.sensorVal ..... 1 ) room - win.room ;

lights.on (room) ; siren.on 0 ; synthesizer.on (room) ;
break;

J
Iights.shutdown 0 ; sirenshutdown 0 ; synthesizer.shutdown 0 ;
windows.shutdown 0 ; doors.shutdown 0 ; movements.shutdown 0 ;

}II run
}IllluildingMclOitor
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Figure 15.10 Process
architecture of a
temperature control
system
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Once the system process architecture has been established, the algorithms for

stimulus processing and response generation should be designed. As I discussed in

Section 15.1, this detailed design stage is necessary early in the design process to

ensure that the system can meet its specified timing constraints. If the associated

algorithms are complex, changes to the timing constraints may be required.

However, unless signal processing is required, real-time system algorithms are often

quite simple. They may only require a memory location to be checked, some sim-

ple computations to be carried out or a signal to be despatched. As you can see

from Figure 15.9, the processing required in the burglar alarm system follows this

simple model.

The final step in the design process is to design a scheduling system that ensures

a process will always be scheduled to meet its deadlines. In this example, deadlines

are not tight. Process priorities should be organised so that all sensor-polling pro-

cesses have the same priority. The process for handling a power failure should be

a higher-priority interrupt level process. The priorities of the processes managing

the alarm system should be the same as the sensor processes.

The ,burglar alarm system is a monitoring system rather than a control system,

as it does not include actuators that are directly affected by sensor values. An exam-

ple of a control system would be a building heating control system. This system

monitors temperature sensors in different rooms in the building and switches a heater

unit off and on depending on the actual temperature and the temperature set on the

room thermostat. The thermostat also controls the switching of the furnace in the

system.
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generic architecture
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Sensor; (each data flow is a sensor value)

The process architecture of this system is shown in Figure 15.10. It is clear that

its general form is similar to the burglar alarm system. I leave it to you to develop

the des ign of this system in more detail.

15.4 Datel acquisition systems

Data ｡ｾｱｵｩｳｩｴｩｯｮ systems collect data from sensors for subsequent processing and

analysis. These systems are used in circumstances where the sensors are collecting

lots of data from the system's environment and it isn't possible or necessary to pro-

cess the data collected in real-time. Data acquisition systems are commonly used

in scientific experiments and process control systems where physical processes, such

as a chemical n:action, happen very quickly.

In data acquisition systems, the sensors may be generating data very quickly, and

the ke) problem is to ensure that a sensor reading is collected before the sensor value

changes. TIris leads to a generic architecture, as shown in Figure 15.11. The essential

feature of the ar<:hitecture of data acquisition systems is that each group of sensors has

three processes associated with it. These are the sensor process that interfaces with the

sensor and converts analogue data to digital values if necessary, a buffer process, and

a process that consumes the data and carries out further processing.

Sensors, of course, can be of different types, and the number of sensors in a group

depends on the rate at which data arrives from the environment. In Figure 15.11, I

have shown two groups of sensors, 51-53 and 54-56. I have also shown, on the

right, a further process that displays the sensor data. Most data acquisition systems
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Neutron flux sensors

c

Figure 15.12 Neutron
flux data acquisition

include display and reporting processes that aggregate the collected data and carry

out further processing.

As an example of a data acquisition system, consider the system model shown

in Figure 15.12. This represents a system that collects data from sensors monitor-

ing the neutron flux in a nuclear reactor. The sensor data is placed in a buffer from

which it is extracted and processed, and the average flux level is displayed on an

operator's display.

Each sensor has an associated process that converts the analogue input flux level

into a digital signal. It passes this flux level, with the sensor identifier, to the sensor

data buffer. The process responsible for data processing takes the data from this buffer,

processes it and passes it to a display process for output on an operator console.

In real-time systems that involve data acquisition and processing, the execution

speeds and periods of the acquisition process (the producer) and the processing pro-

cess (the consumer) may be out of step. When significant processing is required,

the data acquisition may go faster than the data processing. If only simple compu-

tations need be carried out, the processing may be faster than the data acquisition.

To smooth out these speed differences, data acquisition systems buffer input data

using a circular buffer. The process producing the data (the producer) adds infor-

mation to this buffer, and the process using the data (the consumer) takes infor-

mation from the buffer (Figure 15.13).

Obviously, mutual exclusion must be implemented to prevent the producer and

consumer processes from accessing the same element in the buffer at the same time.

The system must also ensure that the producer does not try to add information to

a full buffer and the consumer does not take information from an empty buffer.

In Figure 15.14 (p. 358) I show a possible implementation of the data buffer as

a Java object. The values in the buffer are of type SensorRecord, and there are two

operations that are defined-namely, get and put. The get operation takes an item

from the buffer and the put operation adds an item to the buffer. The constructor

for the buffer sets the size when objects of type CircularBuffer are declared.

The synchronized modifier associated with the get and put methods indicates

that these methods should not run concurrently. When one of these methods is invoked,

the run-time system obtains a lock on the object instance to ensure that the other

method can't change the same entry in the buffer. The wait and notify method invo-

cations are used to ensure that entries can't be put into a full buffer or taken from

an empty buffer. The wait method causes the invoking thread to suspend itself until



Figure 15.13 A ring
buffer for data
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another thread tdls it to stop waiting. It does this by calling the notify method. When

wait is called, the lock on the protected object is released. The notify method wakes

up one of the threads that is waiting and causes it to restart execution.

• ,

KEY POINTS
III

A real-time system is a software system that must respond to events in real time. Its
correctness does not just depend on the results it produces but also on the time when
these results are produced.

A general model for I'eal-time systems architecture involves associating a process with each
class of sensor and <Ictuator device. Other coordination processes may also be required.

The architectural des,ign of a real·time system usually involves organising the system as a

set of interacting, concurrent Iprocesses.

A real-time operating system iis responsible for process and resource management. It
always includes a scheduler, which is the component responsible for deciding which
process should be s( heduled for executing. Scheduling decisions are made using process
priorities.

Monitoring and control systems periodically poll a set of sensors that capture information
from the system's environment. They take actions, depending on the sensor readings, by
issuing commands t(l actuators.

Data acquisition systems are IlIsually organised according to a producer-consumer model.
The producer process puts tht! data into a circular buffer, where it is consumed by the

consumer process. Pte buffer is also implemented as a process so that conflicts between
the producer and consumer alre eliminated.
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Figure 15.14 A Java
implementation of a
ring buffer

class CircularBuffer
{

int bufsize ;
SensorRecord Dstore ;
int numberOfEntries = 0 ;
int front = 0, back = 0 ;

CircularBuffer (int n) {
bufsize = n ;
store = new SensorRecord [bufsize] ;

} II CircularBuffer

synchronized void put (SensorRecord rec ) throws InterruptedException

{

if ( numberOfEntries =- bufsize)

wait 0;
store [back] = new SensorRecord (rec.sensorld, rec.sensorVal) ;

back = back + 1 ;
if (back = bufsize)

back=O;
numberOfEntries = numberOfEntries + 1 ;

notify 0 ;
} II put

synchronized SensorRecord get 0 throws InterruptedException
{

SensorRecord result = new SensorRecord (-1, ·1) ;
if (numberOfEntries =- 0)

wait 0 ;
result = store [front] ;
front ... front + 1 ;
if (front = bufsize)

front = 0 ;
numberOfEntries = numberOfEntries-1 ;

notify 0 ;
return result ;

} II get
} II CircularBuffer
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FURTHER READING---l----_

Software Engineering for Real·Time Systems. Written from an engineering rather than a computer

science perspective, this book is a good practical guide to real·time systems engineering. It has
better coverage of hardware issues than Burns and Wellings' book, so is an excellent complement

to it. (J. Cooling, 2003, Addison· Wesley.)

Real·time Systems and Programming Languages, 3rd edition. An excellent and comprehensive text
that provides broad coverage of all aspects of real·time systems. (A. Burns and A. Wellings, 2001,

Addison·Wesley.)

Doing Hard Time: Developing Real·time Systems with UML, Objects, Frameworks and Patterns. This

book discusses how objE'ct·oriented techniques can be used in the design of real·time systems. As
hardware speeds increase, this is becoming an increasingly viable approach to real·time systems

design. (B. P. Douglass, 1999, Addison·Wesley.)

EXER(ISES•• ｾ •

15.1 Using examples, explain why real·time systems usually have to be implemented using

concurrent processes.

15.2 Explain why an object·orienlted approach to software development may not be suitable for
real·time systems.

15.3 Draw state ｭ｡｣ｨｩｮｬｾ models of the control software for the following systems:

• An automatic welshing machine that has different programs for different types of clothes.

• The software for a compact disk player.

• A telephone answering machine that records incoming messages and displays the number
of accepted messages on an LED display. The system should allow the telephone owner to
dial in, type a SE!quence of numbers (identified as tones) and have the recorded messages
replayed over the phone.

• Avending machne that can dispense coffee with and without milk and sugar. The user
deposits a coin dnd makE!s his or her selection by pressing a button on the machine. This
causes a cup with powdered coffee to be output. The user places this cup under a tap,
presses another button and hot water is dispensed.

15.4 Using the real·timE' system design techniques discussed in this chapter, redesign the weather

station data collection system covered in Chapter 14 as a stimulus·response system.
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Figure 15.15 Train
protection system
description

• The system acquires information on the speed limit of a segment from a trackside
transmitter, which continually broadcasts the segment identifier and its speed
limit The same transmitter also broadcasts information on the status of the signal
controlling that track segment The time required to broadcast track segment and
signal information is 50 milliseconds.

• The train can receive information from the trackside transmitter when it is within
10m of a transmitter.

• The maximum train speed is 180 kph.

• Sensors on the train provide information about the current train speed (updated
every 250 milliseconds) and the train brake status (updated every 100
milliseconds).

• If the train speed exceeds the current segment speed limit by more than 5 kph, a
waming is sounded in the driver's cabin. If the train speed exceeds the current
segment speed limit by more than 10 kph, the train's brakes are automatically
applied until the speed falls to the segment speed limit Train brakes should be
applied within 100 milliseconds of the time when the excessive train speed has
been detected.

• If the train enters a track segment that is signalled with a red light. the train
protection system applies the train brakes and reduces the speed to zero. Train
brakes should be applied within 100 milliseconds of the time when the red light
signal is received.

• The system continually updates a status display in the driver's cabin.

15.5 Design a process architecture for an environmental monitoring system that collects data from

a set of air quality sensors situated around a city. There are 5000 sensors organised into 100

neighbourhoods. Each sensor must be interrogated four times per second. When more than

30% of the sensors in a particular neighbourhood indicate that the air quality is below an

acceptable level, local warning lights are activated. All sensors return the readings to a

central computer, which generates reports every 15 minutes on the air quality in the city.

15.6 Discuss the strengths and weaknesses of Java as a programming language for real-time
systems. To what extent will the problems of real-time programming on Java disappear when

faster processors are used?

15.7 A train protection system automatically applies the brakes of a train if the speed limit for a
segment of track is exceeded or if the train enters a track segment that is currently signalled

with a red light (Le., the segment should not be entered). Details are shown in Figure 15.15.

Identify the stimuli that must be processed by the on-board train control system and the

associated responses to these stimuli.

15.8 Suggest a possible process architecture for this system. Document this process architecture

using the notation shown in Figure 15.8, clearly indicating if stimuli are periodic or aperiodic.
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15.9 If a periodic process n the on..board train protection system is used to collect data from the
trackside transmitter, how oftEm must it be scheduled to ensure that the system is
guaranteed to collect information from the transmitter? Explain how you arrived at your

answer.

15.10 You are asked to wOlk on a real-time development project for a military application but have
no previous experience of projects in that domain. Discuss what you, as a professional
software engineer, should do before starting work on the project.
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User interface design

Objectives

The objective of this chapter is to introduce some aspects of user

interface design that are important for software engineers. When

you have read this chapter, you will:

• understand a number of user interface design principles;

• have been introduced to several interaction styles and
understand when these are most appropriate;

• understand when to use graphical and textual presentation of
information;

• know what is involved in the principal activities in the use
interface design process;

• understand usability attributes and have been introduced to
different approaches to interface evaluation.

Contents

16.1 Design issues

16.2 The UI design process

16.3 User analysis

16.4 User interface prototyping

16.5 Interface evaluation
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Computer system design encompasses a spectrum of activities from hardware

design to user interface design. While specialists are often employed for hardware

design and for the graphic design of web pages, only large organisations normally

employ specialist interface designers for their application software. Therefore, soft-

ware engilleers must often take responsibility for user interface design as well as

for the design of the software to implement that interface.

Even when software designers and programmers are competent users of inter-

face implementation technologies, such as Java's Swing classes (Elliott et al., 2(02)

or XHTML (Musdano and Kennedy, 2002), the user interfaces they develop are

often unattractive and inappropriate for their target users. I focus, therefore, on the

design proct:ss for user interfaces rather than the software that implements these

facilities. Because of space limitations, I consider only graphical user interfaces. I

don't dis;;uss intelfaces that require special (perhaps very simple) displays such as

cell phones, DVD players, televisions, copiers and fax machines. Naturally, I can

only introduce ｴｨｬｾ topic here and I recommend texts such as those by Dix et al.

(Dix, et a!., 2004), Weiss (Weiss, 2(02) and Shneiderman (Shneiderman, 1998) for

more inf,mnation on user interface design.

Careful user interface design is an essential part of the overall software design

process. If II software system is to achieve its full potential, it is essential that its

user interface should be designed to match the skills, experience and expectations

of its anl:icipated users. Good user interface design is critical for system depend-

ability. Many so-called user errors are caused by the fact that user interfaces do

not consider the capabilities of real users and their working environment. A poorly

designed user interface means that users will probably be unable to access some of

the system feature:s, will make mistakes and will feel that the system hinders rather

than helps them in achieving whatever they are using the system for.

When making user interface design decisions, you should take into account the

physical and mental capabilities of the people who use software. I don't have space

to discuss human issues in detail here but important factors that you should con-

sider are

1. People have a limited short-term memory-we can instantaneously remember

about seven items of information (Miller, 1957). Therefore, if you present users

with too much information at the same time, they may not be able to take it

all ill.

2. We all make mistakes, especially when we have to handle too much informa-

tion or are under stress. When systems go wrong and issue warning messages

and alarms, this often puts more stress on users, thus increasing the chances

that they will make operational errors.

3. We have a diverse range of physical capabilities. Some people see and helii

better than others, some people are colour-blind, and some are better than oth-

ers at physical manipulation. You should not design for your own capabilities

and assume that all other users will be able to cope.
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Principle Description

User familiarity The interface should use terms and concepts drawn from the
experience of the people who will make most use of the system.

Consistency The interface should be consistent in that, wherever possible.
comparable operations should be activated in the same way.

Minimal surprise Users should never be surprised by the behaviour of a system.

Recoverability The interface should indude mechanisms to allow users to
ecover from errors.

User guidance The interface should provide meaningful feedback when errors
occur and provide context-sensitive user help facilities.

User diversity The interface should provide appropriate interaction facilities for
different types of system users.

4. We have different interaction preferences. Some people like to work with pic-

tures, others with text. Direct manipulation is natural for some people, but oth-

ers prefer a style of interaction that is based on issuing commands to the system.

These human factors are the basis for the design principles shown in Figure 16.1.

These general principles are applicable to all user interface designs and should nor-

mally be instantiated as more detailed design guidelines for specific organisations

or types of system. User interface design principles are covered in more detail by

Dix, et al. (Dix, et al., 2004). Shneiderman (Shneiderman, 1998) gives a longer list

of more specific user interface design guidelines.

The principle of userfamiliarity suggests that users should not be forced to adapt

to an interface because it is convenient to implement. The interface should use terms

that are familiar to the user, and the objects manipulated by the system should be

directly related to the user s working environment. For example, if a system is designed

for use by air traffic controllers, the objects manipulated should be aircraft, flight

paths, beacons, and so on. Associated operations might be to increase or reduce air-

craft speed, adjust heading and change height. The underlying implementation of

the interface in terms of files and data structures should be hidden from the end-

user.

The principle of user interface consistency means that system commands and

menus should have the same format, parameters should be passed to all commands

in the same way, and command punctuation should be similar. Consistent interfaces

reduce user learning time. Knowledge learned in one command or application is

therefore applicable in other parts of the system or in related applications.

Interface consistency across applications is also important. As far as possible,

commands with similar meanings in different applications should be expressed in
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the same way. Errors are often caused when the same keyboard command, such as

'Control-b' means different things in different systems. For example, in the word

processor that I normally use, 'Control-b' means embolden text, but in the graph-

ics program that I use to draw diagrams, 'Control-b' means move the selected object

behind another object. I make mistakes when using them together and sometimes

try to embolden text in a diagram using the key combination. I then get confused

when the text disappears behind the enclosing object. You can normally avoid this

kind of e ITOI' if you follow the command key shortcuts defined by the operating

system that you use.

This kvel of consistency is low-level. Interface designers should always try to

achieve tl: is in a user interface. Consistency at a higher level is also sometimes desir-

able. For ｉｾｸ｡ｭｰｬ･Ｌ it may be appropriate to support the same operations (print, copy,

etc.) on all types of system entities. However, Grodin (Grodin, 1989) points out that

complete consistency is neither possible nor desirable. It may be sensible to imple-

ment deletion from a desktop by dragging entities into a trash can. It would be awk-

ward to delete text in a word processor in this way.

Unfortunately, 1he principles of user familiarity and user consistency are some-

times conflicting. Ideally, applications with common features should always use the

same commands to access these features. However, this can conflict with user prac-

tice when systems are designed to support a particular type of user, such as graphic

designers. These users may have evolved their own styles of interactions, termi-

nology and operating conventions. These may clash with the interaction 'standards'

that are appropriate to more general applications such as word processors.

The principle (]if minimal surprise is appropriate because people get very irri-

tated when a system behaves in an unexpected way. As a system is used, users build

a mental model of how the system works. If an action in one context causes a par-

ticular type of change, it is reasonable to expect that the same action in a different

context \\ ill cause a comparable change. If something completely different happens,

the user is both surprised and confused. Interface designers should therefore try to

ensure that comparable actions have comparable effects.

Surpri,es in user interfaces are often the result of the fact that many interfaces

are moded. lhis means that there are several modes of working (e.g., viewing mode

and editing mode), and the effect of a command is different depending on the mode.

It is very Important that, when designing an interface, you include a visual indica-

tor showing the user the current mode.

The principltl of recoverability is important because users inevitably make mis-

takes when using a system. The interface design can minimise these mistakes (e.g.,

using menus mt:an.s avoids typing mistakes), but mistakes can never be completely

eliminated. Consequently, you should include interface facilities that allow users to

recover Lom their mistakes. These can be of three kinds:

1. Conjirmation of destructive actions If a user specifies an action that is poten-

tially destructive, the system should ask the user to confirm that this is really

what is wanted before destroying any information.



366 Chapter 16 • User interface design

2. The provision ofan undo facility Undo restores the system to a state before the

action occurred. Multiple levels of undo are useful because users don't always

recognise immediately that a mistake has been made.

3. Checkpointing Checkpointing involves saving the state of a system at periodic inter-

vals and allowing the system to restart from the last checkpoint. Then, when mis-

takes occur, users can go back to a previous state and start again. Many systems

now include checkpointing to cope with system failures but, paradoxically, they

don't allow system users to use them to recover from their own mistakes.

A related principle is the principle of user assistance. Interfaces should have built-

in user assistance or help facilities. These should be integrated with the system and

should provide different levels of help and advice. Levels should range from basic

information on getting started to a full description of system facilities. Help sys-

tems should be structured so that users are not overwhelmed with information when

they ask for help.

The principle of user diversity recognises that, for many interactive systems, there

may be different types of users. Some will be casual users who interact occasion-

ally with the system while others may be power users who use the system for sev-

eral hours each day. Casual users need interfaces that provide guidance, but power

users require shortcuts so that they can interact as quickly as possible. Furthermore,

users may suffer from disabilities of various types and, if possible, the interface

should be adaptable to cope with these. Therefore, you might include facilities to

display enlarged text, to replace sound with text, to produce very large buttons and

so on. This reflects the notion of Universal Design (UD) (Preiser and Ostoff, 2001),

a design philosophy whose goal is to avoid excluding users because of thoughtless

design choices.

The principle of recognising user diversity can conflict with the other interface

design principles, since some users may prefer very rapid interaction over, for exam-

ple, user interface consistency. Similarly, the level of user guidance required can

be radically different for different users, and it may be impossible to develop sup-

port that is suitable for all types of users. You therefore have to make compromises

to reconcile the needs of these users.

16.1 Design issues

Before going on to discuss the process of user interface design, I discuss some gen-

eral design issues that have to be considered by VI designers. Essentially, the designer

of a user interface to a computer is faced with two key questions:

1. How should the user interact with the computer system?
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2. How should information from the computer system be presented to the user?

A coherent user interface must integrate user interaction and information presen-

tation. Ttlis can be difficult because the designer has to find a compromise between

the most appropriate styles of interaction and presentation for the application, the back-

ground and experience of the system users, and the equipment that is available.

16.1.1 User interaction
-----------------------

User interaction means issuing commands and associated data to the computer sys-

tem. On early computers, the only way to do this was through a command-line inter-

face, and a special-purpose language was used to communicate with the machine.

However, tIlis was geared to expert users and a number of approaches have now

evolved that are easier to use. Shneiderman (Shneiderman, 1998) has classified these

forms of interaction into five primary styles:

1. ｄｩｮｾ｣ｴ manipulation The user interacts directly with objects on the screen. Direct

maripulation usually involves a pointing device (a mouse, a stylus, a trackball

or, on touch screens, a finger) that indicates the object to be manipulated and

the action, which specifies what should be done with that object. For example,

to delete at file, you may click on an icon representing that file and drag it to

a trash can icon.

2. Menu selection The user selects a command from a list of possibilities (a menu).

The USllr may also select another screen object by direct manipulation, and the

command operates on that object. In this approach, to delete a file, you would

select tne file icon then select the delete command.

3. Forrnfill-I'n The user fills in the fields of a form. Some fields may have asso-

｣ｩ｡ｴｬｾ､ menus, and the form may have action 'buttons' that, when pressed, cause

SOff,e action to be initiated. You would not normally use this approach to imple-

ment the interface to operations such as file deletion. Doing so would involve

filling in the name of the file on the form then 'pressing' a delete button.

4. Command language The user issues a special command and associated param-

eters to instmct the system what to do. To delete a file, you would type a delete

command with the filename as a parameter.

5. Natural language The user issues a command in natural language. This is usu-

ally a front ｉｾｮ､ to a command language; the natural language is parsed and

translated to system commands. To delete a file, you might type 'delete the file

named xxx.

Each of these styles of interaction has advantages and disadvantages and is best

suited tc' a particular type of application and user (Shneiderman, 1998). Figure 16.2
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Figure 16.2
Advantages and
disadvantages of
interaction styles

Interaction Main Main Application

style advantages disadvantages examples

Direct Fast and intuitive May be hard to Video games
manipulation interaction implement CAD systems

Easy to leam Only suitable where
there is a visual
metaphor for tasks
and objects

Menu selection Avoids user error Slow for experienced Most general-
little typing users purpose systems
required Can become complex

if many menu options

Form fill-in Simple data entry Takes up a lot of screen Stock control
Easy to learn space Personal loan
Checkable Causes problems where processing

user options do not
match the form fields

Command Powerful and Hard to leam Operating systems
language flexible Poor error management Command and

control systems

Natural Accessible to Requires more typing Information
language casual users Natural language retrieval systems

Easily extended understanding systems
are unreliable

shows the main advantages and disadvantages of these styles and suggests types of

applications where they might be used.

Of c6urse, these interaction styles may be mixed, with several styles used in the

same application. For example, Microsoft Windows supports direct manipulation

of the iconic representation of files and directories, menu-based command selec-

tion, and for commands such as configuration commands, the user must fill in a

special-purpose form that is presented to them.

In principle, it should be possible to separate the interaction style from the under-

lying entities that are manipulated through the user interface. This was the basis of

the Seeheim model (Pfaff and ten Hagen, 1985) of user interface management. In

this model, the presentation of information, the dialogue management and the

application are separate. In reality, this model is more of an ideal than practical,

but it is certainly possible to have separate interfaces for different classes of users

(casual users and experienced users, say) that interact with the same underlying sys-

tem. This is illustrated in Figure 16.3, which shows a command language interface

and a graphical interface to an underlying operating system such as Linux.

Web-based user interfaces are based on the support provided by HTML or XHTML

(the page description languages used for web pages) along with languages such as
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Java, v.hich can associate programs with components on a page. Because these web-

based interlaces are usually designed for casual users, they mostly use forms-based

interlaces. It is possible to construct direct manipulation interlaces on the web, but

this is a complex programming task. Furthermore, because of the range of experi-

ence of web IUs(:rs and the fact that they come from many different cultures, it is

difficult to establish a user interlace metaphor for direct interaction that is univer-

sally acceptable..

To illustrate the design of web-based user interaction, I discuss the approach used

in the LffiSYS system where users can access documents from other libraries. Th re

are twc, ｦｵｮ､｡ｭ｣ｾｮｴ｡ｬ operations that need to be supported:

1. Document search where users use the search facilities to find the documents

that they need

2. Document request where users request that the document be delivered to their

local rnac:hine or server for printing

The LIBSYS user interlace is implemented using a web browser, so, given that

users must supply information to the system such as the document identifier, their

name and their authorisation details, it makes sense to use a forms-based interlace.

Figure 16.4 shows a possible interlace design for the search component of the system.

In f(lrms-base:d interlaces, the user supplies all of the information required then

initiate!, the action by pressing a button. Forms fields can be menus, free-text input

fields or radio buttons. In the LIBSYS example, a user chooses the collection to

search from a menu of collections that can be accessed ('All' is the default, mean-

ing search all collections) and types the search phrase into a free-text input field.

The usn chooses the field of the library record from a menu ('Title' is the default)

and selects a radio button to indicate whether the search terms should be adjacent

in the ｲＬｾ｣ｯｲ､Ｎ
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Figure 16.4 A forms-
based interface to
the L1BSYS system

L1BSYS: Search

Choose collection ( All [)

Ke)Word or phrase I
Search using ( Title CD
Adjacent words eyes ONo

ISearch I I Reset I Icancel I

16.1.2 Information presentation

All interactive systems have to provide some way of presenting information to users.

The information presentation may simply be a direct representation of the input

information (e.g., text in a word processor) or it may present the information graph-

ically. A good design guideline is to keep the software required for information

presentation separate from the information itself. Separating the presentation sys-

tem from the data allows us to change the representation on the user s screen with-

out having to change the underlying computational system. This is illustrated in

Figure 16.5.

The MVC approach (Figure 16.6), first made widely available in Smalltalk

(Goldberg and Robson, 1983), is an effective way to support multiple presentations

of data. Users can interact with each presentation in a style that is appropriate to

the presentation. The data to be displayed is encapsulated in a model object. Each

model object may have a number of separate view objects associated with it where

each view is a different display representation of the model.

Each view has an associated controller object that handles user input and device

interaction. Therefore, a model that represents numeric data may have a view that

represents the data as a histogram and a view that presents the data as a table. The

model may be edited by changing the values in the table or by lengthening or short-

ening the bars in the histogram. I discuss this in more detail in Chapter 18, where

I explain how you can use the Observer pattern to implement the MVC framework.

To find the best presentation of information, you need to know the users' back-

ground and how they use the system. When you are deciding how to present infor-

mation, you should bear the following questions in mind:

I. Is the user interested in precise information or in the relationships between data

values?

2. How quickly do the information values change? Should the change in a value

be indicated immediately to the user?
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3. Must the user take some action in response to a change in information?

4. Does the use:r need to interact with the displayed information via a direct manip-

ulation interface?

5. Is Ihe information to be displayed textual or numeric? Are relative values of

information items important?

You should not assume that using graphics makes your display more interesting.

Graphics take up valuable screen space (a major issue with portable devices) and can

take a long time to download if the user is working over a slow, dial-up connection.

InfOimation that does not change during a session may be presented either graph-

ically or as text depending on the application. Textual presentation takes up less

screen i;pace but cannot be read at a glance. You should distinguish information

that dQt:s not change from dynamic information by using a different presentation

style. For example, you could present all static information in a particular font or

colour, or you could associate a 'static information' icon with it.

You should use text to present information when precise information is required

and the infomlation changes relatively slowly. If the data changes quickly or if the
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Figure 16.7
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relationships between data rather than the precise data values are significant, then

you should present the information graphically.

For example, consider a system that records and summarises the sales figures

for a company on a monthly basis. Figure 16.7 illustrates how the same informa-

tion can be presented as text or in a graphical form. Managers studying sales fig-

ures are usually more interested in trends or anomalous figures rather than precise

values. Graphical presentation of this information, as a histogram, makes the

anomalous figures in March and May stand out from the others. Figure 16.7 also

illustrates how textual presentation takes less space than a graphical representation

of the same information.

In control rooms or instrument panels such as those on a car dashboard, the infor-

mation that is to be presented represents the state of some other system (e.g., the

altitude of an aircraft) and is changing all the time. A constantly changing digital

display can be confusing and irritating as readers can't read and assimilate the infor-

mation before it changes. Such dynamically varying numeric information is there-

fore best presented graphically using an analogue representation. The graphical display

can be supplemented if necessary with a precise digital display. Different ways of

presenting dynamic numeric information are shown in Figure 16.8.

Continuous analogue displays give the viewer some sense of relative value. In
Figure 16.9, the values of temperature and pressure are approximately the same.

However, the graphical display shows that temperature is close to its maximum value

whereas pressure has not reached 25% of its maximum. With only a digital value,

the viewer must know the maximum values and mentally compute the relative state

of the reading. The extra thinking time required can lead to human errors in stress-

ful situations when problems occur and operator displays may be showing abnor-

mal readings.
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Figure 16.8 Methods
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When large: amounts of information have to be presented, abstract visualisations

that linl: related data items may be used. This can expose relationships that are not

obvious from the raw data. You should be aware of the possibilities of visualisa-

tion, especially when the system user interface must represent physical entities.

Examples of data visualisations are:

1. Weather information, gathered from a number of sources, is shown as a

weather map with isobars, weather fronts, and so on.

2. The state of a telephone network is displayed graphically as a linked set of nodes

ｩｾ a network management centre.

3. The state of a chemical plant is visualised by showing pressures and tempera-

tures in a linked set of tanks and pipes.

4. A model of a molecule is displayed and manipulated in three dimensions using

a virtual reality system.

5. A !;et of web pages is displayed as a hyperbolic tree (Lamping et al., 1995).

Shnt:iderman (Shneiderman, 1998) offers a good overview of approaches to visu-

alisation as wdlas identifies classes of visualisation that may be used. These include

visualising data lUsing two- and three-dimensional presentations and as trees or net-

works. Most of Ithese are concerned with the display of large amounts of informa-

tion mcmaged on a computer. However, the most common use of visualisation in

user interfaces is to represent some physical structure such as the molecular struc-

ture of a new drug, the links in a telecommunications network and so on. Three-



User interface design

dimensional presentations that may use special virtual reality equipment are par-

ticularly effective in product visualisations. Direct manipulation of these visualisa-

tions is a very effective way to interact with the data.

In addition to the style of information presentation, you should think carefully

about how colour is used in the interface. Colour can improve user interfaces by

helping users understand and manage complexity. However, it is easy to misuse

colour and to create user interfaces that are visually unattractive and error-prone.

Shneiderman gives 14 key guidelines for the effective use of colour in user inter-

faces. The most important of these are:

1. Limit the number ofcolours employed and be conservative how these are used

You should not use more than four or five separate colours in a window and

no more than seven in a system interface. If you use too many, or if they are

too bright, the display may be confusing. Some users may find masses of colour

disturbing and visually tiring. User confusion is also possible if colours are used

inconsistently.

2. Use colour change to show a change in system status If a display changes colour,

this should mean that a significant event has occurred. Thus, in a fuel gauge,

you could use a change of colour to indicate that fuel is running low. Colour

highlighting is particularly important in complex displays where hundreds of

distinct entities may be displayed.

3. Use colour coding to support the task users are trying to perform If they have

to identify anomalous instances, highlight these instances; if similarities are also

to be discovered, highlight these using a different colour.

4. Use colour coding in a thoughtful and consistent way If one part of a system

displays error messages in red (say), all other parts should do likewise. Red

should not be used for anything else. If it is, the user may interpret the red dis-

pIli)' as an error message.

5. Be careful about colour pairings Because of the physiology of the eye, people

cannot focus on red and blue simultaneously. Eyestrain is a likely consequence

of a red on blue display. Other colour combinations may also be visually dis-

turbing or difficult to read.

In general, you should use colour for highlighting, but you should not associate

meanings with particular colours. About 10% of men are colour-blind and may mis-

interpret the meaning. Human colour perceptions are different, and there are dif-

ferent conventions in different professions about the meaning of particular colours.

Users with different backgrounds may unconsciously interpret the same colour in

different ways. For example, to a driver, red usually means danger. However, to a

chemist, red means hot.

As well as presenting application information, systems also communicate with

users through messages that give information about errors and the system state. A

user's first experience of a software system may be when the system presents an
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Factor Description
Figure 16.1 0 Design
factors in message
wording

Context

ｅｸｰ･ｾ･ｮ｣･

Skill !lwei

Style

Culture

Wherever possible, the messages generated by the system should
reflect the current user context As far as is possible, the system
should be aware of what the user is doing and should generate
messages that are relevant to their current activity

As users become familiar with a system they become irritated by
long. 'meaningful' messages. However, beginners find it difficult
to understand short, terse statements of a problem. You should
provide both types of message and allow the user to control
message conciseness.

Messages should be tailored to the users' skills as well as their
experience. Messages for the different classes of users may be
expressed in different ways depending on the ｴ･ｾｩｮｯｬｯｧｹ that is
familiar to the reader.

Messages should be positive rather than negative. They should
use the active rather than the passive mode of address. They
should never be insulting or try to be funny.

Wherever possible, the designer of messages should be familiar
with the culture of the country where the system is sold. There
are distinct cultural differences between Europe, Asia and
America. A suitable message for one culture might be
unacceptable in another.

error message. ｉｮｲｾｸｰ･ｲｩ･ｮ｣･､ users may start work, make an initial error and imm -

diately have to understand the resulting error message. This can be difficult enough

for skilkd software engineers. It is often impossible for inexperienced or casual sys-

tem users. Factors that you should take into account when designing system mes-

sages are shown lin Figure 16.10.

You i.hould anticipate the background and experience of users when designing

error messages .. For example, say a system user is a nurse in an intensive-care ward

in a hos;Jital. Patient monitoring is carried out by a computer system. To view a

patient's current state (heart rate, temperature, etc.), the nurse selects 'display' from

a menu and inputs the patient's name in the box, as shown in Figure 16.11.

In this case, let's assume that the nurse has misspelled the patient's name and

has typed 'MacDonald' instead of 'McDonald'. The system generates an error mes-

sage. Enor messages should always be polite, concise, consistent and constructive.

They must not be abusive and should not have associated beeps or other noises that

might embarrass the user. Wherever possible, the message should suggest how the

error might be iColTected. The error message should be linked to a context-sensitive

online help system.

Figurl: 16.12 shows examples of good and bad error messages. The left-hand mes-

sage is badly designed. It is negative (it accuses the user of making an error), it is

not tailo:'ed to ｴｨｬｾ user's skill and experience level, and it does not take context
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Figure 16.11 An
input text box used
by a nurse

I P1u.. type the p8tient Mme In the box then dick on OK i
PIdient .......

IMacDonald, R. ,

o (eancel)

System-oriented enor message User-oriented enor message

Enor.27

Invalid patient id

R. MacDonald is not a registered patient

Click on Patients for a list of patients
Click on Retry to re-input the patient's name
Click on Help for more information

[1J
ｾＭＭＭ｟ ...o

Figure 16.12 System
and user-oriented
error messages

information into account. It does not suggest how the situation might be rectified.

It uses system-specific terms (patient id) rather than user-oriented language. Th

right-hand message is better. It is positive, implying that the problem is a system

rather than a user problem. It identifies the problem in the nurse's terms and offers

an easy way to correct the mistake by pressing a single button. The help system is

available if required.

16.2 The UI design process

User interface (UI) design is an iterative process where users interact with designers

and interface prototypes to decide on the features, organisation and the look and feel

of the system user interface. Sometimes, the interface is separately prototyped in par-

allel with other software engineering activities. More commonly, especially where iter-

ative development is used, the user interface design proceeds incrementally as the software

is developed. In both cases, however, before you start programming, you should have

developed and, ideally, tested some paper-based designs.

The overall UI design process is illustrated in Figure 16.13. There are three core

activities in this process:
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1. Usel analysis In the user analysis process, you develop an understanding of

the tasks that users do, their working environment, the other systems that they

use, how they interact with other people in their work and so on. For products

with a diverse range of users, you have to try to develop this understanding

through focus groups, trials with potential users and similar exercises.

2. SystEm prototyping User interface design and development is an iterative pro-

cess. Although users may talk about the facilities they need from an interface,

it is very difficult for them to be specific until they see something tangible.

Therefore, you have to develop prototype systems and expose them to users,

who ca11. then guide the evolution of the interface.

3. ｬｮｴ･ｾｲ｡｣･ evaluation Although you will obviously have discussions with users

during the prototyping process, you should also have a more formalised eval-

uation activity where you collect information about the users actual experi-

ence with the interface.

I focu:; 011. user analysis and interface evaluation in this section with only a brief

discussio1 of specific user interface prototyping techniques. I cover more general

issues in prototyping and prototyping techniques in Chapter 17.

The scheduling of UI design within the software process depends, to some extent,

on other activities. As I discuss in Chapter 7, prototyping may be used as part of

the requirements e:ngineering process and, in this case, it makes sense to start the

UI design process at that stage. In iterative processes, discussed in Chapter 17, UI

design is integrated with the software development. Like the software itself, the UI

may haVE to be refactored and redesigned during development.
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Figure 16.14 A library
interaction scenario Jane is a religious studies student writing an essay on Indian architecture

and how it has been influenced by religious practices. To help her
understand this, she would like to access pictures of details on notable
buildings but can't find anything in her local library. She approaches the
subject librarian to discuss her needs and he suggests search terms that
she might use. He also suggests libraries in New Delhi and London that
might ha e this material, so he and Jane log on to the library catalogues
and search using these terms. They find some source material and place a
request for photocopies of the pictures with architectural details, to be
posted directly to Jane.

16.3 User analysis

A critical UI design activity is the analyses of the user activities that are to be sup-

ported by the computer system. If you don't understand what users want to do with

a system, then you have no realistic prospect of designing an effective user inter-

face. To develop this understanding, you may use techniques such as task analysis,

ethnographic studies, user interviews and observations or, commonly, a mixture of

all of these.

A challenge for engineers involved in user analysis is to find a way to describe

user analyses so that they communicate the essence of the tasks to other designers

and to the users themselves. Notations such as UML sequence charts may be able

to describe user interactions and are ideal {or communicating with software engi-

neers. However, other users may think of these charts as too technical and will not

try to understand them. Because it is very important to engage users in the design

process, you therefore usually have to develop natural language scenarios to

describe user activities.

Figure 16.14 is an example of a natural language scenario that might have been

developed during the specification and design process for the LIBSYS system. It

describes a situation where LIBSYS does not exist and where a student needs to

retrieve information from another library. From this scenario, the designer can see

a number of requirements:

1. Users might not be aware of appropriate search terms. They may need to access

ways of helping them choose search terms.

2. Users have to be able to select collections to search.

3. Users need to be able to carry out searches and request copies of relevant material.

You should not expect user analysis to generate very specific user interface require-

ments. Normally, the analysis helps you understand the needs and concerns of the
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system lsers. As you become more aware of how they work, their concerns and

their constraints, your design can take these into account. This means that your ini-

tial desi!:ns (which you will refine through prototyping anyway) are more likely to

be acceptable to users and so convince them to become engaged in the process of

design ｲ ･ ｦ ｩ ｮ ･ ｩ ｬ ｬ ｬ ｾ ｮ ｴ Ｎ

Analysl's ｴ･｣ｨｮＺＮＮＺＮＮｩｱｬＮｵＺＮＮＺＮＮ･ＺＺＮＮＺｳｾ __. _

As I suggested in the previous section, there are three basis user analysis techniques:

task analysis, intenriewing and questionnaires, and ethnography. Task analysis and inter-

viewing focus on the individual and the individual's work, whereas ethnography takes

a broader perspective and looks at how people interact with each other, how they arrange

their working environment and how they cooperate to solve problems.

There are various forms of task analysis (Diaper, 1989), but the most commonly

used is Hierarchical Task Analysis (HTA). HTA was originally developed to help

with writmg USf:r manuals, but it can also be used to identify what users do to achieve

some goal. In lITA, a high-level task is broken down into subtasks, and plans are

identified that specify what might happen in a specific situation. Starting with a user

goal, you draw a hierarchy showing what has to be done to achieve that goal. Figure
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16.15 illustrates this approach using the library scenario introduced in Figure 16.14.

In the HTA notation, a line under a box normally indicates that it will not be decom-

posed into more detailed subtasks.

The advantage of HTA over natural language scenarios is that it forces you to

consider each of the tasks and to decide whether these should be decomposed. With

natural language scenarios, it is easy to miss important tasks. Scenarios also

become long and boring to read if you want to add a lot of detail to them.

The problem with this approach to describing user tasks is that it is best suited

to tasks that are sequential processes. The notation becomes awkward when you try

to model tasks that involve interleaved or concurrent activities or that involve a very

large number of subtasks. Furthermore, HTA does not record why tasks are done

in a particular way or constraints on the user processes. You can get a partial view

of user activities from HTA, but you need additional information to develop a fuller

understanding of the UI design requirements.

Normally, you collect information for HTA through observing and interviewing

users. In this interviewing process, you can collect some of this additional infor-

mation and record it alongside the task analyses. When interviewing to discover

what users actually do, you should design interviews so that users can provide any

information that they (rather than you) feel is relevant. This means you should not

stick rigidly to prepared list of questions. Rather, your questions should be open-

ended and should encourage users to tell you why they do things as well as what

they actually do.

Interviewing, of course, is not just a way of gathering information for task anal-

ysis-it is a general information-gathering technique. You may decide to supple-

ment individual interviews with group interviews or focus groups. The advantage

of using focus groups is that users stimulate each other to provide information and

may end up discussing different ways that they have developed of using systems.

Task analysis focuses on how individuals work but, of course, most work is actu-

ally cooperative. People work together to achieve a goal, and users find it difficult

to discuss how this cooperation actually takes place. Therefore, direct observation

of how users work and use computer-based systems is an important additional tech-

nique of user analysis.

One approach to direct observation that has been used in a wide variety of set-

tings is ethnography (Suchman, 1983; Hughes, et a!., 1997: Crabtree, 2003). I dis-

cussed ethnography in Chapter 7 as a technique that supports requirements

engineering. Ethnographers closely observe how people work, how they interact with

others and how features in the workplace are used to support their work. The advan-

tage of ethnography is that the ethnographer can observe intuitive actions and infor-

mal collaborations that can then spark further discussions about the work.

As an example of how ethnography can influence user interface design, Figure

16.16 is a fragment from a report of an ethnographic study on air traffic controllers

in which I was involved (Bentley, et a!., 1992). We were interested in the interface

design for a more automated ATC system and we learned two important things from

these observations:
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16.4 • User interface prototyping 381

Air traffic control involves a number of control 'suites' where the suites
controlling adjacent sectors of airspace are physically located next to each
other. Flights in a sector are represented by paper strips that are fitted into
wooden racks in an order that reflects their position in the sector. If there
are not enough slots in the rack (i.e. when the airspace is very busy),
contfCIliers spread the strips out on the desk in front of the rack. When we
were observing controllers, we noticed that controllers regularly glanced at
the strip racks in the adjacent sector. We pointed this out to them and
asked them why they did this. They replied that, when the adjacent
contfCIlier has !>1rips on his or her desk, then this means that a lot of flights
will ｢ｬｾ entering their sector. They therefore tried to increase the speed of
aircraft in the sector to 'clear space' for the incoming aircraft.

I. Controllers had to be able to see all flights in a sector (this was why they spread

strip:; out on the desk). Therefore, we should avoid using scrolling displays where

flights disappeared off the top or bottom of the display.

2. The ｩ ｮ ｴ Ｈ ｾ ｲ ｦ ｡ ｣ ･ should have some way of telling controllers how many flights

are in adjacent sectors so that controllers can plan their work load.

Checking adjacent sectors was an automatic controller action and it is very likely

that they would not have mentioned this in discussions of the ATC process. It was

only through direct observation that we discovered these important requirements.

None of these user analysis techniques, on their own, give you a complete pic-

ture of what USf:rS actually do. They are complementary approaches that you should

use togetler to help you understand what users do and get insights into what might

be an appropriate user interface design.

16.4 User linterface prototyping

Because of the dynamic nature of user interfaces, textual descriptions and diagrams

are not good! enough for expressing user interface requirements. Evolutionary or

explorato)' prototyping with end-user involvement is the only practical way to design

and develop graphical user interfaces for software systems. Involving the user in

the deslgl and development process is an essential aspect of user-centred design

(Norman and Draper, 1986), a design philosophy for interactive systems.

The ai m of prototyping is to allow users to gain direct experience with the inter-

face. Mo:;t of us find it difficult to think abstractly about a user interface and to

explain exactly what we want. However, when we are presented with examples, it

is easy to identify the characteristics that we like and dislike.
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Ideally, when you are prototyping a user interface, you should adopt a two-stage

prototyping process:

1. Very early in the process, you should develop paper prototypes-mock-ups of

screen designs-and walk through these with end-users.

2. You then refine your design and develop increasingly sophisticated automated

prototypes, then make them available to users for testing and activity

simulation.

Paper prototyping is a cheap and surprisingly effective approach to prototype devel-

opment (Snyder, 2003). You don't need to develop any executable software and the

designs don't have to be drawn to professional standards. You can draw paper ver-

sions of the system screens that users interact with and design a set of scenarios

describing how the system might be used. As a scenario progresses, you sketch the

information that would be displayed and the options available to users.

You then work through these scenarios with users to simulate how the system

might be used. This is an effective way to get users' initial reactions to an inter-

face design, the information they need from the system and how they would nor-

mally interact with the system.

Alternatively, you can use a storyboarding technique to present the interface design.

A storyboard is a series of sketches that illustrate a sequence of interactions. This

is less hands-on but can be more convenient when presenting the interface propos-

als to groups rather than individuals.

After initial experiments with a paper prototype, you should implement a software

prototype of the interface design. The problem, of course, is that you need to have

some system functionality with which the users can interact. If you are prototyping the

ill very early in the system development process, this may not be available. To get

around this problem, you can use 'Wizard of Oz' prototyping (see the web page for

an explanation if you haven't seen the film). In this approach, users interact with what

appears to be a computer system, but their inputs are actually channelled to a hidden

person who simulates the system's responses. They can do this directly or by using

some other system to compute the required responses. In this case, you don't need to

have any executable software apart from the proposed user interface.

Further prototyping experiments may then be carried out using either an evolu-

tionary or a throw-away approach. I discuss these approaches to prototyping in Chapter

17, where I also describe a range of techniques that can be used for prototyping

and rapid application development. There are three approaches that you can use for

user interface prototyping:

1. Script-driven approach If you simply need to explore ideas with users, you can

use a script-driven approach such as you'd find in Macromedia Director. In

this approach, you create screens with visual elements, such as buttons and menus,

and associate a script with these elements. When the user interacts with these
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screens, the script is executed and the next screen is presented, showing them

the Jesuits of their actions. There is no application logic involved.

2. Visu21 programming languages Visual programming languages, such as Visual

Basi:, incorporate a powerful development environment, access to a range of

reusable ｯｬＺＺｾ･｣ｴｳ and a user-interface development system that allows interfaces

to ｢｣ｾ created quickly, with components and scripts associated with interface

objects. I describe visual development systems in Chapter 17.

3. Intemet·based prototyping These solutions, based on web browsers and lan-

guages such as Java, offer a ready-made user interface. You add functionality

by a!.sociatmg segments of Java programs with the information to be displayed.

These segments (called applets) are executed automatically when the page is

ｬｯ｡､ｬｾ､ into the browser. This approach is a fast way to develop user interface

prototypes, but there are inherent restrictions imposed by the browser and the

Java security model.

Protot:,ping is obviously closely associated with interface evaluation. Formal eval-

uation is unlikely to be cost-effective for early prototypes, so what you are trying

to achieve at this stage is a 'formative evaluation' where you look for ways in which

the interf:lce can be improved. As the prototype becomes more complete, you can

use systematic (:valuation techniques, as discussed in the following section.

16.5 Interface evaluation

Interface evaluation is the process of assessing the usability of an interface and check-

ing that il m(:ets user requirements. Therefore, it should be part of the normal ver-

ification and validation process for software systems. Neilsen (Neilsen, 1993)

includes H good chapter on this topic in his book on usability engineering.

Ideally, an evaluation should be conducted against a usability specification

based on usability attributes, as shown in Figure 16.17. Metrics for these usability

attributes carl be devised. For example, in a learnability specification, you might

state that m operator who is familiar with the work supported should be able to use

80% of the ｳｹｳｴｬｾｭ functionality after a three-hour training session. However, it is

more corrmon to specify usability (if it is specified at all) qualitatively rather than

using metrics. You therefore usually have to use your judgement and experience in

interface evaluation.

Systematic evaluation of a user interface design can be an expensive process involv-

ing cognilive sCllentists and graphics designers. You may have to design and carry

out a stat: stically significant number of experiments with typical users. You may

need to Ui;e specially constructed laboratories fitted with monitoring equipment. A

user interface evaluation of this kind is economically unrealistic for systems devel-

oped by small organisations with limited resources.
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Figure 16.17
Usability attributes

Attribute Description

Leamability How long does it take a new user to become productive with
the system?

Speed of operation How well does the system response match the user's work
practice?

Robustness How tolerant is the system of user error?

Recoverability How good is the system at recovering from user errors?

Adaptability How closely is the system tied to a single model of work?

There are a number of simpler, less expensive techniques of user interface eval-

uation that can identify particular user interface design deficiencies:

1. Questionnaires that collect information about what users thought of the inter-

face;

2. Observation of users at work with the system and 'thinking aloud' about how

they are trying to use the system to accomplish some task;

3. Video 'snapshots' of typical system use;

4. The inclusion in the software of code which collects information about the most-

used facilities and the most common errors.

Surveying users by questionnaire is a relatively cheap way to evaluate an inter-

face. The questions should be precise rather than general. It is no use asking ques-

tions such as 'Please comment on the usability of the interface' as the responses

will probably vary so much that you won't see any common trend. Rather, specific

questions such as 'Please rate the understandability of the error messages on a scale

from 1 to 5. A rating of 1 means very clear and 5 means incomprehensible' are bet-

ter. They are both easier to answer and more likely to provide useful information

to improve the interface.

Users should be asked to rate their own experience and background when fill-

ing in the questionnaire. This allows the designer to find out whether users from

any particular background have problems with the interface. Questionnaires can even

be used before any executable system is available if a paper mock-up of the inter-

face is constructed and evaluated.

Observation-based evaluation simply involves watching users as they use a sys-

tem, looking at the facilities used, the errors made and so on. This can be supple-

mented by 'think aloud' sessions where users talk about what they are trying to

achieve, how they understand the system and how they are trying to use the sys-

tem to accomplish their objectives.
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Relatively low-cost video equipment means that you can record user sessions for

later analysis. Complete video analysis is expensive and requires a specially

equipped evaluation suite with several cameras focused on the user and on the screen.

However, video recording of selected user operations can be helpful in detecting

problems. Other evaluation methods must be used to find out which operations cause

user ､ ｩ ｬ ｴ ｩ ｣ ｬ ｬ ｬ ｴ ｩ ｬ ｾ ｳ Ｎ

Analysis of recordings allows the designer to find out whether the interface requires

too mu:h hand movement (a problem with some systems is that users must regu-

larly move their hand from keyboard to mouse) and to see whether unnatural eye

movements are necessary. An interface that requires many shifts of focus may mean

that the user makes more errors and misses parts of the display.

Instlllmenting code to collect usage statistics allows interfaces to be improved

in a nunbt:r of ways. The most common operations can be detected. The interface

can be reorganised so that these are the fastest to select. For example, if pop-up or

pull-down menus are used, the most frequent operations should be at the top of the

II
KEY POINTS

II
User interface principles covering user familiarity, consistency, minimal surprise,
recoverability, user guidance and user diversity help guide the design of user interfaces.

Styles of interaction with a software system include direct manipulation, menu systems,

form fill-in, commanc languages and natural language.

Graphical informatioll displi!y should be used when it is intended to present trends and
approximate values. Digital display should only be used when precision is required.

Colour should be used sparingly and consistently in user interfaces. Designers should take

account of the fact that a significant number of people are colour-blind.

The user interface design process includes sub-processes concerned with user analysis,
interface prototyping and interface evaluation.

The aim of user anal1lsis is to sensitise designers to the ways in which users actually work.
You should use diffel'ent techniques-task analysis, interviewing and observation-during

user analysis.

User interface ｰｲｯｴｯｴｾｰ･ development should be a staged process with early prototypes
based on paper versions of the interface that, after initial evaluation and feedback, are used

as a basis for automated prototypes.

The goals of user ｩｮｴｬｾｲｦ｡｣･ evaluation are to obtain feedback on how a UI design can be
improved and to aSSI!SS whether an interface meets its usability requirements.
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menu and destructive operations towards the bottom. Code instrumentation also allows

error-prone commands to be detected and modified.

Finally, it is easy to give users a 'gripe' command that they can use to pass mes-

sages to the tool designer. This makes users feel that their views are being consid-

ered. The interface designer and other engineers can gain rapid feedback about

individual problems.

None of these relatively simple approaches to user interface evaluation is fool-

proof and they are unlikely to detect all user interface problems. However, the tech-

niques can be used with a group of volunteers before a system is released without

a large outlay of resources. Many of the worst problems of the user interface design

can then be discovered and corrected.

FURTHER READING.·_·_!! I.
Human-Computer Interaction, 3rd ed. A good general text whose strengths are a focus on design
issues and cooperative work. (A. Dix, et aI., 2004, Prentice Hall.)

Interaction Design. The focus of this book is on designing interaction with computer·based
systems. It presents much of the same material as Human-Computer Interaction but in a quite
different way. Both books are well written and worth reading. (J. Preece, et aI., 2002, John Wiley &

Sons.)

'Usability Engineering'. This special issue of IEEE Software includes a number of articles on
usability that have been written specifically for readers with a software engineering background.
(IEEE Software, 18(1), January 2001.)

EXERCISESIIB 1 _

16.1 I suggested in Section 16.1 that the objects manipulated by users should be drawn from their
domain rather than from a computer domain. Suggest appropriate objects for the following

users and systems.

• A warehouse assistant using an automated parts catalogue

• An airline pilot using an aircraft safety monitoring system

• A manager manipulating a financial database

• A policeman using a patrol car control system

16.2 Suggest situations where it is unwise or impossible to provide a consistent user interface.
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Software reuse

Objectives

The objectives of this chapter are to introduce software reuse and to

explain how reuse contributes to the software development process.

When you have read this chapter, you will:

• understand the benefits and problems of reusing software when

dl!veloping new systems;

• have learned several ways to implement software reuse;

• understand concept reuse and how reusable concepts can be

represented as patterns or embedded in program generators;

• have learned how systems can be developed quickly by composing

large, off-the-shelf applications;

• have been introduced to software product lines that are made up of

a common core architecture and configurable, reusable components.

Contents

18.1 The reuse landscape

18.2 Design patterns

18.3 Generator-based reuse

18.4 Application frameworks

18.5 Application system reuse
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The design process in most engineering disciplines is based on reuse of existing

systems or components. Mechanical or electrical engineers do not nonnaIly spec-

ify a design where every component has to be manufactured specially. They base

their design on components that have been tried and tested in other systems. These

are not just small components such as flanges and valves but include major sub-

systems such as engines, condensers or turbines.

Reuse-based software engineering is a comparable software engineering strategy

where the development process is geared to reusing existing software. Although the

benefits of reuse have been recognised for many years (McIlroy, 1968), it is only

in the past 10 years that there has been a gradual transition from original software

development to reuse-based development. The move to reuse-based development

has been in response to demands for lower software production and maintenance

costs, faster delivery of systems and increased software quality. More and more com-

panies see their software as a valuable asset and are promoting reuse to increase

their return on software investments.

Reuse-based software engineering is an approach to development that tries to

maximise the reuse of existing software. The software units that are reused may be

of radically different sizes. For example:

I. Application system reuse The whole of an application system may be reused

by incorporating it without change into other systems, by configuring the

application for different customers or by developing application families that

have a common architecture but are tailored for specific customers. I cover appli-

cation system reuse in Section 18.5.

2. Component reuse Components of an application ranging in size from sub-systems

to single objects may be reused. For example, a pattern-matching system

developed as part of a text-processing system may be reused in a database man-

agement system. This is covered in Chapter 19.

3. Object and function reuse Software components that implement a single func-

tion, such as a mathematical function or an object class, may be reused. This

fonn of reuse, based around standard libraries, has been common for the past

40 years. Many libraries of functions and classes for different types of appli-

cation and development platfonn are available. These can be easily used by

linking them with other application code. In areas such as mathematical algo-

rithms and graphics, where specific expertise is needed to develop objects and

functions, this is a particularly effective approach.

Software systems and components are specific reusable entities, but their specific

nature sometimes means that it is expensive to modify them for a new situation. A

complementary fonn of reuse is concept reuse where, rather than reuse a component,

the reused entity is more abstract and is designed to be configured and adapted for a

range of situations. Concept reuse can be embodied in approaches such as design pat-

terns, configurable system products and program generators. The reuse process, when

concepts are reused, includes an instantiation activity where the abstract concepts are
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Benefit Explanation

Increased dependability Reused software, which has been tried and tested in
working systems, should be more dependable than
new software because its design and implementation
faults have already been found and fIXed.

Reduced proc:ess risk The cost of existing software is already known, while
the costs of development are always a matter of
judgement This is an important factor for project
management because it reduces the margin of error in
project cost estimation. This is particularly true when
relatively large software components such as sub-
systems are reused.

Effective use of specialists Instead doing the same work over and over, these
application specialists can develop reusable software
that encapsulates their knowledge.

Standilrds compliance Some standards, such as user interface standards, can
be implemented as a set of standard reusable
components. For example, if menus in a user interface
are implemented using reusable components, all
applications present the same menu formats to users.
The use of standard user interfaces improves
dependability because users are less likely to make
mistakes when presented with a familiar interface.

Accelerated development Bringing a system to market as early as possible is
often more important than overall development costs.
Reusing software can speed up system production
because both development and validation time should
be reduced.

configured for a specific situation. I cover two of these approaches to concept reuse-

design patterns and program generation-later in this chapter.

An obvious advantage of software reuse is that overall development costs should

be reduced. Fewer software components need be specified, designed, implemented

and validated. However, cost reduction is only one advantage of reuse. In Figure

18.1, I have listed other advantages of reusing software assets.

However, there are also costs and problems associated with reuse (Figure 18.2).

In particular, there is a significant cost associated with understanding whether a com-

ponent i:; suitable for reuse in a particular situation and in testing that component

to ･ｮｳｵｲｬｾ its ､ｴｾｰ･ｮ､｡｢ｩｬｩｴｹＮ These additional costs may inhibit the introduction of

reuse and may mean that the reductions in overall development cost through reuse

may be less than anticipated.

Systematic reuse does not just happen-it must be planned and introduced

through an ｯｲｧｾｭｩｳ｡ｴｩｯｮＭｷｩ､･ reuse programme. This has been recognised for many

years in Japan (Matsumoto, 1984), where reuse is an integral part of the Japanese
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Figure 18.2 Problems
with reuse

Problem Explanation

Increased maintenance

costs

Lack of tool support

Not-invented-here
syndrome

Creating and maintaining
a component library

Finding. understanding
and adapting reusable
components

If the source code of a reused software system
or component is not available then maintenance
costs may be increased because the reused elements
of the system may become increasingly incompatible
with system changes.

CASE toolsets may not support development with
reuse. It may be difficult or impossible to integrate
these tools with a component library system. The
software process assumed by these tools may not
take reuse into account

Some software engineers prefer to rewrite
components because they believe they can improve
on them. This is partly to do with trust and partly to
do with the fact that writing original software is seen
as more challenging than reusing other people's
software.

Populating a reusable component library and
ensuring the software developers can use this library
can be expensive. Our current techniques for
classifying. cataloguing and retrieving softwa e
components are immature.

Software components have to be discovered in a
library, understood and, sometimes, adapted to
work in a new environment Engineers must be
reasonably confident of finding a component in the
library before they will make include a component
search as part of their normal development process.

'factory' approach to software development (Cusamano, 1989). Companies such as

Hewlett-Packard have also been very successful in their reuse programs (Griss and

Wosser, 1995), and their experience has been incorporated in a general book by

Jacobsen et aI. (Jacobsen, et aI., 1997).

18.1 The reuse landscape

Over the past 20 years, many techniques have been developed to support software

reuse. These exploit the facts that systems in the same application domain are sim-

ilar and have potential for reuse, that reuse is possible at different levels (from sim-

ple functions to complete applications), and that standards for reusable components
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facilitate reuse. Figure 18.3 shows a number of ways to support software reuse, each

of which is briefly described in Figure 18.4.

Given this array of techniques for reuse, the key question is which is the most

appropriate technique to use? Obviously, this depends on the requirements for the

system being developed, the technology and reusable assets available, and the exper-

tise of the development team. Key factors that you should consider when planning

reuse are:

1. The development schedule for the software If the software has to be developed

quickly, you should try to reuse off-the-shelf systems rather than individual com-

ponents. These are large-grain reusable assets. Although the fit to requirements

may be imperfect, this approach minimises the amount of development

required.

2. The expected software lifetime If you are developing a long-lifetime system, you

should focus on the maintainability of the system. In those circumstances, you

should not just think about the immediate possibilities of reuse but also the long-

term implications. You will have to adapt the system to new requirements, which

will probably mean making changes to components and how they are used. If

yOl do not have access to the source code, you should probably avoid using com-

porlents and systems from external suppliers; you cannot be sure that these sup-

plitfs will be able to continue supporting the reused software.

3. The background, skills and experience of the development team All reuse tech-

nobgies are fairly complex and you need quite a lot of time to understand and

use them effectively. Therefore, if the development team has skills in a par-

ticLlar area, this is probably where you should focus.

4. The criticality of the software and its non-functional requirements For a criti-

cal system that has to be certified by an external regulator, you may have to

create a dependability case for the system (discussed in Chapter 24). This is
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Generic abstractions that occur across applications are
represented as design patterns showing abstract and
concrete objects and interactions.

Systems are developed by integrating components
(collections of objects) that conform to component-
model standards. This is covered in Chapter 19.

Collections of abstract and concrete classes can be
adapted and extended to create application systems.

legacy systems (see Chapter 2) that can be 'wrapped
by defining a set of interfaces and providing access to
these legacy systems through these interfaces.

Systems are developed by linking shared services,
which may be extemally provided.

An application type is generalised around a common
architecture so that it can be adapted for different
customers.

Systems are developed by integrating existing
application systems.

Ageneric system is designed so that it can be
configured to the needs of specific system customers.

Class and function libraries implementing commonly
used abstractions are available for reuse.

Agenerator system embeds knowledge of a particular
type of application and can generate systems or system
fragments in that domain.

Shared components are woven into an application at
different places when the program is compiled.

difficult if you don't have access to the source code of the software. If your

software has stringent perfonnance requirements, it may be impossible to use

strategies such as reuse through program generators. These systems tend to gen-

erate relatively inefficient code.

5. The application domain In some application domains, such as manufacturing

and medical infonnation systems, there are several generic products that may

be reused by configuring them to a local situation. If you are working in such

a domain, you should always consider these an option.
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6. The platform on which the system will run Some components models, such as

COM/Active X, are specific to Microsoft platforms. If you are developing on

such a platform, this may be the most appropriate approach. Similarly, generic

application systems may be platform-specific and you may only be able to reuse

these if your system is designed for the same platform.

The range of available reuse techniques is such that, in most situations, there is

the possibility of some software reuse. Whether or not reuse is achieved is often a

ｭ｡ｮ｡ｧｬｾｲｩ｡ｬ rather than a technical issue. Managers may be unwilling to compro-

mise their requirements to allow reusable components to be used, or they may decide

that original component development would help create a software asset base. They

may not unde:rstand the risks associated with reuse as well as they understand the

risks of original development. Therefore, although the risks of new software devel-

opmenl may be higher, some managers may prefer known to unknown risks.

18.2 Design patterns

When fOU try to reuse executable components, you are inevitably constrained by

detailed design decisions that have been made by the implementers of these com-

ponents. These range from the particular algorithms that have been used to imple-

ment the components to the objects and types in the component interfaces. When

these design decisions conflict with your particular requirements, reusing the com-

ponent is either impossible or introduces inefficiencies into your system.

One way alround this is to reuse abstract designs that do not include implemen-

tation detail. You can implement these to fit your specific application requirements.

The first insumces of this approach to reuse came in the documentation and publi-

cation of fundamental algorithms (Knuth, 1971) and, later, in the documentation of

abstract data lypes such as stacks, trees and lists (Booch, 1987). More recently, this

approach to r,euse has been embodied in design patterns.

Design patterns were derived from ideas put forward by Christopher Alexander

(Alexander, et al., 1977), who suggested that there were certain patterns of building

design that Wf:re common and that were inherently pleasing and effective. The pattern

is a descriptiolll of the problem and the essence of its solution, so that the solution may

be reused in different settings. The pattern is not a detailed specification. Rather, you

can think of it as a description of accumulated wisdom and experience, a well-tried

solution to a (:ommon problem. A quote from the hillside.net web site, which is ded-

icated to maintaining information about patterns, encapsulates their role in reuse:

Patterns and Pattern Languages are ways to describe best practices, good

designs. and capture experience in a way that it is possible for others to reuse

this experience.
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Most designers think of design patterns as a way of supporting object-oriented design.

Patterns often rely on object characteristics such as inheritance and polymorphism to

provide generality. However, the general principle of encapsulating experience in a

pattern is one that is equally applicable to all software design approaches.

Gamma et al. (Gamma, et ai., 1995) define the four essential elements of design

patterns:

1. A name that is a meaningful reference to the pattern

2. A description of the problem area that explains when the pattern may be applied

3. A solution description of the parts of the design solution, their relationships

and their responsibilities. This is not a concrete design description. It is a tem-

plate for a design solution that can be instantiated in different ways. This is

often expressed graphically and shows the relationships between the objects and

object classes in the solution.

4. A statement of the consequences-the results and trade-offs-of applying the

pattern. This can help designers understand whether a pattern can be effectively

applied in a particular situation.

These essential elements of a pattern description may be decomposed, as shown

in the example in Figure 18.5. For example, Gamma and his co-authors break down

the problem description into motivation (a description of why the pattern is useful)

and applicability (a description of situations where the pattern may be used). Under

the description of the solution, they describe the pattern structure, participants, col-

laborations and implementation.

To illustrate pattern description, I use the Observer pattern, taken from the book

by Gamma et ai. This pattern can be used in a variety of situations where different

presentations of an object's state are required. It separates the object that must be

displayed from the different forms of presentation. This is illustrated in Figure 18.6,
which shows two graphical presentations of the same data set. In my description, I

use the four essential description elements and supplement these with a brief state-

ment of what the pattern can do.

Graphical representations are normally used to illustrate the object classes that

are used in patterns and their relationships. These supplement the pattern descrip-

tion and add detail to the solution description. Figure 18.7 is the representation in

UML of the Observer pattern.

A huge number of published patterns are now available (see the book web pages

for links) covering a range of application domains and languages. The notion of a

pattern as a reusable concept has been developed in a number of areas apart from

software design, including configuration management, user interface design and inter-

action scenarios (Berczuk and Appleton, 2002; Borchers, 200 I; Martin, et ai., 200 I;

Martin, et al., 2002).

The use of patterns is an effective form of reuse. However, I am convinced that

only experienced software engineers who have a deep knowledge of patterns can

use them effectively. These developers can recognise generic situations where a pattern
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Patla.,1 na....: Observer

DeIcrIlptIon: Separates the display of the state of an object from the object itself
and allows alternative displays to be provided. When the object state changes, all
displa115 are automatically notified and updated to reflect the change.

Problom description: In many situations, it is necessary to provide multiple displays
of some state information, such as a graphical display and a tabular display. Not all
of the:;e may be known when the information is specified. All alternative
preserltations may support interaction and, when the state is changed, all displays
must be updated.

This p,'ttern may be used in all situations where more than one display format for
state information may be required and where it is not necessary for the object that
maintclins the state information to know about the specific display formats used.

SoIutlDn clesatptlon: The structure of the pattern is shown in Figure 18.7. This
defines two abstract objects, Subject and Observer, and two concrete objects,
ConcmteSubject and Concreteobject, which inherit the attributes of the related
abstral:t objec:ts. The state to be displayed is maintained in ConcreteSubject, which
also irherits operations from Subject allowing it to add and remove Observers and
to ｩｳｳｾ･ a not.ification when the state has changed.

The ConcreteObserver maintains a copy of the state of ConcreteSubject and
implernents the Update 0 interface of Observer that allows these copies to be kept
in step. The C:oncreteObserver automatically displays its state-this is not normally an
interfa ce opel'ation.

ConHquanatI: The subject only knows the abstract Observer and does not know
details of the concrete class. Therefore there is minimal coupling between these
object;. Because of this lack of knowledge, optimisations that enhance display
perfonnance iare impractical. Changes to the subject may cause a set of linked
Updatl!S to observers to be generated some of which may not be necessary.

can be applied. Inexperienced programmers, even if they have read the pattern books,

will ｡ｬｷｾＮｹｳ find it hard to decide whether they can reuse a pattern or need to develop

a special-purpose solution.

18.3 Generator-based reuse

Concept reuse Ithrough patterns relies on describing the concept in an abstract way

and leavmg it up to the software developer to create an implementation. An alter-

native approach to this is generator-based reuse (Biggerstaff, 1998). In this

approach. reusable knowledge is captured in a program generator system that can

be programmed by domain experts using either a domain-oriented language or an

interactive CASE tool that supports system generation. The application description

specifies, in an abstract way, which reusable components are to be used, how they
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are to be combined and their pararneterisation. Using this information, an opera-

tional software system can be generated (Figure 18.8).

Generator-based reuse takes advantage of the fact that applications in the same

domain, such as business systems, have common architectures and carry out com-

parable functions. For example, as I discussed in Chapter 13, data-processing sys-

tems normally follow an input-process-output model and usually include operations

such as data verification and report generation. Therefore, generic components for

selecting items from a database, checking that these are within range and creating
reports can be created and incorporated in an application generator. To reuse these

components, the programmer simply has to select the data items to be used, the

checks to be applied and the format of reports.

Generator-based reuse has been particularly successful for business application

systems, and there are many different business application generator products avail-

able. These may generate complete applications or may partially automate applica-

tion creation and leave the programmer to fill in specific details. Th

generator-based approach to reuse is also used in other areas, including:
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1. Pan'er generators for language processing The generator input is a grammar

describing the language to be parsed, and the output is a language parser. This

approach is embodied in systems such as lex and yacc for C and JavaCC, a

compiler for Java.

2. ｃｯ､Ｌｾ generators in CASE tools The input to these generators is a software design

and the output is a program implementing the designed system. These may be

based on UML models and, depending on the information in the UML mod-

･ ｬ ｳ Ｌ ｾ ･ ｮ ･ ｲ ｡ ｴ ･ either a complete program or component, or a code skeleton. The

software d,eveloper then adds detail to complete the code.

These approaches to generator-based reuse take advantage of the common struc-

ture of applications in these areas. The technique has also been used in more spe-

cific application domains such as command and control systems (O'Connor, et al.,

1994) and scientific instrumentation (Butler, 1994) where libraries of components

have been developed. Domain experts then use a domain-specific language to com-

pose ｴ ｨ ･ ｾ Ｌ ･ components and create applications. However, there is a high initial cost

in defining and implementing the domain concepts and composition language. This

has meant that many companies are reluctant to take the risks of adopting this approach.

Generator-based reuse is cost-effective for applications such as business data pro-

cessing. It is much easier for end-users to develop programs using generators com-

pared to "ther component-based approaches to reuse. Inevitably, however, there are

inefficiencies in generated programs. This means that it may not be possible to use

this approach in systems with high-performance or throughput requirements.

Generative programming is a key component of emerging techniques of software

developmem that combine program generation with component-based develop-

ment. Czarnecki and Eisenecher's book (Czamecki and Eisenecher, 2000)

､ ･ ｳ ｣ ｲ ｩ ｢ ･ ｾ these newer approaches.

The most developed of these approaches is aspect-oriented software development

(AOSD) (Elrad, et aI., 2001). Aspect-oriented software development addresses one

of the major problems in software design-the problem of separation of concerns.

Separatic1n of concerns is a basic design principle; you should design your software

so that each unit or component does one thing and one thing only. For example, in

the LIBSYS system, there should be a component concerned with searching for doc-

uments. a component concerned with printing documents, a component concerned

with managing downloads, and so on.
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However, in many situations, concerns are not associated with clearly defined appli-

cation functions but are cross-cutting-that is, they affect all of the components in the

system. For example, say you want to keep track of the usage of each of the system

modules by each system user. You therefore have a monitoring concern that has to be

associated with all components. This can't be simply implemented as an object that is

referenced by these components. The specific monitoring that is carried out needs con-

text information from the system function that is being monitored.

In aspect-oriented programming, these cross-cutting concerns are implemented

as aspects and, within the program, you define where an aspect should be associ-

ated. These are called the join points. Aspects are developed separately; then, in a

precompilation step called aspect weaving, they are linked to the join points (Figure

18.9). Aspect weaving is a form of program generation-the output from the

weaver is a program where the aspect code has been integrated. A development of

Java called AspectJ (Kiczales, et al., 2001) is the best-known language for aspect-

oriented development.
AOSD is an important research topic but it has not yet been widely used for

industrial software development. There are problems with this approach-verification

and validation are difficult and we need a better understanding of the relationship

between aspects and non-functional system properties. However, AOSD is rapidly

developing as an important, new software engineering technique. I have therefore

included a chapter on this topic in the new section on Emerging Technologies.

Application frameworks

The early proponents of object-oriented development suggested that objects were

the most appropriate abstraction for reuse. However, experience has shown that objects

are often too fine-grain and too specialised to a particular application. Instead, it
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has becone clear that object-oriented reuse is best supported in an object-oriented

development process through larger-grain abstractions called frameworks.

A framework (or application framework) is a sub-system design made up of a

collection of abstract and concrete classes and the interface between them (Wirfs-

Brock and Johnson, 1990). Particular details of the application sub-system are imple-

mented by adding components and by providing concrete implementations of

abstract (:lasses in the framework. Frameworks are rarely applications in their own

right. ApJlications are normally constructed by integrating a number of frameworks.

Fayad and Schmidt (Fayad and Schmidt, 1997) discuss three classes of framework:

1. System infrastructure frameworks These frameworks support the development

of s) stem infrastructures such as communications, user interfaces and compil-

ers (Schmidt, 1997).

2. Middleware integration frameworks These consist of a set of standards and asso-

ciated object classes that support component communication and information

exchange. Examples of this type of framework include CORBA, Microsoft's

COM+, and Enterprise Java Beans. These frameworks provide support for stan-

dardi sed component models, as discussed in Chapter 19.

3. Ente "prISe application frameworks These are concerned with specific applica-

tion domains such as telecommunications or financial systems (Baumer, et al.,

1997). These embed application domain knowledge and support the develop-

ment of end-user applications.

As thl: name suggests, a framework is a generic structure that can be extended

to create a ｭｯｮｾ specific sub-system or application. It is implemented as a collec-

tion of concrete and abstract object classes. To extend the framework, you may have

to add wncrete classes that inherit operations from abstract classes in the frame-

work. In addition, you may have to define callbacks. Callbacks are methods that

are callec in response to events recognised by the framework.

One 0' the best-known and most widely used frameworks for GUI design is the

Model-Vew-Controller (MVC) framework (Figure 18.10). The MVC framework

was originally proposed in the 1980s as an approach to GUI design that allowed

for multiple presentations of an object and separate styles of interaction with each

of these presentations. The MVC framework supports the presentation of data in

different ways (see Figure 18.6) and separate interaction with each of these pre-

ｳ･ｮｴ｡ｴｩｯｮｾ［ When the data is modified through one of the presentations, all of the

other pre:;entations are updated.

Frameworks are often instantiations of a number of patterns, as discussed in Section

18.2. For example, the MVC framework includes the Observer pattern that is

described in Figure 18.5, the Strategy pattern that is concerned with updating the

model, the Composite pattern and a number of others that are discussed by Gamma

et al. (Gamma, et aI., 1995).
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Applications that are constructed using frameworks can be the basis for further

reuse through the concept of software product lines or application families, as dis-

cussed in Section 18.5.2. Because these applications are constructed using a frame-

work, modifying family members to create new family members is simplified.

However, frameworks are usually more abstract than generic products and thus allow

a wider range of applications to be created.

The fundamental problem with frameworks is their inherent complexity and the

time it takes to learn to use them. Several months may be required to completely

understand a framework, so it is likely that, in large organisations, some software

engineers will become framework specialists. There is no doubt that this is an effec-

tive approach to reuse, but it is very expensive to introduce into software develop-

ment processes.

18.5 Application system reuse

Application system reuse involves reusing entire application systems either by con-

figuring a system for a specific environment or by integrating two or more systems

to create a new application. As I suggested in Section 18.1, application system reuse

is often the most effective reuse technique. It involves the reuse of large-grain assets

that can be quickly configured to create a new system.

In this section, I discuss two types of application reuse: the creation of new sys-

tems by integrating two or more off-the-shelf applications and the development of

product lines. A product line is a set of systems based around a common core archi-

tecture and shared components. The core system is specifically designed to be con-

figured and adapted to suit the specific needs of different system customers.
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18.5.1 COTS product reuse
-------

A commercial-off-the-shelf (COTS) product is a software system that can be used with-

out change by its buyer. Virtually all desktop software and a wide variety of server

products are COTS software. Because this software is designed for general use, it usu-

ally includes many features and functions so has the potential to be reused in differ-

ent applicitions and environments. Although there can be problems with this approach

to system constmction (Tracz, 2001), there is an increasing number of success stories

that demonstrate its viability (Baker, 2002; Balk and Kedia, 2000; Pfarr and Reis, 2002).

Some types of COTS product have been reused for many years. Database systems

are perhaps the best example of this. Very few developers would consider implementing

their own database management system. However, until the mid-1990s, there were only

a few large systl:ms such as database management systems and teleprocessing moni-

tors, that were routinely reused. Most large systems were designed as standalone sys-

tems, and there were often many problems in making these systems work together.

It is now common for large systems to have defined Application Programming

Interfaces (APIs) that allow program access to system functions. This means that

creating large systems such as e-commerce systems by integrating a range of COTS

systems should always be considered as a serious design option. Because of the func-

tionality that these COTS products offer, it is possible to reduce costs and delivery

times by orders of magnitude compared to the development of new software.

Furthennore, risks may be reduced as the product is already available and managers

can see whether it meets their reqUirements.

To de, elop systems using COTS products, you have to make a number of design

choices:

1. Which COTS products offer the most appropriate functionality? If you don't

already have experience with a COTS product, it can be difficult to decide which

product is the most suitable.

2. How will data be exchanged? In general, individual products use unique data

structures and fonnats, and you have to write adaptors that convert from one

representation to another.

3. What features of a product will actually be used? Most COTS products have

more functionality than you need, and functionality is often duplicated across

different products. You have to decide which features in what product are most

appropriate for your requirements. If possible, you should also deny access to

ｵｮｵｳｬｾ､ functionality because this can interfere with nonnal system operation.

The failure of the first flight of the Ariane 5 rocket, discussed in Chapter 19

(Nuseibeh, 1997), was a consequence of failure in unused functionality in a

reused sub-system.

As an illustration of COTS integration, assume that a large organisation wishes

to develop a procurement system that allows staff to place orders from their desk-

top. By introducing this system across the organisation, the company estimates that
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it can save $5 million per year. By centralizing buying, the new procurement sys-

tem can ensure that orders are always made from suppliers who offer the best prices

and should reduce the paperwork costs associated with orders. As with manual sys-

tems, this involves choosing the goods available from a supplier, creating an order,

having the order approved, sending the order to a supplier, receiving the goods and

confirming that payment should be made.

The company has an existing ordering system that is used by the procurement

office. This is already integrated with their invoicing and delivery system. To cre-

ate the new ordering system, they integrate the old one with a web-based e-

commerce platform and an electronic mail system that handles communications with

users. The structure of the final procurement system constructed using COTS is shown

in Figure 18.11.

This procurement system is client-server based, and on the client, standard web

browsing and e-mail software are used. These are already integrated by the soft-

ware suppliers. On the server, the e-commerce platform has to integrate with the

existing ordering system through an adaptor. The e-commerce system has its own

format for orders, conformations of delivery, and so forth, which have to be con-

verted into the format used by the ordering system. The e-commerce system has

built-in integration with the e-mail system to send notifications to users, but the order-

ing system was never designed for this. Therefore, another adaptor has to be writ-

ten to convert the notifications into e-mail messages.

In principle, using a large-scale COTS system is the same as using any other

more specific component. You have to understand the system interfaces and use

them exclusively to communicate with the component; you have to trade-off spe-

cific requirements against rapid development and reuse; and you have to design a

system architecture that allows the COTS systems to operate together.

However, the fact that these products are usually large systems in their own right

and are often sold as separate standalone systems introduces additional .problems.

Boehm and Abts (Boehm and Abts, 1999) discuss four problems with COTS sys-

tem integration:
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1. Lack ofcontrol over functionality and performance Although the published inter-

face of a product may appear to offer the required facilities, these may not be

properly implemented or may perform poorly. The product may have hidden

operations that interfere with its use in a specific situation. Fixing these prob-

lems may be a priority for the COTS product integrator but may not be of real

｣ｯｮｯｾｭ to the product vendor. Users may simply have to find workarounds to

probl ems if they wish to reuse the COTS product.

2. Problems with COTS system interoperability It is sometimes difficult to get COTS

products to work together because each product embeds its own assumptions

about how i:t will be used. Garlan et al. (Garlan, et al., 1995), reporting on their

expe:lence of trying to integrate four COTS products, found that three of these

products were event-based but each used a different model of events and assumed

that it had exclusive access to the event queue. As a consequence, the project

required five times as much effort as originally predicted and the schedule grew

to two years rather than the predicted six months.

3. No c,mtrol over system evolution Vendors of COTS products make their own

decisions on system changes in response to market pressures. For PC products

in particular, new versions are often produced frequently and may not be com-

patible with all previous versions. New versions may have additional unwanted

functionality, and previous versions may become unavailable and unsupported.

4. Supp'Jrt from COTS vendors The level of support available from COTS ven-

dors varies widely. Because these are off-the-shelf systems, vendor support is

partieularly important when problems arise because developers do not have access

to the source code and detailed documentation of the system. While veridors

may commit to providing support, changing market and economic circumstances

may make ｩｾ difficult for them to deliver this commitment. For example, a COTS

systen vendor may decide to discontinue a product because of limited demand

or may be taken over by another company that does not wish to support all of

its current products.

Of course. it is unlikely that all of these problems will arise in every case, but

my guess IS that at least one of them should be expected in most COTS integration

projects. Consequently, the cost and schedule benefits from COTS reuse are likely

to be less than they might first appear.

FurtheJmore, Boehm and Abts reckon that, in many cases, the cost of system

maintenance and evolution may be greater when COTS products are used. All of

the above difficulties are lifecycle problems; they don't just affect the initial devel-

opment of the system. The further removed from the original system developers the

people involved in the system maintenance become, the more likely it is that real

difficultie, will arise with the integrated COTS products.

In ｳｰｩｴｬｾ of these problems, the benefits of COTS product reuse are potentially

large becLUse th,ese systems offer so much functionality to the reuser. Months and

ｳｯｭ･ｴｩｭ･ｾＬ years of implementation effort can be saved if an existing system is reused
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and system development times drastically reduced. For example, the procurement

system that I described in Figure 18.11 was implemented and deployed in a very

large company in nine months rather than the three years that they originally esti-

mated for a new system. If rapid system delivery is essential and you have some

requirements flexibility, then COTS product integration is often the most effective

reuse strategy to adopt.

18.5.2 Software product lines

One of the most effective approaches to reuse is creating software product lines or appli-

cation families. A product line is a set of applications with a common application-specific

architecture, as discussed in Chapter 13. Each specific application is specialised in

some way. The common core of the application family is reused each time a new

application is required. The new development may involve specific component con-

figuration, implementing additional components and adapting some of the compo-

nents to meet new demands.

Various types of specialisation of a software product line may be developed:

1. Platform specialisation Versions of the application are developed for different

platforms. For example, versions of the application may exist for Windows, Solaris

and Linux platforms. In this case, the functionality of the application is nor-

mally unchanged; only those components that interface with the hardware and

operating system are modified.

2. Environment specialisation Versions of the application are created to handle

particular operating environments and peripheral devices. For example, a sys-

tem for the emergency services may exist in different versions depending on

the type of radio system used. In this case, the system components are changed

to reflect the functionality of the communications equipment used.

3. Functional specialisation Versions of the application are created for specific

customers who have different requirements. For example, a library automation

system may be modified depending on whether it is used in a public library, a

reference library or a university library. In this case, components that imple-

ment functionality may be modified and new components added to the system.

4. Process specialisation The system is adapted to cope with specific business pro-

cesses. For example, an ordering system may be adapted to cope with a cen-

tralised ordering process in one company and a distributed process in another.

Software product lines are designed to be reconfigured. This reconfiguration may

involve adding or removing components from the system, defining parameters and

constraints for system components, and including knowledge of business processes.

Software product lines can be configured at two points in the development process:
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DeDloyment-time configuration where a generic system is designed for con-

figuratiol1i by a customer or consultants working with the customer. Knowledge

of':he customer s specific requirements and the system's operating environment

is ｬｾｭ｢･､､･､ in a set of configuration files that are used by the generic system.

Design-time configuration where the organisation that is developing the soft-

ware modifies a common product line core by developing, selecting or adapt-

ing components to create a new system for a customer.

Deployment-time configuration is the approach used in vertical software pack-

ages that are designed for a specific application such as a hospital information man-

agement system. 1t is also used in Enterprise Resource Planning (ERP) systems

(O'Leary, 20(0) such as those produced by SAP and BEA. These are large-scale,

integrated systems designed to support business processes such as ordering and invoic-

ing, inventory management and manufacturing scheduling. The configuration pro-

cess for these systems involves gathering detailed information about the customer s

｢ｵｳｩｮ･ｾｳ and business processes and then embedding this information in a config-

uration database. This often requires detailed knowledge of configuration notations

and tools and is usually carried out by consultants working alongside system cus-

tomers. Figur1e 18.12 illustrates the organisation of an ERP system.

The generic ERP system includes a large number of modules that may be com-

posed il different ways to create a specific system. The configuration process involves

choosing which modules are to be included, configuring these individual modules,

defining business processes and business rules, and defining the structure and

organisation of the system database.

ERP systems are perhaps the most widespread example of software reuse. The

majority of large companies use these systems to support some or all of their func-

tions. Howev1er, there is the obvious limitation that the functionality of the system

is restri:ted to the functionality of the generic core. Furthermore, a company s processes
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Figure 18.13 The
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and operations have to be expressed in the system configuration language, and there

may be a mismatch between the concepts in the business and the concepts supported

in the configuration language. For example, in an ERP system that was sold to a

university, the concept of a customer had to be defined. This caused real problems

because universities have multiple types of customer (students, research-funding agen-

cies, educational charities, etc.) and none of these are comparable to a commercial

customer. A serious mismatch between the business model used by the system and

that of the customer makes it highly probable that the ERP system will not meet

the customer s real needs (Scott, 1999).

The alternative approach to application family reuse is configuration by the sys-

tem supplier before delivery to the customer. The supplier starts with a generic sys-

tem and then, by modifying and extending modules in this system, creates a

specific system that delivers the required customer functionality. This approach usu-

ally involves changing and extending the source code of the core system so greater

flexibility is possible than with deployment-time configuration.

Software product lines usually emerge from existing applications. That is, an organ-

isation develops an application and, when a new application is required, uses this as a

basis for the new application. Further demands for new applications cause the process

to continue. However, because change tends to corrupt application structure, at some

stage a specific decision to design a generic product line is made. This design is based

on reusing the knowledge gained from developing the initial set of applications.

You can think of software product lines as instantiations and specialisations of

more general application architectures, as discussed in Chapter 13. An application

architecture is very general; software product lines specialise the architecture for a

specific type of application. For example, consider a product line system that is

designed to handle vehicle despatching for emergency services. Operators of this

system take calls about incidents, find the appropriate vehicle to respond to the incident
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and despatch the vehicle to the incident site. The developers of such a system may

market versions of this for police, fire and ambulance services.

This vehicle-despatching system is an example of a resource management sys-

tem whose application architecture is shown in Figure 18.13. You can see how this

four-la)er strUlcture is instantiated in Figure 18.14, which shows the modules that

might be included in a vehicle-despatching system product line. The components

at each level in the product line system are:

1. At the user interface level, there are components providing an operator display

interface and an interface with the communications systems used.

2. At the UO management level (level 2), there are components that handle oper-

ator authe:ntication, generate reports of incidents and vehicles despatched, sup-

port map output and route planning, and provide a mechanism for operators to

qm:ry the system databases.

3. At the resource management level (level 3), there are components that allow

vehicles to be located and despatched, components to update the status of vehi-

cle, and t:quipment, and a component to log details of incidents.

4. At the database level, as well as the usual transaction management support, there

are separate databases of vehicles, equipment and maps.

To create a specific version of this system, you may have to modify individual

components. For example, the police have a large number of vehicles but a small

number of vehicle types, whereas the fire service has many types of specialised vehi-

cles, so a ､ｩｦｦｬｾｲ･ｮｴ vehicle database structure may need to be incorporated into the

system.
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Deliver new
family member

Figure 18.15
Product instance
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Figure 18.15 shows the steps involved in adapting an application family to cre-

ate a new application. The steps involved in this general process are:

1. Elicit stakeholder requirements You may start with a normal requirements engi-

neering process. However, because a system already exists, you will need to

demonstrate and have stakeholders experiment with that system, expressing their

requirements as modifications to the functions provided.

2. Choose closest-fit family member The requirements are analysed and the fam-

ily member that is the closest fit is chosen for modification. This need not be

the system that was demonstrated.

3. Renegotiate requirements As more details of required changes emerge and the

project is planned, there may be some requirements renegotiation to minimise

the changes that are needed.

4. Adapt existing system New modules are developed for the existing system, and

existing system modules are adapted to meet the new requirements.

5. Deliver new family member The new instance of the product line is delivered

to the customer. At this stage, you should document its key features so that it

may be used as a basis for other system developments in the future.

When you create a new member of an application family, you may have to find

a compromise between reusing as much of the generic application as possible and

satisfying detailed stakeholder requirements. The more detailed the system require-

ments, the less likely it is that the existing components will meet these requirements.

However, if stakeholders are willing to be flexible and to limit the system modifi-

cations that are required, you can usually deliver the system more quickly and at a

lower cost.

In general, developing applications by adapting a generic version of the appli-

cation means that a very high proportion of the application code is reused.

Furthermore, application experience is often transferable from one system to

another, so that when software engineers join a development team, their learning

process is shortened. Testing is simplified because tests for large parts of the appli-

cation may also be reused, reducing the overall application development time.
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IIlIlIIr II
The advantages of sc,ftware reuse are lower costs, faster software development and lower

risks. System dependability is increased and specialists can be used more effectively by

concentrating their expertise on the design of reusable components.

Design patterns are high-level abstractions that document successful design solutions. They

are fundamental to design Ireuse in object-oriented development. A pattern description

should include a pattern name, a problem and solution description, and a statement of the

results and trade-off!; of using the pattern.

Program generators are an alternative approach to concept reuse where the reusable

concepts are embedded in ,a generator system. The designer specifies the abstractions

required using a domain-specific language, and an executable program is generated.

Applications frameworks are collections of concrete and abstract objects that are designed

to be reused througt spedalisation and the addition of new objects.

COTS product reuse ｩｾ［ concE!rned with the reuse of large-scale, off-the-shelf systems. These

provide a lot of functionality, and their reuse can radically reduce costs and development time.

Potential problems with COTS-based reuse include lack of control over functionality and

performance, lack of control over system evolution, the need for support from external

vendors and difficultes in Emsuring that systems can interoperate.

Enterprise Resource Planning systems are very widely used. Specific ERP systems are

created by configuring a generic system at deployment time with information about the

customer's business,

Software product ｬｩｮｬｾｳ are related applications that are developed from one or more base

applications. A generic system is adapted and specialised to meet specific requirements for

functionality, target platform or operational configuration.

FURTHER READING :.I__｡ ｾ •

Reuse-based Software Engineering. A comprehensive discussion of different approaches to

software reuse. The authors cover technical reuse issues and managing reuse processes. (H. Mili,

et aI., 2002, John Wiley & Sons.)

'A Lifecycle Process for !:he efflective reuse of commercial off-the-shelf software'. This is a good

general introduction, covering the advantages and disadvantages of using COTS in software

engineering. (c. L. Braun, Proc. Symposium on Software Reusability, Los Angeles, 1999. ACM Press.

Available from the ACM Digital Library.)
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Design Patterns: Elements ofReusable Object-oriented Software. This is the original software

patterns handbook that introduced software patterns to a wide community. (E. Gamma, et aI., 1995,
Addison-Wesley.)

'Aspect-oriented programming'. This special issue of the CACM has a number of articles on aspect-

oriented software development. It is an excellent starting point for reading on this topic. (Camm.

ACM. 44(10). October 2001.)

ExERclsEsIII _

18.1 What are the major technical and nontechnical factors that hinder software reuse? Do you

reuse much software, and if not, why?

18.2 Suggest why the savings in cost from reusing existing software is not simply proportional to

the size of the components that are reused.

18.3 Give four circumstances where you might recommend against software reuse.

18.4 Why are patterns an effective form of design reuse? What are the disadvantages to this

approach to reuse?

18.5 Apart from the application domains discussed here. suggest two other domains where

generator-based reuse could be successful. Explain why you think that this approach to reuse

will be cost-effective in these domains.

18.6 Explain why adaptors are usually needed when systems are constructed by integrating COTS

products.

18.7 Identify six possible risks that can arise when systems are constructed using COTS. What

steps can a company take to reduce these risks?

18.8 Using a general information system architecture (discussed in Chapter 13) as a starting point.

design an application family of library information systems that could be used in book, film,

music and newspaper cutting libraries.

18.9 Using the example of the weather station system described in Chapter 14. suggest an

architecture for a family of applications that are concerned with remote monitoring and data

collection.

18.10 The reuse of software raises a number of copyright and intellectual property issues. If a

customer pays a software contractor to develop a system, who has the right to reuse the

developed code? Does the software contractor have the right to use that code as a basis for a

generic component? What payment mechanisms might be used to reimburse providers of

reusable components? Discuss these and other ethical issues associated with the reuse of

software.
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sOlftware engineering

Objectives

The objective of this chapter is to describe a software development

process based on the composition of reusable, standardised

components. When you have read this chapter, you will:

• know that component-based software engineering is concerned with

developing standardised components based on a component model

and composing these into application systems;

• understand what is meant by a component and a component model;

• know the principal activities in the CSSE process and understand

why you have to make requirements compromises so that

components can be reused;

• understand some of the difficulties and problems that arise during

the process of component composition.

((]Intents

19.1 Components and component models

19.2 The CBSE process

19.3 Component composition



Component·based software engineering

As I suggested in Chapter 18, reuse-based software engineering is becoming the

main development approach for business and commercial systems. The entities that

are reused range from fine-grain functions to entire application systems. However,

until relatively recently, it was difficult to reuse medium-grain program components.

Medium-grain components are significantly larger than individual objects or pro-

cedures, with more functionality, but they are smaller and more specific than appli-

cation systems. Fortunately, developments in standardisation promoted by major

software vendors now mean that components can interoperate within a framework

such as CORBA. This has opened up opportunities for systematic reuse through

component-based software engineering.

Component-based software engineering (CBSE) emerged in the late 1990s as a

reuse-based approach to software systems development. Its creation was motivated

by designers' frustration that object-oriented development had not led to extensive

reuse, as originally suggested. Single object classes were too detailed and specific,

and often had to be bound with an application at compile-time. You had to have

detailed knowledge of the classes to use them, which usually meant that you had

to have the component source code. This made marketing objects as reusable com-

ponents difficult. In spite of early optimistic predictions, no significant market for

individual objects has ever developed.

CBSE is the process of defining, implementing and integrating or composing loosely

coupled independent components into systems. It has become as an important soft-

ware development approach because software systems are becoming larger and more

complex and customers are demanding more dependable software that is developed

more quickly. The only way that we can cope with complexity and deliver better

software more quickly is to reuse rather than re-implement software components.

The essentials of component-based software engineering are:

1. Independent components that are completely specified by their interfaces.

There should be a clear separation between the component interface and its imple-

mentation so that one implementation of a component can be replaced by another

without changing the system.

2. Component standards that facilitate the integration of components. These stan-

dards are embodied in a component model and define, at the very minimum, how

component interfaces should be specified and how components communicate. Some

models define interfaces that should be implemented by all conformant compo-

nents. If components conform to standards, then their operation is independent

of their programming language. Components written in different languages can

be integrated into the same system.

3. Middleware that provides software support for component integration. To make

independent, distributed components work together, you need middleware sup-

port that handles component communications. Middleware such as CORBA

(Pope, 1998), discussed in Chapter 12, handles low-level level issues efficiently

and allows you to focus on application-related problems. In addition, middleware
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to implement a component model may provide support for resource allocation,

transaction management, security and concurrency.

4. A development process that is geared to component-based software engineer-

ing. If you try to add a component-based approach to a development process

that IS geared to original software production, you will find that the assump-

tions inhen:nt in the process limit the potential of CBSE. I discuss CBSE devel-

ｯ ｰ ｭ ｾ ｮ ｴ processes in Section 19.2.

Component-based development is being increasingly adopted as a mainstream

approach to software engineering even if reusable components are not available.

Underlying CBSE are sound design principles that support the construction of under-

standable and maintainable software. Components are independent so they do not

interfere with each other's operation. Implementation details are hidden, so the com-

ponent's implementation can be changed without affecting the rest of the system.

The components communicate through well-defined interfaces, so if these interfaces

are mainlained, one component can be replaced by another that provides additional

or enhanced functionality. In addition, component infrastructures provide high-level

ｰ ｬ ｡ ｴ ｦ ｯ ｲ ｭ ｾ that reduce the costs of application development.

Although CBSE is developing rapidly into a mainstream approach to software

development, a number of problems remain:

1. ComDonent trustworthiness Components are black-box program units, and the

source codt: of the component may not be available to component users. In such

｣｡ｳ･ｾ［Ｎ how does a user know that a component is to be trusted? The compo-

nent may have undocumented failure modes that compromise the system

where the component is used. Its non-functional behaviour may not be as expected

and, most seriously, the black-box component could be a Trojan horse that con-

ceals malicious code that breaches system security.

2. Component certification Closely related to trustworthiness is the issue of cer-

tific<tion. It has been proposed that independent assessors should certify com-

ponents to assure users that the components could be trusted. However, it is

not clear how this can be made to work. Who would pay for certification, who

would be r,esponsible if the component did not operate as certified, and how

could the clcrtifiers limit their liability? In my view, the only viable solution is

to certify that components conform to a formal specification. However, the indus-

try does not appear to be willing to pay for this.

3. Eme,'gent property prediction As I discussed in Chapter 2, all systems have

emergent properties, and trying to predict and control these emergent proper-

ties i, important in the system development process. Because components are

opaque, predicting their emergent properties is particularly difficult.

Comequently, you may find that when components are integrated, the result-

ing system has undesirable properties that limit its use.
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4. Requirements trade-offs You usually have to make trade-offs between ideal

requirements and available components in the system specification and design

process. At the moment, making these trade-offs is an intuitive process. We

need a more structured, systematic trade-off analysis method to help designers

select and configure components.

The main use of CBSE so far has been to build enterprise information systems,

such as e-commerce systems. The components that are reused are internally devel-

oped or are procured from known, trusted suppliers. Although some vendors sell

components online, most companies are still reluctant to trust externally procured,

binary components. It is unlikely that the complete vision of CBSE with specialised

component suppliers will be realised until these major problems have been solved.

19.1 Components and component models

There is general agreement in the community that a component is an indepen-

dent software unit that can be composed with other components to create a soft-

ware system. Beyond that, however, different people have proposed definitions of

a software component. Council! and Heineman (Council! and Heineman, 2(01) define

a component as:

a software element that conforms to a component model and can be inde

pendently deployed and composed without modification according to a com

position standard.

This definition is essentially based on standards-a software unit that conforms

to these standards is a component. Szyperski (Szyperski, 2(02), however, does not

mention standards in his definition of a component but focuses instead on the key

characteristics of components:

A software component is a unit of composition with contractually specified

inteifaces and explicit context dep ndencies only. A software component can

be deployed independently and is subject to composition by third parties.

Szyperski also states that a component has no externally observable state. This

means that copies of components are indistinguishable. However, some component

models, such as the Enterprise Java Beans model, allow stateful components, so

these clearly do not correspond with Szyperski' s definition of a component. While

stateless components are certainly simpler to use, I think that CBSE should accom-

modate both stateless and stateful components.
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Component
characteristic Description

Standardised

Indepe ,dent

Composable

ｄ･ｰｬｯｹＬｾ｢ｬ･

Documented

Component standardisation means that a component used in a
CSSE process has to conform to some standardised component
model. This model may define component interfaces, component
metadata, documentation, composition and deployment

Acomponent should be independent-it should be possible to
compose and deploy it without having to use other specific
components. In situations where the component needs externally
provided services, these should be explicitly set out in a 'requires'
interface specification.

For a component to be composable, all extemal interactions
must take place through publicly defined interfaces. In addition, it
must provide external access to information about itself, such as
its methods and attributes.

To be deployable, a component has to be self-contained and
must be able to operate as a standalone entity on a component
platform that implements the component model. This usually
means that the component is binary and does not have to be
compiled before it is deployed.

Components have to be fully documented so that potential users
can decide whether or not the components meet their needs.
The syntax and, ideally, the semantics of all component interfaces
have to be specified.

What these definitions have in common is that they agree that components are

independent and that they are the fundamental unit of composition in a system. In

my view, a complete definition of a component can be derived from both of these

proposals. Figure 19.1 shows what I consider to be the essential characteristics of

a comporent as used in CBSE.

These fonnal component definitions are rather abstract and do not really give you

a clear picture of what a component does. One of the most useful ways to consider a

component is as a standalone service provider. When a system needs some service, it

calls on a component to provide that service without caring about where that compo-

nent is executing or the programming language used to develop the component. For

example, a component in a library system might provide a search service that allows

users to st:arch different library catalogues; a component that converts from one graph-

ical fonnc:t to another (e.g., TIfF to JPEG) provides a data-conversion service.

Viewing a component as a service provider emphasises two critical characteris-

tics of a reusable component:

1. The component is an independent executable entity. Source code is not avail-

able, so the component does not have to be compiled before it is used with

other system components.
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Component

Figure 19.2
Component
interfaces
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2. The services offered by a component are made available through an interface,

and all interactions are through that interface. The component interface is expressed

in terms of parameterised operations and its internal state is never exposed.

Components are defined by their interfaces and, in the most general cases, can

be thought of as having two related interfaces, as shown in Figure 19.2.

1. A provides interface defines the services provided by the component. The pro-

vides interface, essentially, is the component API. It defines the methods that

can be called by a user of the component. Provides interfaces are indicated by

a circle at the end of a line from the component icon.

2. A requires interface specifies what services must be provided by other com-

ponents in the system. If these are not available, then the component will not

work. This does not compromise the independence or deployability of the com-

ponent because it is not required that a specific component should be used to

provide the services. Requires interfaces are indicated by a semi-circle at the

end of a line from the component icon. Notice that provides and required inter-

face icons can fit together like a ball and socket.

For example, Figure 19.3 shows a model of a component that has been designed

to collect and collate information from an array of sensors. It runs autonomously to

collect data over a period of time and, on request, provides collated data to a calling

component. The provides interface includes methods to add, remove, start, stop and

test sensors. It also includes reporting methods (report and listAll) that report the data

collected and the sensor configuration. Although I have not shown this here, these meth-

ods naturally have associated parameters specifying the sensor locations and so on.

The collector component requires that sensors provide a management interface

and a data interface. These have parameters that specify the operation and the data

to be collected. I have deliberately designed the required interface so that it does not

include specific operations such as Test. The more abstract requires interface allows

the collector component to be used with sensors with different interfaces. An adap-

tor component is used as an interface between the collector and the hardware-specific

sensor interface.

Object classes have associated methods that are clearly similar to the methods

defined in component interfaces. What, then, is the distinction between components

and objects? Components are usually developed using an object-oriented approach,

but they differ from objects in a number of important ways:
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Figure 19.3 A model

of a data collector
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1. Components are deployable entities That is, they are not compiled into an appli

cation program but are installed directly on an execution platform. The methods

and attributes defined in their interfaces can then be accessed by other components.

2. Components do not define types A class definition defines an abstract data type

and objects are instances of that type. A component is an instance, not a tem-

plate that is used to define an instance.

3. Component implementations are opaque Components are, in principle at least,

completely defined by their interface specification. The implementation is hid-

den iTom component users. Components are often delivered as binary units so

the buyer of the component does not have access to the implementation.

4. Components are language-independent Object classes have to follow the rules

of ｡ ｾ ｡ ｲ ｴ ｩ ｣ ｵ ｬ ｡ ｲ object-oriented programming language and, generally, can only

intemperate:: with other classes in that language. Although components are usu-

ally implemented using object-oriented languages such as Java, you can imple-

ment them in non-object-oriented programming languages.

5. Components are standardised Unlike object classes that you can implement in

any way, components must conform to some component model that constrains

their implementation.

19.1.1 Component models._---------------------
A compo lent model is a defmition of standards for component implementation, doc-

umentation and deployment. These standards are for component developers to

ensure thlt components can interoperate. They are also for providers of component

executioI' infrastructures who provide middleware to support component operation.

Many component models have been proposed, but the most important models are

the CORBA component model from the OMG, Sun's Enterprise Java Beans model

and Microsoft's COM+ model (Blevins, 2001; Ewald, 2001; Wang, et aI., 2(01).

The specific infrastructure technologies such as COM+ and EJB that are used in

CBSE ｡ ｲ ｬ ｾ very complex. Consequently, it is difficult to describe these technologies
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without going into a lot of implementation detail about the assumptions that under-

lie each approach and the interfaces that are used. Rather than go into this detail

here, I focus on the fundamental elements of component models.

The basic elements of an ideal component model are discussed by Weinreich

and Sametinger (Weinreich and Sametinger, 2001). I summarise these model ele-

ments in Figure 19.4. This diagram shows that the elements in a component model

can be classified as elements relating to the component interfaces, elements relat-

ing to information that you need to use the component in a program and elements

concerned with component deployment.

The defining elements of a component are its interfaces. The component model

specifies how the interfaces should be defined and the elements, such as operation

names, parameters and exceptions, that should be included in an interface defini-

tion. The model should also specify the language used to define the interfaces (the

IDL). In CORBA and COM+, this is a specific interface definition language; EJB

is Java-specific so Java is used as the IDL. Some component models require spe-

cific interfaces that must be defined by a component. These are used to compose

the component with the component model infrastructure that provides standardised

services such as security and transaction management.

In order for components to be distributed and accessed remotely, they need to have

a unique name or handle associated with them. In COM+, this is a unique 128-bit iden-

tifier. In the CORBA component model and in EJB, it is a hierarchical name with the

root based on an Internet domain name. Component metadata is data about the com-

ponent itself, such as information about its interfaces and attributes. The metadata is

important so that users of the component can find out what services are provided and

required. Component model implementations normally include specific ways (such as

the use of a reflection interface in Java) to access this component metadata.

Components are generic entities and, when deployed, they have to be cus-

tomised to their particular application environment. For example, the Data collec-

tor component shown in Figure 19.3 might be customised with the maximum number

of sensors in a sensor array. The component model should therefore specify how

the binary components can be configured for a particular deployment environment.
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An importanlt part of a component model is a definition of how components should

be packaged for deployment as independent, executable entities. Because compo-

nents are ｩｮ､･ｊ＾ｬｾｮ､･ｮｴ entities, they have to be packaged with everything that is not

provided by the component infrastructure or not defined in a requires interface.

Deployrr.ent information includes information about the contents of a package and

its binary organisation.

Inevitably, as new requirements emerge, components will have to be changed or

replaced. The component model should therefore include rules governing when and

how conponent replacement is allowed. Finally, the component model should

define the component documentation that should be produced. This is used to find

the component and to decide whether it is appropriate.

Comf,onent models are not just standards; they are also the basis for system mid-

dleware that provides support for executing components. Weinreich and

Sametinger (Weinreich and Sametinger, 2001) use the analogy of an operating sys-

tem to e'Cplain component models. An operating system provides a set of generic

services that can be used by applications. A component model implementation pro-

vides comparable shared services for components. Figure 19.5 shows some of the

services that may be provided by an implementation of a component model.

The ｾＬ･ｲｶｩ｣･ｳ provided by a component model implementation fall into two

categorit:s:

1. Pla(fonn services These fundamental services enable components to commu-

nicate with each other. CORBA is an example of a component model platform.

I have ､･ｳｬｾｲｩ｢･､ the platform services in Chapter 12.

2. Horizontal services These application-independent services are likely to be used

by many different components. The availability of these services reduces the

costs of component development and means that potential component incom-

patibilities can be avoided.

To make USt: of the services provided by a component model infrastructure, com-

ponents are deployed in a predefined, standardised container. A container is a set

of interfaces used to access the implementations of the support services. Including

the component in the container automatically provides service access. The compo-

nent interfaces themselves are not accessed directly by other components; they are

accessed through the container.

19.1.2 Component development f<?__r_r_e_us-'----e=------ _

The long-term vision of CBSE is that there will be component suppliers whose busi-

ness is based on the development and sale of reusable components. As I have said,

the problems of trust mean that an open market for components has not yet devel-

oped, ard most components that are reused are developed within a company. The
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reusable components are not developed specially but are based on existing compo-

nents that have already been implemented and used in application systems.

Generally, internally developed components are not immediately reusable. They include

application-specific features and interfaces that are unlikely to be required in other appli-

cations. Therefore, you have to adapt and extend these components to create a more

generic and hence more reusable version. Obviously, this has an associated cost. You

have to decide, first, whether a component is likely to be reused and second, whether

the cost savings of reuse justify the costs of making the component reusable.

To answer the ftrst of these questions, you have to decide whether the compo-

nent implements one or more stable domain abstractions. Stable domain abstrac-

tions are fundamental concepts in the application domain that change slowly. For

example, in a banking system, domain abstractions might include accounts, account

holders and statements. In a hospital management system, domain abstractions might

include patients, treatments and nurses. These domain abstractions are sometimes

called business objects. If the component is an implementation of a commonly used

business object or group of related objects, it can probably be reused.

To answer the question about the cost-effectiveness, you have to assess the costs

of changes that are required to make the component reusable. These costs are the

costs of component documentation, of component validation and of making the com-

ponent more generic. Changes that you may make to a component to make it more

reusable include:

Removing application-speciftc methods

Changing names to make them more general

Adding methods to provide more complete functional coverage

Making exception handling consistent for all methods

adding a conftguration' interface to allow the component to be adapted to dif-

ferent situations of use

Integrating required components to increase independence.
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The problem of exception handling is a particularly difficult one. In principle,

all exceptions should be part of the component interface. Components should not

handle ｾｸ｣･ｰｴＺｩｯｮｳ themselves, because each application will have its own require-

ments f<)r exce:ption handling. Rather, the component should define what exceptions

can ｡ｲｩｾ･ and should publish these as part of the interface. For example, a simple

comporent implementing a stack data structure should detect and publish stack over-

flow and stack underflow exceptions. In practice, however, a component may pro-

vide some local exception handling, and changing this may have serious

implica:lOns for the functionality of the component.

Mili et al. (Mili, et al., 2(02) discuss ways of estimating the costs of making a

component reusable and estimating the returns from that investment. The benefits

of reusing rather than redeveloping a component are not simply productivity gains.

They aso inc:lude quality gains, because a reused component should be more

dependable, and time-to-market gains. These are the increased returns that accrue

from deploying the software more quickly. Mili et al. present various formulae for

estimating these gains, as does the CacOMO model discussed in Chapter 26 (Boehm,

et aI., 20(0). However, the parameters of these formulae are difficult to estimate

accuratdy, and the formulae must be adapted to local circumstances. I suspect that

these factors mean very few software project managers would be willing to trust

them.

Obviously, whether a component is reusable depends on its application domain

and fun;tionality. As you add generality to a component, you increase its reusabil-

ity. However, this normally means that the component has more operations and is

more ccmplex, which makes the component harder to understand and use.

There is an inevitable trade-off between the reusability and the usability of a com-

ponent. Making the component reusable involves providing a set of generic inter-

faces wi th operations that cater to all ways in which the component could be used.

Making the component usable means providing a simple, minimal interface that is

easy to understand. Reusability adds complexity and hence reduces component under-

standability. It is therefore more difficult to decide when and how to reuse that com-

ponent. When designing a reusable component, you must find a compromise

between generality and understandability.

Another important source of components is existing legacy systems. As I dis-

cussed in Chapter 2, these are systems that fulfil an important business function but

are writ:en using obsolete software technologies. Because of this, it may be diffi-

cult to use them with new systems. However, if you convert these old systems to

｣ ｯ ｭ ｰ ｯ ｮ ｾ ｮ ｴ ｳ Ｌ their functionality can be reused in new applications.

Of course, these legacy systems do not normally have clearly defined requires

and provides interfaces. To make these components reusable, you have to conduct

a ｷｲ｡ｰｰｾｲ that defines the component interfaces. The wrapper hides the complex-

ity of tht: underlying code and provides an interface for external components to access

services that are provided. Naturally, this wrapper is a fairly complex piece of soft-

ware as it has to access the legacy system functionality. However, the cost of wrap-

per deve lopment is often much less than the cost of re-implementing the legacy system.
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Figure 19.6 The

CBSE process

19.2 The eSSE process

I suggested in the introduction that the successful reuse of components requires a

development process tailored to CBSE. The structure of such a process was dis-

cussed in Chapter 4; Figure 19.6 shows the principal sub-activities within a CBSE

process. Some of the activities within this process, such as the initial discovery of

user requirements, are carried out in the same way as in other software processes.

However, the essential differences between this process and software processes based

on original software development are:

1. The user requirements are initially developed in outline rather than in detail,

and stakeholders are encouraged to be as flexible as possible in defining their

requirements. The reason for this is that very specific requirements limit the

number of components that might meet these requirements. Unlike incremen-

tal development, however, you need a complete set of requirements so that you

can identify as many components as possible for reuse.

2. Requirements are refined and modified early in the process depending on the

components available. If the user requirements cannot be satisfied from avail-

able components, you should discuss the related requirements that can be sup-

ported. Users may be willing to change their minds if this means cheaper or

quicker system delivery.

3. There is a further component search and design refinement activity after the

system architecture has been designed. Some apparently usable components may

tum out to be unsuitable or do not work properly with other chosen compo-

nents. Although not shown in Figure 19.6, this implies that further requirements

changes may be necessary.

2. Development is a composition process where the discovered components are inte-

grated. This involves integrating the components with the component model infras-

tructure and, often, developing 'glue code' to reconcile the interfaces of
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incompatible components. Of course, additional functionality may be required

over and above that provided by usable components. Naturally, you should develop

this as components that can be reused in future systems.

The orchitectural design stage is particularly important. During the architectural design,

you may finally decide on a component model, although, for many systems, this deci-

sion will be made before the search for components begins. As covered in Chapters

11 through 13, you also establish the high-level organisation of the system and make

decisions about system distribution and control. Jacobsen et al. (Jacobsen, et al., 1997)

have found that defining a robust architecture is critical for successful reuse.

One ;lctivity that is unique to the CBSE process is component identification. This

involve5 a number of sub-activities, as shown in Figure 19.7. There are two stages

in the CSSE process where you have to identify components for possible use in the

system. In the early stage, your focus should be on search and selection. You need

to convince yourself that there are components available to meet your requirements.

Obviomly, you should do some initial checking that the component is suitable but

detailed testing may not be required. In the later stage, after the system architecture

has been designed, you should spend more time on component validation. You need

to be confident that the identified components are really suited to your application;

if not, then you have to repeat the search and selection processes.

The first stage in identifying components is to look for components that are avail-

able locally or from trusted suppliers. The vision of advocates of CBSE such as

Szypersci (Szyperski, 2002) is that there should be a viable component marketplace

where external: vendors compete to provide components. At the time of this writ-

ing, this has not emerged to any significant extent. The main reason for this is that

users of external components face risks that these components will not work as adver-

tised. If this is the case, the costs of reuse exceed the benefits, and few project man-

agers bdieve that the risks are worth tiling. Another important reason why

｣ｯｭｰｯｮｾｮｴ markets have not developed is that many components are in specialised

applicaton domains. There is not a sufficiently large market in these domains for

external component suppliers to establish a viable, long-term business.

As a consequence, component search is often confined to a software develop-

ment ｯ ｲ Ｌ ｾ ｡ ｬ ｬ ｬ ｳ ｡ ｴ ｩ ｯ ｮ Ｎ Software development companies can build their own database

of reusaDle components without the risks inherent in using components from exter-

nal suppliers.

Once the component search process has identified candidate components, specific

components from this list have to be selected. In some cases, this will be a straight-

forward task. Components on the list will map directly onto the user requirements,

and ｴｨ･ｲＮｾ will not be competing components that match these requirements. In other
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cases, however, the selection process is much more complex. There will not be a

clean mapping of requirements to components, and you will find that several com-

ponents have to be used to meet a specific requirement or group of requirements.

Unfortunately, it is likely that different requirements will require different groups

of components, so you have to decide which component compositions provide the

best coverage of the requirements.

Once you have selected components for possible inclusion in a system, you should

validate them to check that they behave as advertised. The extent of the validation required

depends on the source of the components. Ifyou are using a component that has bee

developed by a known and trusted source, you may decide that separate component

testing is unnecessary and you test the component when it is integrated with other com-

ponents. On the other hand, if you are using a component from an unknown source,

you should always check and test that component before including it in your system.

Component validation involves developing a set of test cases for the component

(or, possibly, extending test cases supplied with the component) and developing a test

harness to run the component tests. The major problem with component validation is

that the component specification may not be sufficiently detailed to allow you to develop

a complete set of component tests. Components are usually specified informally, with

the only formal documentation being their interface specification. This may not

include enough information for you to develop a complete set of tests that would con-

vince you that the component's advertised interface is what you require.

A further validation problem, which may arise at this stage, is that the component

may have features that could interfere with your use of the component. Reusable com-

ponents will often have more functionality than you need You can simply ignore the

unwanted functionality, but it can sometimes interfere with other components or with

the system as a whole. In some cases, the unwanted functionality can even cause seri-

ous system failures. Figure 19.8 briefly describes a situation where unnecessary func-

tionality in a reused system caused a catastrophic software failure.

The problem in the Ariane 5 launcher arose because the assumptions made about

the software for Ariane 4 were invalid for Ariane 5. This is a general problem with

reusable components. They are originally implemented for an application environ-

ment and, naturally, embed assumptions about that environment. These assumptions

are rarely documented so, when the component is reused, it is impossible to derive

tests to check whether the assumptions are still valid.

19.] Component composition

Component composition is the process of assembling components to create a sys-

tem. If we assume a situation where reusable components are available, then most

systems will be constructed by composing these reusable components with each other,

with specially written components and with the component support infrastructure
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While developing the Ariane 5 space launcher, the designers decided to
reuse the inertial reference software that had performed successfully in the
Arialle 4 launcher. The inertial reference software maintains the stability of
the I'Ocket. They decided to reuse this without change (as you would do
with components), although it included additional functionality over and
above that required in Ariane5.

In the first launch of Ariane 5, the inertial navigation software failed after
37 ｳ･｣ｯｮ､ｾ［ and the rocket could not be controlled. Ground controllers
instructed the launcher to self-destruct and the rocket payload was
dest'oyed. A subsequent enquiry found that the cause of the problem was
an unhandled exception when a conversion of a fixed-point number to an
integer resulted in a numeric overflow. This caused the run-time system to
shut down the inertial reference system and launcher stability could not be
maintained. The fault had never occurred in Ariane 4 because it had less
powerful engines and the value that was converted could not be large
enough fol' the conversion to overflow.

The fault occurred in code that was not required for Ariane 5. The
validation tests for the reused software were based on Ariane 5
requirements. Because there were no requirements for the function that
failed, no tests were developed. Consequently, the problem with the
softllvare was never discovered during launch simulation tests.

provided by the model framework. As I discussed in Section 19.1, this infrastruc-

ture prcvides facilities to support component communication and horizontal services

such as user interface services, transaction management, concurrency and security

The ways in which components are integrated with this infrastructure are documented

for each component model and are not discussed in this section.

Corrposition is not a simple operation; there are a number of types (Figure 19.9):

1. ｓ･ｾｬｵ･ｮｴｩ｡ｬ composition This occurs when, in the composite component, the con-

stituent components are executed in sequence. It corresponds to situation (a) in

Figure 19.9, where the provides interfaces of each component are composed.

Some extra code is required to make the link between the components.

2. Hierarchical composition This occurs when one component calls directly on

the services provided by another component. It corresponds to a situation

where the provides interface of one component is composed with the requires

interface of another component. This is situation (b) in Figure 19.9.

3. Additive composition This occurs when the interfaces of two or more compo-

nents are put together (added) to create a new component. The interfaces of

the composite component are created by putting together all of the interfaces

of Ihe constituent components, with duplicate operations removed if necessary.

ThiS corresponds to situation (c) in Figure 19.9.
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(a) (b) (c)

You might use all the forms of component composition when creating a system.

In all cases, you may have to write 'glue code' that links the components. For exam-

ple, for sequential composition, the output of component A typically becomes the

input to component B. You need intermediate statements that call component A,

collect the result and then call component B with that result as a parameter.

When you write components especially for composition, you design the inter-

faces of these components so that they are compatible. You can therefore easily

compose these components into a single unit. However, when components are devel-

oped independently for reuse, you will often be faced with interface incompatibil-

ities where the interfaces of the components that you wish to compose are not the

same. Three types of incompatibility can occur:

1. Parameter incompatibility The operations on each side of the interface have

the same name but their parameter types or the number of parameters are dif-

ferent.

2. Operation incompatibility The names of the operations in the provides and requires

interfaces are different.

3. Operation incompleteness The provides interface of a component is a subset

of the requires interface of another component or vice versa.

In all cases, you tackle the problem of incompatibility by writing an adaptor com-

ponent that reconciles the interfaces of the two components being reused. When you

know the interfaces of the components that you want to use, you write an adaptor

component that converts one interface to another. The precise form of the adaptor

depends on the type of composition. Sometimes, as in the next example, the adaptor

simply takes a result from one component and converts it into a form where it can

be used as an input to another. In other cases, the adaptor may be called by compo-

nent A, and itself calls component B. This latter situation would arise if A and B were

compatible but the number of parameters in their interfaces was different.
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ｾ f-_st_rin-{g location(string pn)

string owner (string pn)
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ｾ 1---'----(

mapper printMap (string postCode, scale)

To illustrate adaptors, consider the components shown in Figure 19.10. These

might be part of a system used by the emergency services. When the emergency

operator takes a call, the phone number is input to the addressFinder component to

locate the address. Then, using the mapper component, they print a map to be sent

to the vehicle despatched to the emergency. In fact, the components would have

more complex interfaces than those shown here, but the simplified version illus-

trates the concept of an adaptor.

The 1irst component, addressFinder, finds the address that matches a phone num-

ber. It can also return the owner of the property associated with the phone number and

the type of property. The mapper component takes a post code (in the United States,

a standard ZIP code with the additional four digits identifying property location) and

displays or prints a street map of the area around that code at a specified scale.

These components are composable in principle because the property location

includes the post or ZIP code. However, you have to write an adaptor component

called postCodleStripper that takes the location data from addressFinder and strips

out the post code. This post code is then used as an input to mapper, and the street

map is d ｩｳｰｬ｡ｹ｣ｾ､ at a scale of I: 10,000. The following code illustrates the sequence

of calls that is required to implement this:

addrE!SS = addressFinder.location (phonenumber) ;

postCode = postCodeStripper.getPostCode (address) ;

mapper.displayMap(postCode, 10000) ;

Another case in which an adaptor component may be used is where one com-

ponent wishes to make use of another, but there is an incompatibility between the

provides and requires interfaces of these components. I have illustrated this in Figure

19.11, where the data collector component is connected to a sensor component using

an adaplor. It reconciles the requires interfaces of the data collection component

with the provides interfaces of the sensor component. The data collection compo-

nent was designed with a generic requires mechanism that was not based on a specific
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sensor interface. I anticipated that an adaptor would always be used to connect the

data collector to a specific sensor interface.

The discussion of component composition assumes you can tell from the com-

ponent documentation whether interfaces are compatible. Of course, the interface

definition includes the operation name and parameter types, so you can make some

assessment of the compatibility from this. However, you depend on the compo-

nent documentation to decide whether the interfaces are semantically compatible.

For example, consider the composition shown in Figure 19.12. These compo-

nents are used to implement a system that downloads images from a digital cam-

era and stores them in a photograph library. The system user can provide additional

information to describe and catalogue the photograph. To avoid clutter, I have not

shown all interface methods here but simply show the methods that are needed to

illustrate the component documentation problem. The methods in the interface of

photo Library are:

public void addltem (Identifier pid ; Photograph p; CatalogEntry photodesc) ;

public Photograph retrieve (Identifier pid) ;

public CatalogEntry catEntry (Identifier pid) ;

Assume that the documentation for the addltem method in Photo Library is:

This method adds a photograph to the library and associates the photograph

identifier and catalogue descriptor with the photograph.

This description appears to be comprehensive, but consider the following

questions:

What happens if the photograph identifier is already associated with a pho-

tograph in the library?

Is the photograph descriptor associated with the catalogue entry as well as the

photograph? That is, if I delete the photograph, do I also delete the catalogue

information?



19 3 iJ Component composition 457

ｉｭ｡ｧ･ｾ
Manager

catEntry

ｾ addItem

ｾ
ｧ･ｴｬｭ｡ｧ･

adaptor

Photo retrieve
librilry ｉ Ｍ Ｍ Ｍ Ｍ Ｍ Ｍ ＼ ｾ Ｉ '- --J

9getCatalogEntry

User ｾ
Interface

There is not enough information in the informal description of addltem to

answer these questions. Of course, it is possible to add more information to the nat-

ural language description of the method, but, in general, the best way to resolve

ambiguities is to use a formal language to describe the interface. In Chapter 10, I

suggested that interface description was one area where formal specifications are

most useful. The specification shown in Figure 19.13 is part of the description of

the interface of Photo library that adds information to the informal description.

The specification in Figure 19.13 uses pre- and post-conditions, and I have used

a notation based on the object constraint language (OCL) that is part of the UML

(Warmer and Kleppe, 1998). OCL is designed to describe constraints in UML object

models; It allows you to express predicates that must always be true, that must be

true before a method has executed.. and that must be true after a method has exe-

cuted. These are invariants, pre-conditions and post-conditions. To access the value

of a variable be:fore an operation, you add @pre after its name. Therefore:

age = age@pre + 1

means that the value of age after an operation is one more than it was before

that operation.

OCL-based approaches are being increasingly used to add semantic information

to UML models. The general approach has been derived from Meyer's Design by

Contract approach (Meyer, 1992), in which the interfaces and obligations of com-

municating objects are formally specified and enforced by the run-time system. Meyer

suggests that using Design by Contract is essential if we are to develop trusted com-

ponents (Meyer, 2003).

Figure 19.13 includes a specification for the addItem and the delete methods in

Photo library. The method being specified is indicated by the keyword context and

the pre- and post-conditions by the keywords pre and post. The pre-conditions for

addltem state that:

There must not be a photograph in the library with the same identifier as the

photograph to be entered.

The library must exist-assume that creating a library adds a single item to it

so that the size of a library is always greater than zero.
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Figure 19.13 Formal
description of the
Photo Library

interface

- The context keyword names the component to which the conditions apply

context addltem

- The preconditions specify what must be true before execution of addltem

pre: PhotoLibrary.libSizeO > 0

PhotoLibrary.retrieve(pid) = null

- The postconditions specify what is true after execution

post: libSize 0 = libSizeO@pre + 1

Photolibrary.retrieve(pid) =p
Photolibrary.catEntry(pid) =photodesc

context delete

pre: Photolibrary.retrieve(pid) "I: null ;

post: Photolibrary.retrieve(pid) = null
PhotoLibrary.catEntry(pid) = Photolibrary.catEntry(pid)@pre

Photolibrary.libSizeO = libSizeO@pre[em]l

The post-conditions for addltem state that:

The size of the library has increased by 1 (so only a single entry has been made).

If you retrieve using the same identifier, then you get back the photograph that

you added.

If you look up the catalogue using that identifier, you get back the catalogue

entry that you made.

The specification of delete provides further information. The pre-condition

states that to delete an item, it must be in the library and, after deletion, the photo

can no longer be retrieved and the size of the library is reduced by 1. However,

delete does not delete the catalogue entry-you can still retrieve it after the photo

has been deleted. The reason Jor this is that you may wish to maintain information

in the catalogue about why a photo was deleted, its new location, and so on.

When you create a system by composing components, you may find that there

are potential conflicts between functional and non-functional requirements, the

need to deliver a system as quickly as possible, and the need to create a system that

can evolve as requirements change. The decisions where you may have to make

trade-offs are:
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Fisure 19.14 Data
collection and report
generation
components

ＨＮＩｾ ｄ｡ｴｯｾｾ
ｾｾｭ｡ｮ｡ｧ･ｭ･ｮｴ

Report E[)
generator Report

(b) Data E[)
collection

1. What composition of components is most effective in delivering the functional

reqULrements for the system?

2. What composition of the components will allow adaptations for future changes

to the requirements?

3. What will be the emergent properties of the composed system? These emer-

gent propenies are properties such as performance and dependability. You can

only assess these once the complete system is implemented.

Unfor:unately, there are many situations where the solutions to the composition

problems are mutually conflicting. For example, consider a situation such as that

illustrated in Figure 19.14, where a system can be created through two alternative

compositions. The system is a data collection and reporting system where data is

collected from different sources, stored in a database, and a different report sum-

marising that data is produced.

The advantages of composition (a) are that reporting and data management are

separate, so there is more flexibility for future change. The data management sys-

tem could be n:placed and, if reports are required that the current reporting com-

ponent cannot produce, that component can also be replaced. In composition (b), a

database ｾｯｭｰｯｮ･ｮｴ with built-in reporting facilities (e.g., Microsoft Access) is used.

The advantages of composition (b) are that there are fewer components, so this will

probably be faster because there are no component communication overheads.

Furthermore, data integrity rules that apply to the database will also apply to

reports. These reports will not be able to combine data in incorrect ways. In com-

position (a), the:re are no such constraints, so errors in reports are more likely.

In general, a good composition principle to follow is the principle of separation

of concems. That is, you should try to design your system in such a way that each

component has a clearly defined role and that, ideally, these roles should not over-

lap. However, it may be cheaper to buy one multifunctional component rather than

two or three separate components. Furthermore, there may be dependability or per-

formance penalties when multiple components are used.
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II
KEY POINTS

1111I
Component-based software engineering is a reuse-based approach to defining,

implementing and composing loosely coupled independent components into systems.

A component is a software unit whose functionality and dependencies are completely

defined by a set of public interfaces. Components can be combined with other components

without reference to their implementation and can be deployed as an executable unit.

A component model defines a set of standards for components, including interface

standards, usage standards and deployment standards. The implementation of the

component model provides a set of horizontal services that may be used by all

components.

During the CBSE process, you have to interleave the processes of requirements engineering

and system design. You have to trade-off desirable requirements against the services that

are available from existing reusable components.

Component composition is the process of 'wiring' components together to create a system.

Types of composition include sequential composition, hierarchical composition and additive

composition.

When composing reusable components that have not been written for your application, you

normally need to write adaptors or 'glue code' to reconcile the different component

interfaces.

When choosing compositions, you have to consider the required functionality of the system,

the non-functional requirements and the ease with which one component can be replaced

by another when the system is changed.

FURTHER READING--------

Component-based Software Engineering: Putting the Pieces Together. This book is a collection of

papers from various authors on different aspects of CBSE. like all collections, it is rather mixed,

but it has better coverage of general issues of software engineering with components than

Szyperski's book. (G. T. Heineman and W. T. Councill, 2001, Addison-Wesley.)

Component Software: Beyond Object-Oriented Programming, 2nd ed. This updated edition of the

first book on CBSE covers technical and nontechnical issues in CBSE. It includes more detail on

specific technologies than Heineman and Councill's book and a thorough discussion of market

issues. (C. Szyperski, 2002, Addison-Wesley.)
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'Specification, implementation and deployment of components'. A good introduction to the

fundamentals of CBSE. The same issue of the CACM includes articles on components and

component·based development. (I. Crnkovic, et aI., Camm. ACM, 45(10), October 2002.)

EXERCISES ..._------
19.1 Why is it important ｴｾ｡ｴ all component interactions are defined through requires and provides

interfaces?

19.2 The principle of COmlJOnent independence means that it ought to be possible to replace one

component with another that is implemented in a completely different way. Using an

example, discuss how such component replacement might have undesired consequences and

may lead to system failure.

19.3 What are the fundarr ental differences between components and web services (see Chapter

12).

19.4 Why is it important ｴｾ｡ｴ components should be based on a standard component model?

19.5 Using an example of a component that implements an abstract data type such as a stack or a

list, show why it is usually necessary to extend and adapt components for reuse.

19.6 Explain why it is very difficult to validate a reusable component without the component

source code. In what ways would a formal component specification simplify the problems of

validation?

19.7 Design a reusable cOmpOnE!nt that implements the search feature of the UBSYS system

discussed in previou:; chapters. This is not a simple keyword search of web pages. You have

to be able to search the catalogues of several libraries, as specified by the user.

19.8 Using examples, illu!;trate the different types of adaptors needed to support sequential

composition, hierarchical composition and additive composition.

19.9 Design the interface!, of components that might be used in a system in an emergency control

room. You should design interfaces for a call-logging component that records calls made, and

a vehicle-discovery component that, given a post code and an incident type, finds the nearest

suitable vehicle to be despatched to the incident.

19.10 It has been suggested that an independent certification authority should be established.

Vendors would submit their components to this authority, which would validate that the

component was trustworth\!. What would be the advantages and disadvantages of such a

certification authority?
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Critical systems
development

Objectives

The objective of this chapter is to introduce implementation

techniques that are used in the development of critical systems.

When you have read this chapter, you will:

• understand how fault avoidance and fault tolerance contribute t

the development of dependable systems;

• know the characteristics of and activities in dependable softwar

processes;

• have been introduced to programming techniques for fault

avoidance;

• understand the stages involved in implementing fault tolerance

and the ways in which diversity and redundancy are used in

fault·tolerant architectures.

Contents

20.1 Dependable processes

20.2 Dependable programming

20.3 Fault tolerance

20.4 Fault·tolerant architectures
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Improved software: engineering techniques, better programming languages and bet-

ter quality management have led to significant improvements in dependability for

most softwaIe. However, critical systems, such as those that control unattended machin-

ery, medical systems, telecommunicatIons switches or aircraft engines need higher

levels of dependability. In these cases, special development techniques may be used

to ensure that the system is safe, secure and reliable.

There are three complementary approaches to developing dependable software:

1. Fault avoidance The design and implementation process for the system should

use apFoache:s to software development that help avoid programming errors

and so minimise the number of faults in a program.

2. Fault detection The verification and validation processes are designed to dis-

cover a:ld remove faults in a program before it is deployed for operational use.

3. Fault tolerance The system is designed so that faults or unexpected system

behavicur during execution are detected and managed in such a way that sys-

tem fail ure does not occur.

This chaJter focuses on processes and techniques that support fault avoidance

and fault tolerance. Fault detection is a major topic in its own right and is covered

in Part 5. I discuss static techniques for fault detection in Chapter 22, program test-

ing in Chapler 23 lmd verification and validation techniques that are specific to crit-

ical ｳｹｳｴ･ｭｾ in Chapter 24.

Fundamental to the achievement of dependability in any system are the basic

notions of ｲ Ｌ ｾ ､ ｵ ｮ ､ ｡ ｮ ｣ ｹ and diversity. Diversity and redundancy are everyday cop-

ing ｳｴｲ｡ｴ･ｧｩｬｾｳ for avoiding failure. If you are investing in the stock market, you

should not place all your investments in a single company because you could

lose everything if the company fails (diversity). People keep spare batteries and

light bulbs In their homes so that they can recover quickly from failures (redun-

dancy). We all should back up our computers regularly in case of disk failure

(redundanc:l) and, to secure our homes, we often have more than one type of

lock on the door (diversity).

Critical systems may include components that replicate the functionality of other

components (redundancy) or additional checking code that is not strictly necessary

for the system to function (redundancy). Faults can therefore be detected before they

cause failures, and the system may be able to continue operating if individual com-

ponents fail. If the redundant components are not the same as other components

(diversity), i common failure in the same, replicated component will not result in

a complete ;ystem failure.

In systems where availability is a critical requirement, redundant servers are nor-

mally made available. These automatically come into operation if a designated server

fails. Sometimes, to ensure that attacks on the system cannot exploit a common vul-

nerability. these servers may be of different types and may run different operating

systems. Using different operating systems is one example of software diversity and
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redundancy. In other cases, as I discuss later, diversity and redundancy may be built

into the software by including redundant software components that have been

deliberately programmed using different techniques.

Diversity and redundancy are also used to achieve dependable processes. As well

as testing a program, you may use program inspections and static analysis as fault-

finding techniques. These validation techniques are complementary: One can find

faults that are missed by the other. Furthermore, the same process activity (e.g., a

program inspection) may be carried out by several team members-people tackle

tasks in different ways depending on their personality, experience and education,

so this kind of redundancy provides a diverse perspective on the system.

Unfortunately, adding diversity and redundancy to systems makes them more com-

plex, and thus harder to understand. It is therefore more likely that programmers

will make errors and less likely that people checking the program will find errors.

As a consequence, some people think that it is best to avoid redundancy and diver-

sity in software, to design the system to be as simple as possible and to have extremely

rigorous verification and validation procedures (Parnas, et al., 1990). Both

approaches are used in commercial, safety-critical systems. The Airbus 340 flight

control system is diverse and redundant (Storey, 1996), whereas the flight control

system on the Boeing 777 is based on a single version of the software.

A goal of software engineering research has been to develop tools, techniques

and methods that lead to the production of fault-free software. Fault-free software

is software that conforms exactly to its specification. This does not, however, mean

that the software will never fail. There may be errors in the specification that are

reflected in the software, or the users may misunderstand or misuse the software

system. However, eliminating software faults certainly has a huge impact on the

number of system failures.

For small and medium-sized systems, our software engineering techniques are

such that it is probably possible to develop fault-free software. To achieve this goal,

you need to use a range of software engineering techniques:

1. Dependable software processes The use of a dependable software process (dis-

cussed in Section 20.1) with appropriate verification and validation activities

is essential if the number of faults in a program is to be minimised, and those

that do slip through are to be detected.

2. Quality management The organisation developing the system must have a cul-

ture in which quality drives the software process. The culture should encour-

age programmers to write bug-free programs. Design and development

standards should be established, and procedures should be in place to check

that these have been followed.

3. Formal specification There must be a precise (preferably formal) system spec-

ification that defines the system to be implemented. Many design and programming

mistakes are a result of misinterpretation of an ambiguous or poorly worded

specification.
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Many Few

Number of residual errors

Very few

4. Static verification Static verification techniques, such as the use of static anal-

ysers, can find anomalous program features that could be faults. Formal veri-

fication, based on the system specification, may also be used.

5. Strong typing A strongly typed programming language such as Java or Ada must

be used for development. If the language has strong typing, the language com-

piler can detect many programming errors before they can be introduced into

the delivered program.

6. Safe programming Some programming language constructs are more complex

and error-prone than others, and you are more likely to make mistakes if you

usc: them. Safe programming means avoiding or at least minimising the use of

these constructs.

7. Protected information An approach to software design and implementation based

on mfomlation hiding and encapsulation should be used. Object-oriented lan-

guages sllch as Java obviously satisfy this condition. The development of pro-

grc.ms that are designed for readability and understandability should be

encouraged.

I ha ve discussed several of these techniques in other chapters of this book. In

this ch;lpter, I concentrate on describing dependable software processes and pro-

grammmg techniques that contribute to fault avoidance.

However, there are hardly any situations where it is economically practical to

deploy all tht$e techniques to create fault-free software. The cost of finding and

removing remaining faults rises exponentially as faults in the program are discov-

ered and removed (Figure 20.1). As the software becomes more reliable, you need

to sperd more and more time and effort to find fewer and fewer faults. At some

stage, the costs of this additional effort become unjustifiable.
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Process

characteristic Description

Figure 20.2
Characteristics of
dependable
processes

Documentable

Standardised

Auditable

Diverse

Robust

The process should have a defined process model that sets out
the activities in the process and the documentation that is to be
produced during these activities.

Acomprehensive set of software development standards that
define how the software is to be produced and documented
should be available.

The process should be understandable by people apart from
process participants who can check that process standards are
being followed and make suggestions for process improvement

The process should indude redundant and diverse verification
and validation activities.

The process should be able to recover from failures of individual
process activities.

As a result, software development companies accept that their software will always

contain some residual faults. The level of faults depends on the type of system. Shrink-

wrapped products have a relatively high level of faults (although they are much bet-

ter than they were 10 years ago), whereas critical systems usually have a much lower

fault density.

The rationale for accepting faults is that, if and when the system fails, it is cheaper

to pay for the consequences of failure than it would be to discover and remove the

faults before system delivery. However, as discussed in Chapter 3, the decision to

release faulty software is not simply economic. The social and political acceptabil-

ity of system failure must also be taken into account.

20.1 Dependable processes

Dependable software processes are processes that are geared to fault avoidance and

fault detection. Dependable processes are well defined and repeatable, and include

a spectrum of verification and validation activities. A well-defined process is a pro-

cess that has been standardised and documented. A repeatable process is one that

does not rely on individual interpretation and judgement. Irrespective of the people

involved in the process, the organisation can be confident that the process will be

successful. I discuss the importance of processes in achieving software quality and

process improvement in Chapter 28. The essential characteristics of dependable pro-

cesses are shown in Figure 20.2.
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A dependable process should always include well-planned, comprehensive ver-

ification and validation activities whose aim is to ensure residual faults in the soft-

ware ｡ｲＧｾ discovered before it is deployed. Process activities that are geared to fault

avoidance and fault detection include:

I. Requirements inspections As I discussed in Chapter 7, these are intended to

disl;over problems with the system specification. A high proportion of faults in

delivered software result from requirements errors. If these can be discovered

and eliminated from the specification, then this class of faults will be minimised.

2. Requirements management Requirements management, discussed in Chapter 7,

is wncemed with keeping track of changes to requirements and tracing these

through to the design and implementation. Many errors in delivered systems

are a result of failing to ensure that a requirements change has actually been

included in the design and implementation of the system.

3. Medel checking Model checking involves CASE tools automatically analysing

system models to ensure internal and external consistency. Internal consistency

means that a single model is consistent; external consistency means that differ-

ent models of the system (e.g. a state model and an object model) are consistent.

4. ｄ･ｾｩｧｮ and code inspections As I discuss in Chapter 22, design and code inspec-

tions are often based on checklists of common faults and are intended to dis-

caller and remove these faults before system testing.

5. Static analysis Static analysis is an automated technique of program analysis

where the program is analysed in detail to find potentially erroneous conditions.

I discuss this in Chapter 22.

6. Test planning and management A comprehensive set of tests for the system

should be: designed and the testing process carefully managed to ensure com-

plete test coverage and traceability between the system tests and the system

requirements and design. I discuss testing in Chapter 23.

A possible source of error in critical systems is to include the wrong component

or the wrong version of a component in a system. To avoid this, you need to use

strict configuration management Configuration management is concerned with

managing software change and keeping track of the versions of a system and its

components. I cover this topic in Chapter 29.

20.2 DepEmdalble programming

Dependable programming involves using programming constructs and techniques

that contribute to fault avoidance and fault tolerance. Faults in programs arise because
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programmers make mistakes. While some mistakes are due to misunderstanding the

specification, others arise from over-complex programs or the use of inherently error-

prone constructs. To achieve dependability, therefore, you should design for sim-

plicity, protect information from unauthorised access and minimise the use of

potentially unsafe programming constructs.

Programming techniques for fault tolerance rely on the fact that there is a distinc-

tion between faults and failures. Afailure is something that is observable to the users

of a system, whereas afault is an internal system characteristic. If a fault arises in an

executing program, you may be able to tolerate it by detecting it and taking recovery

action before it results in a system failure. In this section, I discuss the use of excep-

tion handling constructs to make programs more fault tolerant and easier to understand.

20.2.1 Protected information

A security principle that is adopted by military organisations is the 'need to know'

principle. Only those individuals who need to know a particular piece of informa-

tion in order to carry out their duties are given that information. Information that

is not directly relevant to their work is withheld.

When programming, you should adopt an analogous principle to control access

to system data. Program components should only be allowed access to data that they

need for their implementation. You can protect other data by using the scope rules

of the programming language to hide it from other parts of the program. If you hide

information, it cannot be corrupted by program components that are not supposed

to use it. If the interface remains the same, the data representation may be changed

without affecting other components in the system.

Protecting information is much simpler in Java than in older programming lan-

guages such as C or Pascal. Because these languages do not have encapsulation con-

structs such as object classes, details of the implementation of data structures

cannot be protected. Other parts of the program can access the structure directly,

which can lead to unexpected side effects when changes are made.

It is generally good practice when programming in an object-oriented language

to provide methods that access and update attribute values rather than allow other

objects to access these attributes directly. This means that you can change the rep-

resentation of the attribute without worrying about how other objects use the

attribute. It is particularly important that you use this approach for data structures

and other complex attributes.

Java's interface definition construct makes it possible to use this approach and

to declare the interface to an object without reference to its implementation. This

is illustrated in Figure 20.3. Users of objects of type Queue can put objects onto

the queue, remove them from the queue and query the size of the queue. However,

in the class that implements this interface, the actual implementation of the queue

should be concealed by declaring the attributes and methods to be private to that

object class. Separating interfaces and their implementation is an essential part of

component-based software engineering.
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interface Queue {

public void put (Object 0) ;

public void remove (Object 0) ;

public int size 0 ;

} //Queue

class Signal {

static public final int red = 1
static public final int amber = 2 ;
static public final int green = 3 ;

public int sigState ;

A related type of information protection is illustIated in Figure 20.4. In situations

where a limited set of values may be assigned to some variable, these values should

be declared as constants. Language such as c++ support enumerated types, but in Java

this must be implemented by associating these conslraints with the class declaration.

For example, consider a signalling system, implemented in Java, that supports

red, amber and green lights. A Signal type should be defined that includes constant

declarations reflecting these colours. It is therefore possible to refer to Signal.red,

Signal.green and so on. This avoids the accidental assignment of incorrect values

to variables of type Signal. You are ｴｨ･ｮｾｦｯｲ･ protecling variables of type Signal from

incorrect assignments and, at the same time, hiding the representation of red, amber

and green. You can change these constrnt values later without having to make any

other program changes.

20.2.2 Safe programming
ＭＭＭＧＧＧＭＭＭＭｾＭＭＭＭ｟ＮＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭ

Faults in programs, and therefore many program failures, are usually a consequence

of human error. Programmers make mistakes because they lose track of all of the

relationships between the state variables. They write program statements that result

in unexpected behaviour and system state changes. People will always make mis-

takes, but it became clear in the late 1960s that some approaches to programming

were more error-prone than others.
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Dijkstra (Dijkstra, 1968) recognised that the goto statement or unconditional branch

was an inherently error-prone programming construct. It made it difficult to localise

state changes. This observation led to the development of structured programming.

Structured programming is programming without goto statements, using only while

loops and if-statements as control constructs and designing using a top-down

approach. Structured programming was an important milestone in the development

of software engineering because it was the first step away from an undisciplined

approach to software development.

Other programming language constructs and programming techniques are also

inherently error-prone. Faults are less likely to be introduced into programs if you

avoid these or, at least, use them as little as possible. Potentially error-prone con-

structs include:

1. Floating-point numbers Floating-point numbers are inherently imprecise. This

is a particular problem when they are compared because representation impre-

cision may lead to invalid comparisons. For example, ＳＮＰＰＰＰｯｯ may some-

times be represented as 2.99999999 and sometimes as ＳＮＰｯｯｯｯｯＱＮ A

comparison would show these to be unequal. Fixed-point numbers where a num-

ber is represented to a given number of decimal places are safer because exact

comparisons are possible.

2. Pointers Pointers are low-level constructs that hold addresses that refer directly

to areas of the machine memory. Errors in their use can be devastating

because they allow aliasing (discussed later in this list) and because they make

bound checking of arrays and other structures harder to implement.

3. Dynamic memory allocation frogram memory may be allocated at run-time rather

than at compile-time. The danger with this is that the memory may not be de-

allocated, so eventually the system runs out of available memory. This can be

a very difficult error to detect because the system may run successfully for a

long time before the problem occurs.

4. Parallelism Parallelism is dangerous because of the difficulties of predicting

the subtle effects of timing interactions between parallel processes. Timing prob-

lems cannot usually be detected by program inspection, and the peculiar com-

bination of circumstances that cause a timing problem may not occur during

system testing. Parallelism may be unavoidable, but its use should be carefully

controlled to minimise interprocess dependencies. Programming language

facilities such as Java threads help manage parallelism so that some program-

ming errors can be avoided.

5. Recursion Recursion is when a procedure or method calls itself or calls another

procedure that then calls the original calling procedure. Its use can result in

concise programs but it can be difficult to follow the logic of recursive pro-

grams. Programming errors are therefore more difficult to detect. Recursion errors

may result in the allocation of all the system s memory as temporary stack vari-

ables are created.



20 2 " Dependable programming 471

6. Interrupts These are a means of forcing control to transfer to a section of code

irre:;pective of the code currently executing. The dangers of this are obvious:

The intemlpt may cause a critical operation to be terminated.

7. Inheritance The problem with inheritance in object-oriented programming is

that the code associated with an object is not all in one place. ThIS makes it

more diftkult to understand the behaviour of the object. Hence, it is more likely

that programming errors will be missed. Furthermore, inheritance when com-

bim:d with dynamic binding can cause timing problems at run-time. At differ-

ent:imes, different instances of a specific method could be called and different

amc>unts of time will be spent searching for the correct method instance.

8. Aliasing Ihis occurs when more than one name is used to refer to the same

entity in a program. It is easy for program readers to miss statements that change

ｴ ｨ ･ ｾ ｮ ｴ ｩ ｴ ｹ when they have several names to consider.

9. Untounded arrays In languages such as C, arrays are simply ways of access-

ing memory, and you can make assignments beyond the end of an array. The

run-time system does not check that assignments actually refer to elements in

the array. Buffer overflow, where an attacker deliberately constructs a program

to write memory beyond the end of a buffer that is implemented as an array,

is a known security vulnerability.

10. Default input processing Some systems provide a default for input processing

ｩ ｲ ｲ ･ ｾ ｰ ･ ｣ ｴ ｩ ｶ ･ of the input that is presented to the system. This is a security loop-

hole that an attacker may exploit by presenting the program with unexpected

inputs that are not rejected by the system.

Some standards for safety-critical systems development completely prohibit the

use of these constructs. However, this extreme position is not normally practical.

All of these COIllStructS and techniques are useful, but they must be used with care.

Wherever possible, their potentially dangerous effects should be controlled by

using them within abstract data types or objects. These act as natural 'firewalls'

limiting the damage caused if errors occur.

The designers of Java have recognised some of the problems of error-prone con-

structs. The language does not include goto statements, it has built-in garbage col-

lection so has no need of dynamic memory allocation, and it does not support pointers

or unbounded arrays. However, Java s numeric representation is such that overflow

is not deTected by the run-time system, and failures due to floating-point errors are

still possible.

Exception handling
----"''---------_._-------------

During program execution, errors or unexpected events inevitably occur. These may

arise because of a program fault or may be a result of unpredictable external cir-

cumstances. An error or an unexpected event that occurs during the execution of a
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program is called an exception. Exceptions may be caused by hardware or software

conditions. Examples of exceptions might be a system power failure, an attempt to

access non-existent data, and numeric overflow or underflow.

When an exception occurs, it must be managed by the system. This can be done

within the program itself or may involve transferring control to a system exception-

handling mechanism. Typically, the system's exception management mechanism sim-

ply reports the error and shuts down execution. Therefore, to ensure that program

exceptions do not cause system failure, you should define an exception handler for

all possible exceptions that may arise and make sure that all exceptions are explic-

itly handled.

In programming languages such as C, if-statements must be used to detect the

exception and to transfer control to the exception-handling code. This means that

you have to explicitly check for exceptions wherever in the program they may occur.

However, this adds complexity and so increases the chances that you will make mis-

takes and that the exception will not be correctly handled.

Some programming languages, such as Java, C++ and Ada, include constructs

that support exception handling so that you do not need extra conditional statements

to check for exceptions. Rather, the programming language includes a special built-

in type (often called Exception) and different exceptions may be declared to be of

this type. When an exceptional situation occurs, the exception is signalled and the

language run-time system transfers control to an exception handler. This is a code

section that states exception names and appropriate actions to handle each

exception.

In Java, new types of exception may be declared by extending the built-in Exception

class. Exceptions are signalled in Java using a throw statement. The handler of an

exception is indicated by the keyword catch, which is followed by a block of code

that can handle the exception.

Figure 20.5 illustrates the use of exceptions in Java. This example, part of the

software for the insulin pump introduced in Chapter 3, is a sensor controller that
reads a blood glucose value from a sensor. The first declaration in Figure 20.5 shows

how exceptions in Java are declared. The built-in object class called Exception is

extended, and the constructor method defines the code to be implemented when the

exception is thrown. In this case, an alarm is activated.

The Sensor class provides a single method, called readVal, that includes a throw

statement in its declaration. This means that a SensorFailureException may be

thrown from within the method, but that the calling method is expected to provide

a handler for SensorFailureException. It is usually best for exceptions to be handled

by the calling method because that method knows what it intended to do with the

result of the called method. However, as I show later, there are some situations where

exceptions are locally handled to ensure that the result of a method call is always

valid.

The try keyword indicates that an exception may be thrown in the following block

of code. The exception SensorFailureException is thrown if a value of less than zero

is returned when the sensor is checked. DevicelO.readlnteger can throw an exception

called devicelOException, so a handler for this must also be included following the



Figure 20.5
Exceptions to handle
failure in the insulin
pump
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class Sensol'FailureException extends Exception {

Se nsorFalilureException (String msg) {

super (msg) ;

Alarm.activate (msg) ;

}

II SensorFailureException

class Sensor {

int readVal 0 throws SensorFailureException {

tl" {
int theValue =DevicelO.readlnteger 0 ;
if (theValue < 0)

throw new SensorFailureExc:eption ("Sensor failure") ;

retum theValue ;

}

c<ltch (devicelOException e)

{

throw new SensorFailureException (" Sensor read error") ;

}

} II re<ldVal

II Sensclr

catch keyword. In this case, the handler Simply throws a sensor failure exception

to indicate that the calling object should handle the exception.

Exception handling can also be used to simplify programs and make them eas-

ier to read and understand. This reduces the probability of programmer error and

increasfs the chances that program inspectors will find any problems that exist. You

use ･ｸ｣Ｇｾｰｴｩｯｮ handling to separate error-handling code from code that handles nor-

mal processing. You can therefore read and understand each of these code sections

in isola:lOn.

I hal'e illustrated this in Figure 20.6. This Java class is an implementation of a

temperature controller on a food freezer. The required temperature may be set between

-18 and -40 degrees Celsius. Frozen food may start to defrost and bacteria become

active at temperatures over -18 degrees. The control system maintains this temper-

ature by switching a refrigerant pump on ;md off according to the value of a tem-

perature sensor. If the required temperature cannot be maintained, the controller sets

off an alann.

In the Java implementation. the temperature of the freezer is discovered by inter-

rogating an object called tempSensor, and the required temperature is discovered
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FilUre 20.6
Exceptions in a
freezer temperature
controller

dass FreezerController {

sensor tempSensor =.new Sensor 0 ;
Dial tempDial = new Dial 0 ;
float freezerTemp = tempsensor.readVal 0 ;
final float dangerTemp = (float) -18.0 ;

final long coolingTime = (long) ＲＰｯｯＮＰ ;

public void run ( ) throws InterruptedException {
try {

Pump.switchlt (Pump.on) ;
.do {

if (freezerTemp > tempDial.setting 0>
if (Pump.status == Pump.off)
{

Pump.switchlt (Pump.on) ;
Thread.sleep (coolingTime) ;

}

else
if (Pump.status - Pump.on)

Pump.switchlt (Pump.off) ;

if (freezerTemp > dangerTemp)
throw new FreezerTooHotException 0 ;

freezerTemp = tempsensor.readVal 0 ;

} while (true) ;

} II try block
catch (FreezerTooHotException f)
{ A1arm.activate ( ) ; }
catch (InterruptedException e)
{

System.out.println ("Thread exception") ;
throw new InterruptedException ( ) ;

}llrun
} /1 FreezerController

by inspecting an object called tempDiaJ. A pump object (Pump) responds to sig-
nals to switch its state. Once the pump has been switched on, the system waits for
some time (by calling Thread.sleep) for the temperature to fall. If it has not fallen
sufficiently, an exception called FreezerTooHotException is thrown.
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The ｬｾｸ｣･ｰｴｊｬｏｮ handler (located at the end of the code) catches this exception and

activates the Alarm object. A handler is also included for the built-in exception

InterruptedException, which can be thrown by Thread.sleep. This logs the excep-

tion, th\:n re-throws it for handling by the main method.

Fault tollerance

A fault--tolerant system can continue in operation after some system faults have

occurred. The fault-tolerance mechanisms in the system ensure that these system

faults do not cause system failure. You may need fault tolerance in situations where

system failure could cause a catastrophic accident or where a loss of system oper-

ation wl)uld cause large economic losses. For example, the computers in an aircraft

must carry on working until the aircraft has landed; the computers in an air traffic

control system must be continuously available while planes are in the air.

ｔｨ･ｲｾ are four aspects to fault-tolerance:

1. Faliit detection The system must detect a fault that could lead to a system fail-

ure Generally, this involves checking that the system state is consistent.

2. Damage assessment The parts of the system state that have been affected by

the fault must be detected.

3. Faliit recovery The system must restore its state to a known 'safe' state. This

may be achieved by correcting the damaged state (forward error recovery) or

by restoring the system to a known 'safe' state (backward error recovery).

4. Fmilt repair This involves modifying the system so that the fault does not recur.

HO'.vever, many software faults manifest themselves as transient states. They

are due to a peculiar combination of system inputs. No repair is necessary and

normal processing can resume immediately after fault recovery.

You might think that fault-tolerance facilities are unnecessary in systems that

have ｢･Ｎｾｮ developed using techniques that avoid the introduction of faults. If there

are no faults in the system, there would not seem to be any chance of system fail-

ure. However, 'fault-free' does not mean 'failure-free'. It can only mean that the

program corresponds to its specification. The specification may contain errors or

omissi01s and may be based on incorrect assumptions about the system's environ-

ment. And, of course, we can never conclusively demonstrate that a system is com-

pletely fault-free. In systems that have the highest reliability and availability

requirements, you need to use the redundant and diverse approaches of fault avoid-

ance and fault tolerance.
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Figure 20.7 State

constraints that apply
in the insulin pump

/

/ / The dose of insulin to be delivered must always be greater

/ / than zero and less that some defined maximum single dose

insulin_dose >= 0 & insulin_dose <= insulin_reservoiccontents

/ / The total amount of insulin delivered in a day must be less

/ / than or equal to a defined daily maximum dose

20.3.1 Fault detection and damage assessment

The fIrst stage of fault tolerance is to detect that a fault (an erroneous system state)

either has occurred or will occur unless some action is taken immediately. To do this,

you need to know when the value of a state variable is illegal or when relationships

between state variables are not maintained. Therefore, you need to defIne state con-

straints that defIne the conditions that must always hold for all legal states. If these

predicates are false, then a fault has occurred. Some examples of state constraints that

apply to the insulin pump software are shown in Figure 20.7. I have deliberately not

written these as Java assert statements for reasons that I explain later.

There are two types of fault detection that you can use:

I. Preventative fault detection In this case, the fault detection mechanism is ini-

tiated before a state change is committed. If a potentially erroneous state is

detected, then the state change is not made.

2. Retrospective fault detection In this case, the fault detection mechanism is ini-

tiated after the system state has been changed to check whether a fault has

occurred. If a fault is discovered, an exception is signalled and a repair mech-

anism is used to recover from the fault.

You can use preventative fault detection when the state constraints that have been

defIned apply only to individual state variables. For example, you can use this approach

when the value of a state variable must fall within a defined range. Preventative

fault detection avoids the overhead of damage repair, as the system state will always

be valid-although not necessarily correct. However, the system must have a

mechanism for continuing operation in the presence of an incorrect state if a sys-

tem failure is to be avoided.

In Java, the safest way to implement preventative fault detection is to explicitly

check for faults and use the exception-handling mechanism in the language to sig-

nal that an erroneous system state has been detected. This is ｩｬｬｵｳｴｲ｡ｴｾ､ in Figure

20.8. This is an implementation of a class where the values of instances ()f die class
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PositiveEven number
dass in Java
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dass Positi1"eEvenlnteger {

int val == 0 ;

PositivelEvenlnteger (int n) throws NumericException

{

if (11 < 0 I 11%2 ..... 1)

throw new NumericException 0 ;
elSE!

val==n;

}/I PosrtiveEvenlnteger

public void assign (im n) throws NumericException

{

if (11 < 0 I n%2 =- 1)

throw new NumericException 0;
elSE!

val == n;

}II assiign

int tolnteger 0
{

return val ;

}IIto Integer

boolean equals (PositiveEvenInteger n)

{

return (val = n.val) ;

}II equals

} IIPositiveEven

are restricted to positive, even numbers. If an attempt is made to assign a number

that is odd or less than 0, then an exception is thrown.

In Java 1.4, an assertion facility was introduced where state constraints could be

defined in an assert statement. Therefore, to specify that a number should be pos-

itive and even, you would write:

assert n >=: 0 & n0f02 = 0: "Value must be positive and even

ｔｨ･ｾｮＭｴｩｭ･ system checks that the condition holds and, if not, raises an error

and causes the associated message to be printed.
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However, Java's assertion facility was really designed to help discover state incon-

sistencies during development and debugging rather than to support fault-tolerant pro-

gramming. It is possible to switch assertion checking on and off, so you cannot rely

on assertions always being checked. Furthermore, it is not possible to associate a

specific type of exception with each assertion, so you cannot identify individual asser-

tion failure. This was a deliberate design decision-the designers did not intend that

it should be possible to take recovery action after an assertion failure.

Preventative fault detection is possible when you know the range of values that

may be assigned to a state variable. However, when a valid value depends on the

value assigned to other values in the state, preventative fault detection may be impos-

sible. For example, say your program reads three values, A, B and C, in that order.

The state constraint is:

A<B&B<C

You cannot apply preventative fault detection when reading the value of Abecause

you don't know what the value of Band C will be. Similarly, when reading B, you

can't check that it is less than C. You therefore need to use retrospective fault detec-

tion, checking the state constraint after all of the values have been read. If the con-

straint is false, then you may take some action to restore consistency to the system.

One way to implement retrospective fault detection in Java is to associate a check-

ing function with an object. This function can be called after state changes have

been made to ensure that the state constraints hold. You can call these when nec-

essary-the state may not need to be checked after every change has been made.

The following interface can be used for checking functions:

interface CheckableObject {

public boolean check 0 ;

Objects to be checked are instantiations of an object class that implements this

interface, so each object has an associated check function. Each object class imple-

ments its own checking function that defines the particular constraints that apply to

objects of that class. When the state as a whole is checked, dynamic binding is used

to ensure that the check function appropriate for the class of object being checked

is applied. We can see an example of this in Figure 20.9, where the check function

checks that the elements of an array satisfy some constraint.

Retrospective fault detection, which uses state constraints that apply to more than

one state variable, is illustrated in Figure 20.10. In this example, the fault detection

check is applied to consecutive elements of an array and checks that the array is

ordered.

Damage assessment involves analysing the system state to estimate the extent

of the state corruption. Damage assessment is needed when you can't avoid mak-

ing a state change or when a fault is caused by an invalid sequence of individually

correct state changes.
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class RobustArray {

/1 Ched:s that all the objects in an array of objects

/1 conform to some defined constraint

belOlean 0checkState ;
Checkableobject 0 theRobustArray ;

RClbustAl'ray (Checkableobject 0 theArray)

{

chec:kState ... new boolean [theArray.lensth] ;
ｴｨ･ｾＺｯ｢ｵｳｴａｲｲ｡ｹ ... theArray ;

} //RobustArray

pliblic vClid assessDamage 0 throws ArrayDamagedException

{

boolean hasBeenDamaged ... false ;

for (int i== 0; i <this.theRobustArray.length ; i ++)

{

if (I theRobustArray [i].check 0>
{

checkState [iJ ... true ;

hasBeenDamaged - true ;
}

else
checkState (i] = false ;

}

if (hasBeenDamagecl)
throw new ArrayDamagedException 0 ;

}l/assessDamage

} // RobustArray

The role of the damage assessment procedures is not to recover from the fault
but to assess what parts of the state space have been affected by the fault. Damage

can only be assessed if it is possible to apply some 'validity function' that checks

whether the state is consistent. If inconsistencies are found, these are highlighted

or signalled in some way.

Figure 20.9 shows one way of implementing damage assessment in Java. The data

structure called RobustArray is a collection of objects of type Checkableobject. Th
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class that implements the CheckableObject type must include a method called check

that can test whether the value of the object satisfies some constraint. This checking

method is associated with this object rather than with the RobustArray object because

the details of the check depend on the use of the type CheckabJeObject.

The assessDamage method in the RobustArray class examines every element of

the array and checks that its state is correct. If one or more elements of the array

do not meet the state constraints defined in the check function, then the elements

that are damaged are recorded in the checkState array. An exception called

ArrayDamagedException is then thrown. A handler for this exception that manages

the damage must be included in the calling method. This can use the information

in checkState to decide what to do.

Other fault detection and damage assessment techniques depend on the system

state representation and on the type of application. These damage assessment tech-

niques include:

1. The use of coding checks and checksums in data communications and check

digits in numeric data

2. The use of redundant links in data structures that contain pointers

3. The use of watchdog timers in concurrent systems

Coding checks (Fujiwara and Pradhan, 1990) can be used when data is

exchanged where a checksum is associated with numeric data. A checksum is a unique

value that is computed by applying some mathematical function to data. This

checksum is computed by the sender, which applies the checksum function to the

data and appends that function value to the data to be transferred. The receiver applies

the same function to the data and compares the computed value to the appended

checksum. As the functions are the same, if these values differ, then the data itself

must have changed. This technique can be used to detect security intrusions as well

as deliberate and accidental corruption of data.

When linked data structures are used, the representation can be made redundant

by including backward references. That is, for every reference from A to B, there

exists a comparable reference from B to A. You can also count the number of ele-

ments in the structure. Checking can determine whether backward and forward ref-

erences are consistent (they should refer to each other) and whether the stored size

and the computed structure size are the same.

When processes must react within a specific time period, a watchdog timer may

be installed. A watchdog timer is a timer that must be reset by the executing pro-

cess after its action is complete. It is started at the same time as a process, and it

times the process execution. A controller may interrogate it at regular intervals. If,

for some reason, the process fails to terminate, the watchdog timer is not reset. The

controller can therefore detect that a problem has arisen and take action to force

process termination.
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20.3.2 Fault ｉＧ･｣ｯｶｬｾｲｹ and repair
ＮＭＭＧＺＮＮＮＮＮＮＺＮＺＮＭＭＭＭＭＭｾＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭＭ

Fault recovery is the process of modifying the state space of the system so that the

effects of the fault are eliminated or reduced. The system can continue to operate,

perhaps in some degraded form. Forward recovery involves trying to correct the dam-

aged system state and to create the intended state. Backward recovery restores the

system state to a known correct' state.

Forn ard enm recovery is only possible in situations where the state information

include!, built-in redundancy. There are two general situations (both discussed in

the pre\ ious ｳｬｾ｣ｴｩｯｮＩ where this error recovery technique can be applied:

I. Whm coded data is corrupted The use of coding techniques that add redun-

dancy to the data allows errors to be corrected as well as detected.

2. Whm linked structures are corrupted When forward and backward pointers are

included in the data structure, the structure can be recreated-if enough point-

ers remain uncorrupted. This technique is frequently used for file system and

database repair.

Backward error recovery is a simpler technique that restores the state to a known

safe state after an error has been detected. Most database systems mclude backward

error recovery, When a user initiates a database computation, a transaction is initi-

ated. Changes made during that transaction are not immediately incorporated in the

database, The database is only updated after the transaction is finished and no prob-

lems an: detected. If the transaction fails, the database is not updated.

Transactions allow error recovery because they do not commit changes to the

databasf' until they have completed. However, they do not permit recovery from

state changes that are valid but incorrect. Checkpointing is a technique that can recover

from this situation. The system state is duplicated periodically. When a problem is

discovered, a correct state may be restored from one of these copies.

As ar, example of how backward recovery can be implemented using checkpointing,

considel the Java class SafeSort shown in Figure 20.10, which includes code for

error detection and backward recovery.

The method creates a checkpoint by copying the array before the sort operation. In

this example, I use a bubble sort for simplicity, but obviously any sorting algorithm

may be 11Sed. If there is an error in the sorting algorithm and the array is not properly

sorted, ulis is detected by explicit checks on the order of the elements in the array. If

the array is not properly sorted, a SortError exception is thrown. The exception handler

does not try to repair the problem, but restores the original value of the array and rethrows

SortError to indicate to the calling method that the sort has not been successful. It is

then the calling method's responsibility to decide how to continue execution.

As I :;uggested earlier, many software faults are transient, and no explicit repair is

required to con'ect the conditions that caused these faults. They disappear in a subse-

quent execution of the system. Where this is not the case, it may be possible to take

some repair actions. The most common software repair action is to re-initialise the system,
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class SafeSort {

static void sort ( int 0 intarray, int order) throws SortError
{

int 0 copy =new int [lntarray.length];

II copy the input array

for (int i =0; i < intarray.length ; i++)
copy [I] = intarray [I) ;

try (
Sort.bubblesort Ontarray, intarray.length, order) ;
if (order = Sorlascending)

for (int i =0; i <= intarray.length-2 ; i++)
if (intarray [iJ > intarray [1+1])

throw new SortError 0 ;
else

for (int i =0; i <= intarray.length-2 ; i++)
if Ontarray [1+1] > intarray [I)

throw new SortError 0 ;
}1/ try block

catch (SortError e )
{

for (int i =0; i < intarray.length ; i++)
intarray [I) =copy [I) ;

throw new SortError ("Array not sortedj ;

) licatch
} II sort

} II SafeSort

resetting the state to its initial, safe values (Huang and Kintala, 1993). This can some-

times be done without stopping the system if initialisation is fast and service requests

can be delayed. Other repair alternatives, such as dynamic reconfiguration, are nor-

mally only possible when you have made explicit provision, for this in the system design.

Fault-tolerant architectures

In many systems, it is possible to implement software fault tolerance by explicitly

including checks and recovery actions in the software. This is called defensive pro-

gramming. However, this approach cannot cope effectively with system faults that
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arise from interactions between the hardware and the software. Furthennore, mis-

understandings of the requirements may mean that both the system code and the

associated defence are incorrect.

For ｴｨｾ most critical systems, particularly those with stringent availability

requirements, a specific system architecture designed to support fault tolerance may

be required. Examples of systems that use this approach to fault tolerance are sys-

tems in aircraft tbat must be in operation throughout the duration of the flight, telecom-

munication systems, and critical command and control systems. Pullum (Pullum,

2(01) describes different types of fault-tolerant architecture that have been proposed.

There has been a need for many years to build fault-tolerant hardware. The most

commonly used hardware fault-tolerant technique is based around the notion of triple-

modular ｲ Ｌ ｾ ､ ｵ ｮ ､ ｡ ｮ ｣ ｹ (TMR). The hardware unit is replicated three (or sometimes

morel times. The output from each unit is passed to an output comparator that is

usually irrplemented as a voting system. If one of the units fails and does not pro-

duce the same output as the other units, its output is ignored. A fault manager may

try to repmr the faulty unit automatically, but, if this is impossible, the system is

automatically reconfigured to take the unit out of service. The system then contin-

ues to ｦｵｮｾｴｩｯｮ with two working units (Figure 20.11).

This approach to fault tolerance relies on most hardware failures being the result

of comporent failure rather than design faults. The components are therefore likely

to fail independently. It assumes that, when fully operational, all hardware units per-

fonn to specification. There is therefore a low probability of simultaneous compo-

nent failure in all hardware units.

Of course, the components could all have a common design fault and thus all

produce the same (wrong) answer. Using hardware units that have a common spec-

ification. but which are designed and built by different manufacturers, reduces the

chances of such a common mode failure. It is assumed that the probability of dif-

ferent teams makjng the same design or manufacturing error is small.

If the availability and reliability requirements for a system are such that you need

to use faulHolerant hardware, then you may also need fault-tolerant software. There

are two related approaches to the provision of software fault tolerance (Figures 20.12

and 20.13). Both of these techniques have been derived from the hardware model

where redundant components (or perhaps redundant systems) are included and faulty

components may be taken out of service.
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Figure 20.12
N-version

programming

Input

The two approaches to software fault tolerance are:

1. N-version programming Using a common specification, the software system is

implemented in a number of versions by a number of teams. These versions

are executed in parallel on separate computers. Their outputs are compared using

a voting system, and inconsistent outputs or outputs that are not produced in

time are rejected. At least three versions of the system should be available so

that two versions should be consistent in the event of a single failure. This is

the most commonly used approach to software fault tolerance. It has been used

in railway signalling systems, in aircraft systems and in reactor protection sys-

tems. Avizienis (Avizienis, 1985; Avizienis, 1995) describes this approach.

2. Recovery blocks In this approach, each program component includes a test to check

that the component has executed successfully. It also includes alternative code that

allows the system to back up and repeat the computation if the test detects a fail-

ure. The implementations are deliberately different interpretations of the same spec-

ification. They are executed in sequence rather than in parallel, so replicated hardware

is not required. In N-version programming, the implementations may be different

Figure 20.13

Recovery blocks
Try algorithm

1

Acceptance test

fails - retry

__ Ｍ ｾ Continue execution if

acceptance test succeeds
Signal exception if all
algorithms fail

Recovery blocks
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but it is not uncommon for two or more development teams to chose the same

algonthms to implement the specification. Randell (Randell, 1975) and Randell

and Xu (Randell and Xu, 1995) describe the recovery block method.

The provision of software fault tolerance: requires the software to be executed

under the control of a fault-tolerant controller that will ensure that the steps

involved :n tolerating a fault are executed. This controller examines the outputs and

compares them. If they differ, some recovel)' actions may be initiated. Laprie et al.

(Laprie, et al., 1995) describe fault-tolerant systems architectures.

Both of these approaches to fault tolerance make use of design and implemen-

tation diversity. When diverse approaches are used to implement the same specifi-

cation, it IS a reasonable assumption that the different versions of the software will

not ｩｮ｣ｬｵ､ｾ the smne faults, so common failures are unlikely. Diversity can be achieved

in a number of ways:

1. By including requirements that different approaches to design should be used.

For example, one team may be requiredl to produce an object-oriented design

and another team may produce a function-oriented design.

2. By requiring that the implementations should be written in different program-

ming languages. For example, in a three-version system, Ada, C++ and Java

could be used to write the software versions.

3. By requiring the use of different tools and development environments for the

system.

4. By explicitly requiring different algorithms to be used in some parts of the imple-

mentation. However, this limits the freedom of the design team and may be

difficult to reconcile with system performance requirements.

Each ､ｾｶ･ｬｯｰｭ･ｮｴ team should work with a system specification-the V-spec-

that has been derived from the system requirements specification (Avizienis, 1995).

As well as specifying the functionality of the system, the V-spec should define where

system oU':IJUts for comparison should be generated. The development teams for each

version should work in isolation to reduce the likelihood of them developing com-

mon misunderstanding about the system.

Design diversity certainly increases the overall reliability of the system.

However, a number of expenments have suggested that the assumption that inde-

pendent design teams do not make the same mistakes may not always be valid (Knight

and Leveson, 1986; Brilliant, et aI., 1990; Leveson, 1995). Development teams may

make the ｾ［｡ｭ･ mistakes because of common misinterpretations of the specification

or because they independently arrive at the same algorithms to solve the problem.

Recovery blocks reduce the probability of common errors because different algo-

rithms are explicitly used for each recovery block.

The weakness of both approaches to fault tolerance is that they are based on the

assumptiol that the specification is correct. They do not tolerate specification
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errors. In many cases, however, the specification is incorrect or incomplete, so the

system behaves in an unexpected way. One way to reduce the possibility of com-

mon specification errors is to develop the V-specs for the system independently and

to define the specifications in different languages. One development team might work

from a formal specification, another from a state-based system model and the third

from a natural language specification. This helps avoid some errors of specification

interpretation, but does not get round the problem of specification errors.

KEY POINTS

Dependability in a program can be achieved by avoiding the introduction of faults, by detecting

and removing faults before system deployment and by including fault tolerance facilities that

allow the system to remain operational after a fault has caused a system failure.

The use of redundancy and diversity in both software processes and software systems is

essential to the development of dependable systems.

The use of a well-defined, repeatable process is important if faults in a system are to be

minimised. The process should include verification and validation activities at all stages,

from requirements definition through system implementation.

Some programming constructs and techniques, such as goto statements, pointers,

recursion, inheritance and floating-point numbers, are inherently error-prone. These should

not be used when developing dependable systems.

Exceptions are used to support error management in dependable systems. All exceptions

should be explicitly handled in a dependable system.

The four aspects of program fault tolerance are failure detection, damage assessment, fault

recovery and fault repair.

N-version programming and recovery blocks are alternative approaches to fault-tolerant

architectures where redundant copies of the hardware and software are maintained. Both

rely on design diversity and the use of a fault-tolerance controller to coordinate the

execution of redundant program units.

FURTHER READING 1\ _

Software Fault Tolerance Techniques and Implementation. A comprehensive discussion of

techniques to achieve software fault tolerance and fault-tolerant architectures. The book also

covers general issues of software dependability. (L. L. Pullum, 2001, Artech House.)
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Handbook ofSoftware Rl?/iability Engineering. This collection includes several articles discussing

recovery blocks and N-version programming. It also includes a good article on fault-tolerant system

architectures. (M. R. Lyu (ed.), 1996, McGraw-Hill.)
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20.1 Give four reasons why it is hardly ever cost-effective for companies to ensure that their

software is free of filults.

20.2 Give two examples (If diverse, redundant activities that might be incorporated into

dependable processes.

20.3 Explain why inheritance is a potentially error-prone construct and why its use should be

minimised when developing critical systems in an object-oriented language.

20.4 Discuss the problems of dE'veloping and maintaining 'nonstop' systems such as telephone

exchange software. How mIght exceptions be used in the development of such systems?

20.5 Explain why you should eXI>licitly handle all exceptions in a fault-tolerant system.

20.6 Briefly describe forward and backward fault recovery strategies. Why is backward fault

recovery used more often than forward error recovery? Give two examples of classes of

systems where backward error recovery might be used.

20.7 What is essential for forward error recovery to be implemented in a fault-tolerant system? Is

forward error recovery possible in interactive systems?

20.8 Design an abstract data type or object class called RobustList that implements forward error

recovery in a linked list. YOli should include operations to check the list for corruption and to

re-build the list if corruption has occurred. Assume that you can check corruption by

maintaining forward ilnd backward references to and from adjacent members of the list.

20.9 Suggest circumstancE's where it is appropriate to use a fault-tolerant architecture when

implementing a software-based control system and explain why this approach is required.

20.10 It has been suggested that the control software for a radiation therapy machine (used to treat

patients with cancer) should be implemented using N·version programming. Comment on

whether you think this is a good suggestion.

20.11 Give two reasons why all thE! system versions in an N-vel'sion system may fail in a similar

way.

20.12 Using the techniques discussed here to produce safe software obviously involves

considerable extra costs. What extra costs can be justified if 100 lives would be saved over

the 1s-year lifetime of a systlem? Would the same costs be justified if 10 lives were saved?

How much is a life w01h? Do the earning capabilities ohhe people affected make a

difference to this judg,emenH
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Software evolution

Objectives

The objectives of this chapter are to introduce software evolution

and to describe a number of ways to modify software. When you

have read this chapter, you wil1:

• understand that change is inevitable if software systems are to

remain useful and that software development and software

evolution may be integrated in a spiral model;

• have learned about different types of software maintenance and

the factors that affect maintenance costs;

• be aware of the processes involved in software evolution,

including the process of software re-engineering;

• understand how legacy systems can be assessed to decide

whether they should be scrapped, maintained, re-engineered 0

replaced.

Contents

21.1 Program evolution dynamics

21.2 Software maintenance

21.3 Evolution processes

21.4 legacy system evolution
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After sy:;tems have been deployed, they inevitably have to change if they are to

remain useful. Once software is put into use, new requirements emerge and exist-

ing requirements change. Business changes often generate new requirements for exist-

ing software. Parts of the software may have to be modified to correct errors that

are found in operation, to adapt it for a new platform and to improve its perfor-

mance or other non-functional characteristics. Software development, therefore, does

not stop when a system is delivered but continues throughout the lifetime of the

system.

Soft"" are evolution is important because organisations are now completely

dependent on their software systems and have invested millions of dollars in these

systems. Their systems are critical business assets and they must invest in system

change to maintain the value of these assets. The majority of the software budget

m large companies is therefore devoted to maintaining existing systems, and we

should not be surprised by figures such as those by Erlikh (Erlikh, 2000) that sug-

gest that 90% of software costs are evolution costs. There is quite a lot of uncer-

tainty m this percentage, however, as people mean different things when they refer

to evolu:lOn or maintenance costs.

As I discuss later, post-deployment changes are not simply concerned with repair-

mg fault; in the software. The majority of changes are a consequence of new require-

ments that are generated in response to changing business and user needs.

Consequently, you can think of software engineering as a spiral process with

requirements, design, implementation and testing going on throughout the lifetime

of the system. This is illustrated in Figure 21.1. You start by creating Release I of

the system. Once delivered, changes are proposed and the development of Release

2 starts almost immediately. In fact, the need for evolution may become obvious

even before the system is deployed so that later releases of the software may be

under development before the initial version has been released.

This s an idealised model of software evolution that can be applied in situations

where a smgle organisation is responsible for both the initial software development

and the evolution of the software. Most generic software products are developed

using thiS approach. However, custom software may be developed externaIIy but

the evolution may be the responsibility of the customer s software development staff.

Alternatively, the software user might issue a separate contract to an external com-

pany for system support and evolution.

In thi s case, there are often discontinuities in the spiral process. Requirements

and design documents may not be passed from one company to another. Companies

may me:ge or reorganise and inherit software from other companies, and then find

that this has to be changed. When the transition from development to evolution is

not seamless, the process of changing the software after delivery is often caIIed soft

ware maintenance. As I discuss later in this chapter, maintenance involves extra

process activities, such as program understanding, in addition to the normal activ-

ities of !;oftware development.
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Figure 2\.1 A spiral
model of
development and
evolution

Software evolution

21.1 Program evolution dynamics

Program evolution dynamics is the study of system change. The majority of work

in this area has been carried out by Lehman and Belady, initially in the 1970s and

1980s (Lehman and Belady, 1985). The work continued in the 1990s as Lehman

and others investigated the significance of feedback in evolution processes

(Lehman, 1996; Lehman, et al., 1998; Lehman, et al., 2001). From these studies,

they proposed a set of laws (Lehman's laws) concerning system change. They claim

these laws (hypotheses, really) are invariant and widely applicable. Lehman and Belady

examined the growth and evolution of a number of large software systems. The pro-

posed laws, shown in Figure 21.2, were derived from these measurements.

The first law states that system maintenance is an inevitable process. As the sys-

tem s environment changes, new requirements emerge and the system must be mod-

ified. When the modified system is re-introduced to the environment, this promotes

more environmental changes, so the evolution process recycles.

The second law states that, as a system is changed, its structure is degraded. The

only way to avoid this happening is to invest in preventative maintenance where

you spend time improving the software structure without adding to its functional-

ity. Obviously, this means additional costs, over and above those of implementing

required system changes.

The third law is, perhaps, the most interesting and the most contentious of Lehman's

laws. It suggests that large systems have a dynamic of their own that is established

at an early stage in the development process. This determines the gross trends of

the system maintenance process and limits the number of possible system changes.
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law Description

Continuing c.hange

Incre,3sing Cl>mplexity

LargE program
evollition

Organisational stability

Conservation of

familiarity

Continuing growth

Oed ning quality

Feedback system

A program that is used in a real-world environment

necessarily must change or become progressively less
useful in that environment

As an evolving program changes, its structure tends to

become more complex. Extra resources must be devoted
to preserving and simplifying the structure.

Program evolution is a self-regulating process. System

attributes such as size, time between releases and the
number of reported errors is approximately invariant for

each system release.

Over a program'!; lifetime, its rate of development is

approximately constant and independent of the resources

devoted to system development

Over the lifetime of a system, the incremental change in

each release is approximately constant

The functionality offered by systems has to continually
increase to maintain user satisfaction.

The quality of systems will appear to be declining unless
they are adapted to changes in their operational
environment

Evolution processes incorporate multi-agent. multi-loop

feedback systems and you have to treat them as feedback

systems to achieve significant product improvement

Lehman and Belady suggest that this law is a consequence of structural factors that

influence and constrain system change, as well as organisational factors that affect

the evolutIOn process.

Once a system exceeds some minimal size it becomes more difficult to change.

Because it is large and complex, the system is hard to understand, and program-

mers are more likely to make errors and introduce faults into the system. Therefore.

making small changes avoids reducing the dependability of the system. A large change

will probably introduce many new faults that will limit the useful change delivered

in the new version of the system.

Large systems are usually produced by large organisations. which have internal

bureaucracies that set the change budget for each system and control the decision-

makin:sprocess. Organisations have to make decisions on the risks and value of the

changes and the costs involved. Such decisions take time to make. During that time.

other,ligher-priority system changes may be proposed. It may be necessary to shelve
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the original changes until a later date. The organisation's decision-making processes

therefore govern the rate of change of the system.

Lehman's fourth law suggests that most large programming projects work in what

he terms a saturated state. That is, a change to resources or staffing has impercep-

tible effects on the long-term evolution of the system. This is consistent with the

third law, which suggests that program evolution is largely independent of man-

agement decisions. This law confirms that large software development teams are

often unproductive because communication overheads dominate the work of the team.

Lehman's fifth law is concerned with the change increments in each system release.

Adding new functionality to a system inevitably introduces new system faults. The

more functionality added in each release, the more faults there will be. Therefore,

a large increment in functionality in one system release means that this will have

to be followed by a further release where the new system faults are repaired. Relatively

little new functionality will be included in this release. The law suggests that you

should not budget for large functionality increments in each release without taking

into account the need for fault repair.

The first five laws were in Lehman s initial proposals; the remaining laws were

added after further work. The sixth and seventh laws are similar and essentially say

that users of software will become increasingly unhappy with it unless it is main-

tained and new functionality is added to it. The final law reflects the most recent

work on feedback processes, although it is not yet clear how this can be applied in

practical software development.

Lehman's observations seem generally sensible. They should be taken into

account when planning the maintenance process. It may be that business consider-

ations require them to be ignored at anyone time. For example, for marketing rea-

sons, it may necessary to make several major system changes in a single release.

The probable consequences of this are that one or more releases devoted to error

repair are likely to be required.

It may appear that the radical differences that are obvious between releases of

program products violate Lehman's laws. For example, Microsoft Word has been

transformed from a simple word processor that operated in 256K of memory to a

gigantic, feature-laden system. It now needs many megabytes of memory and a fast

processor to operate. Its evolution seems to contradict the fourth and fifth of

Lehman's laws. However, I suspect that this program is not really a sequence of

revisions of a common core program. Rather, the name has been retained for mar-

keting reasons, but the program itself has been rewritten and re-structured more than

once since it was originally released.

21.2 Software maintenance

Software maintenance is the general process of changing a system after it has been

delivered. The term is usually applied to custom software where separate development
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groups are involved before and after delivery. The changes made to the software

may be simple changes to correct coding errors, more extensive changes to correct

design errors or significant enhancements to correct specification errors or accom-

modate new requirements. Changes are implemented by modifying existing system

components and, where necessary, by adding new components to the system.

There are tbree different types of software maintenance:

1. Mai'1tenance to repair software faults Coding errors are usually relatively cheap

to correct; design errors are more expensive as they may involve rewriting sev-

eral program components. Requirements errors are the most expensive to

repmr because of the extensive system redesign that may be necessary.

2. Mai'uenance to adapt the software to a. different operating environment This

type of maintenance is required when some aspect of the system's environment

suct. as the hardware, the platform operating system or other support software

changes. The application system must be modified to adapt it to cope with these

environmental changes.

3. Mai'uenance to add to or modify the system's functionality This type of main-

tenance is necessary when the system requirements change in response to organ-

isational or business change. The scale of the changes required to the software

is often much greater than for the other types of maintenance.

In practice, there isn't a clear-cut distinction between these types of maintenance.

When you adapt the system to a new environment, you may add functionality to

take advantage of new environmental featmes. Software faults are often exposed

because users use the system in unanticipated ways. Changing the system to

accommodate their way of working is the best way to fix these faults.

These types of maintenance are generally recognised, but different people some-

times gl\e them different names. Corrective maintenance is universally used to refer

to ｭ｡ｩｮｴｬｾｮ｡ｮ｣･ for fault repair. However, adaptive maintenance sometimes means

adapting to a new environment and can mean adapting the software to new require-

ments. Perfective maintenance can mean perfecting the software by implementing

new reqlllrements; in other cases it means maintaining the functionality of the sys-

tem but improving its structure and its performance. Because of this naming uncer-

tainty, I have avoided the use of all of these terms in this chapter.

Surveys by Lientz and Swanson (Lientz and Swanson, 1980) and Nosek and Palvia

(Nosek and Palvia, 1990) suggest that about 65% of maintenance is concerned with

implementing new requirements, 18% with changing the system to adapt it to a new

operating environment and 17% to correcting system faults (Figure 21.3). For cus-

tom systems, this distribution of costs is still roughly correct. The important point

is not ｴｨＬｾ speCIfic percentages but the fact that repairing system faults is not the

most expensive maintenance activity. Evolving the system to cope with new envi-

ｲｯｮｭ･ｮｴｾ and new or changed reqUIrements consumes most maintenance effort.

Maintenance: costs as a proportion of development costs vary from one applica-

tion domain to another. Guimaraes (Guimaraes, 1983) suggests that the maintenance
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costs for business application systems are broadly comparable with system devel-

opment costs. For embedded real-time systems, maintenance costs may be up to

four times higher than development costs. The high reliability and performance require-

ments of these systems often mean that modules have to be tightly linked and hence

difficult to change.

It is usually cost-effective to invest effort in designing and implementing a sys-

tem to reduce maintenance costs. Adding new functionality after delivery is expen-

sive because you have to spend time understanding the system and analysing the

impact of the proposed changes. Therefore, work done during development to make

the software easier to understand and change is likely to reduce maintenance costs.

Good software engineering techniques such as precise specification, the use of object-

oriented development and configuration management contribute to maintenance cost

reduction.

Figure 21.4 shows how overall lifetime costs may decrease as more effort is

expended during system development to produce a maintainable system. Because

of the potential reduction in costs of understanding, analysis and testing, there is a

significant multiplier effect when the system is developed for maintainability. For

System 1, extra development costs of $25,000 are invested in making the system

more maintainable. This results in a savings of $100,000 in maintenance costs over

the lifetime of the system. This assumes that a percentage increase in development

costs results in a comparable percentage decrease in overall system costs.

One important reason why maintenance costs are high is that it is more expen-

sive to add functionality after a system is in operation than it is to implement the

same functionality during development. The key factors that distinguish develop-

ment and maintenance, and which lead to higher maintenance costs, are:

1. Team stability After a system has been delivered, it is normal for the develop-

ment team to be broken up and people work on new projects. The new team
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Figure 21.4
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or the individuals responsible for system maintenance do not understand the

system or the background to system design decisions. A lot of the effort dur-

ing the maintenance process is taken Ill' with understanding the existing sys-

tem before implementing changes to i1..

2. Contractual responsibility The contract to maintain a system is usually sepa-

rate from the system development contract. The maintenance contract may be

given to a different company rather than the original system developer. This

factor, along with the lack of team stability, means that there is no incentive

for a development team to write the software so that it is easy to change. If a

development team can cut comers to save effort during development, it is worth-

while for them to do so even if it means increasing maintenance costs.

3. Staff skills Maintenance staff are often relatively inexperienced and unfamiliar

with the application domain. Maintenance has a poor image among software

eng meers" It is seen as a less skilled process than system development and is

often allocated to the most junior staff. Furthermore, old systems may be writ-

ten in obsolete programming languages. The maintenance staff may not have

much experience of development in these languages and must learn these lan-

gU<Lges to maintain the system.

4. Program age arul structure As programs age, their structure tends to be degraded

by change:, so they become harder to understand and modify. Some systems have

been developed without modem software engineering techniques. They may

never have been well structured and Wf:re perhaps optimised for efficiency rather

than understandability. System documentation may be lost or inconsistent. Old sys-

tems may not have been subject to configuration management, so time is often

wasted finding the right versions of system components to change.

The first three of these problems stem from the fact that many organisations still

consider devellopment and maintenance to be separate activities. Maintenance is seen

as a sel:ond-class activity, and there is no incentive to spend money during devel-

opment to reduce the costs of system change. The only long-term solution to this

problem is to accept that systems rarely have a defined lifetime but continue in use,
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in some fonn, for an indefinite period. As I suggested in the introduction, you should

think of systems as evolving throughout their lifetime through a continual devel-

opment process.

The fourth issue, the problem of degraded system structure, is in some ways the

easiest problem to address. Software re-engineering techniques (briefly described

later in this chapter) may be applied to improve the system structure and under-

standability. Architectural transfonnations can adapt the system to new hardware.

Preventative maintenance work (essentially incremental re-engineering) can be sup-

ported to improve the system and make it easier to change.

21.2.1 Maintenance prediction

Managers hate surprises, especially if these result in unexpectedly high costs. You

should therefore try to predict what system changes are likely and what parts of the

system are likely to be the most difficult to maintain. You should also try to esti-

mate the overall maintenance costs for a system in a given time period. Figure 21.5

illustrates these predictions and associated questions.

These predictions are obviously closely related:

1. Whether a system change should be accepted depends, to some extent, on the

maintainability of the system components affected by that change.

2. Implementing system changes tends to degrade the system structure and hence

reduce its maintainability.

3. Maintenance costs depend on the number of changes, and the costs of change

implementation depend on the maintainability of system components.

Predicting the number of change requests for a system requires an understand-

ing of the relationship between the system and its external environment. Some sys-

tems have a very complex relationship with their external environment and changes

to that environment inevitably result in changes to the system. To evaluate the rela-

tionships between a system and its environment, you should assess:

1. The number and complexity ofsystem interfaces The larger the number of inter-

faces and the more complex they are, the more likely it is that demands for

change will be made.

2. The number of inherently volatile system requirements As I discussed in

Chapter 7, requirements that reflect organisational policies and procedures are

likely to be more volatile than requirements that are based on stable domain

characteristics.

3. The business processes in which the system is used As business processes evolve,

they generate system change requests. The more business processes that use a

system, the more the demands for system change.
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What will be the costs of

maintaining this system
over the next year?

What will be the lifetime

maintenance costs of this

system?

What parts of the system

will be the most expensive

to maintain?

Predicting
maintenance
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---

ｾ
maintainability

Predicting system

changes

How many change

requests can be
expected?

What parts of the system are :

most likely to be affected by :

change requests?

Figure 21.5
Maintenance

prediction

To predict system maintainability, you need to understand the number and the

types of relationship between the system components as well as the inherent com-

plexity of these components. There have been various studies of the different types

of complexity in a system (McCabe, 1976; Halstead, 1977) and of the relationships

between complexity and maintainability (Kafura and Reddy, 1987; Banker, et aI.,

1993). It is not surprising that these studies have found that the more complex a

system or component, the more expensive it is to maintain.

Complexity measurements have been found to be particularly useful in identifying

individual program components that are likely to be particularly expensive to main-

tain. Kafura and Reddy (Kafura and Reddy, 1987) examined a number of system com-

ponents and found that maintenance effort tended to be focused on a small number of

complex components. They suggest that, to reduce maintenance costs, you should replace

particularly complex system components with simpler alternatives.

After a system has been put into service, you may be able to use process data

to help Jredict maintainability. Examples of process metrics that can be used for

assessing maintainability are:

1. Number oJ requests for corrective maintenance An increase in the number of

failure reports may indicate that more errors are being introduced into the pro-

gram than are being repaired during the maintenance process. This may indi-

cate a deciline in maintainability.

2. Average time required for impact analysis This reflects the number of program

com ponents that are affected by the change request. If this time increases, it implies

that more .md more components are affected and maintainability is decreasing.

3. Ave"age time taken to implement a change request This is not the same as the

time for impact analysis although it may correlate with it. This is the amount
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of time that you need to actually modify the system and its documentation, after

you have assessed which components are affected. An increase in the time needed

to implement a change may indicate a decline in maintainability.

4. Number of outstanding change requests An increase in this number over time

may imply a decline in maintainability.

You use predicted information about change requests and about system main-

tainability to predict maintenance costs. Most managers combine this information

with intuition and experience to estimate costs. The COCOMO 2 model of cost esti-

mation (Boehm, et al., 2000), discussed in Chapter 26, suggests that an estimate for

software maintenance effort can be based on the effort to understand existing code

and the effort to develop the new code.

21.3 Evolution processes

Software evolution processes vary considerably depending on the type of software

being maintained, the development processes used in an organisation and the peo-

ple involved in the process. In some organisations evolution may be an informal

process where change requests mostly come from conversations between the sys-

tem users and developers. In other companies, it is a formalised process with struc-

tured documentation produced at each stage in the process.

System change proposals are the driver for system evolution in all organisations.

These change proposals may involve existing requirements that have not been imple-

mented in the released system, requests for new requirements and bug repairs from

system stakeholders, and new ideas and proposals for software improvement from

the system development team. As illustrated in Figure 21.6, the processes of change

identification and system evolution are cyclical and continue throughout the life-

time of a system.

The evolution process includes the fundamental activities of change analysis, release

planning, system implementation and releasing a system to customers. The cost and impact

of these changes are assessed to see how much of the system is affected by the change

and how much it might cost to implement the change. If the proposed changes are accepted,

a new release of the system is planned. During release planning, all proposed changes

(fault repair, adaptation and new functionality) are considered. A decision is then made

on which changes to implement in the next version of the system. The changes are imple-

mented and validated, and a new version of the system is released. The process then

iterates with a new set of changes proposed for the next release. Figure 21.7, adapted

from Arthur (Arthur, 1988), shows an overview of this process.

The process of change implementation is, essentially, an iteration of the devel-

opment process where the revisions to the system are designed, implemented and
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tested. However, a critical difference is that the initial stage of change implemen-

tation IS program understanding. During this phase, you have to understand how

the program is structured and how it delivers its functionality. When implementing

a change, you use this understanding to make sure that the implemented change

does not adversely affect the existing system.

Ideally, the change implementation stage of this process should modify the sys-

tem spedication, design and implementation to reflect the changes to the system

(Figure n.8). New requirements that reflect the system changes are proposed, anal-

ysed and validated. System components are redesigned and implemented and the

system h re-tested. If appropriate, prototyping of the proposed changes may be car-

ried out as part of the change analysis process.

As you change software, you develop sllcceeding releases of the system. These

are composed from versions of the system s components. You have to keep track

of these versions to ensure that YOll use the right versions of components in each

system release. Configuration management is covered in Chapter 29.

During the evolution process, the requirements are analysed in detail and, fre-

quently. implications of the changes emerge that were not apparent in the earlier

C
-'Impact

andlysis )-
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Figure 21.8 Change
implementation

Figure 21.9 The
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change analysis process. This means that the proposed changes may be modified

and further customer discussions may be required before they are implemented.

Change requests sometimes relate to system problems that have to be tackled

very urgently. These urgent changes can arise for three reasons:

I. If a serious system fault occurs that has to be repaired to allow normal opera-

tion to continue

2. If changes to the system s operating environment have unexpected effects that

disrupt normal operation

3. If there are unanticipated changes to the business running the system, such as

the emergence of new competitors or the introduction of new legislation

In these cases, the need to make the change quickly means that you may not be

able to follow the formal change analysis process. Rather than modify the requirements

and design, you make an emergency fix to the program to solve the immediate prob-

lem (Figure 21.9). However, the danger is that the requirements, the software design

and the code gradually become inconsistent. While you may intend to document the

change in the requirements and design, additional emergency fixes to the software may

then be needed. These take priority over documentation. Eventually, the original

change is forgotten and the system documentation and code never become consistent.

A further problem with emergency system repairs is that they have to be com-

pleted as quickly as possible. You chose a quick and workable solution rather than

the best solution as far as system structure is concerned. This accelerates the pro-

cess of software ageing so that future changes become progressively more difficult

and maintenance costs increase.

Ideally, when emergency code repairs are made, the change request should remain

outstanding after the code faults have been fixed. It can then be re-implemented

more carefully after further analysis. Of course, the code of the repair may be reused.

An alternative, better solution to the problem may be discovered when more time

is available for analysis. In practice, however, it is almost inevitable that these changes

will have a low priority and, after further system changes are made, it is unrealis-

tic to re-do the emergency repairs.
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As discu;sed in the previous section, the process of system evolution involves under-

standing the program that has to be changed, then implementing these changes.

However. many systems, especially older le:gacy systems (discussed in Chapter 2),

are diffi<:ult to understand and change, The programs may have been originally

optimiseJ for performance or space utilisation at the expense of understandability,

or, over lime, the initial program structure may have been corrupted by a series of

changes.

To simplify the problems of changing its legacy systems, a company may decide

to re-engineer these systems to Improve their structure and understandability.

Software re-engineering is concerned with re-implementing legacy systems to

make them more maintainable. Re-engineering may involve re-documenting the sys-

tem. organising and restructuring the system, translating the system to a more mod-

em ｰ ｲ ｯ ｧ ｾ ｡ ｭ ｲ ｮ ｩ ｬ ｬ ｬ ｧ language, and modifying and updating the structure and values

of the sy!;tem' s data. The functionality of the software is not changed and, normally,

the system architecture also remains the same.

Re-engmeenng a software system has two key advantages over more radical

approaches to system evolution:

1. Reduced risk There is a high risk in re:-developing business-critical software.

Errors may be made in the system specification, or there may be development

problems. Delays in introducing the new software may mean that business is

lost and extra costs are incurred. For example, in 1999 a large US food com-

pan) encountered delays in introducing a new ordering system, which led to

dela'is in delivering $100 million worth of goods during a peak sales season.

2. Reduced cost The cost of re-engineering is significantly less than the ｣ ｯ ｾ ｴ of

developmg new software. Ulrich (Ulrich, 1990) quotes an example of a com-

merc'ial system where the re-implementation costs were estimated at $50 mil-

lion. The system, was successfully re-engineered for $12 million. I suspect

that, with modern software technology, the relative cost of re-implementa-

tion IS probably less than this but will still considerably exceed the costs of

re-engineering.
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The critical distinction between re-engineering and new software development

is the starting point for the development. Rather than starting with a written spec-

ification, the old system acts as a specification for the new system. Chikofsky and

Cross (Chikofsky and Cross, 1990) call conventional development forward engi

neering to distinguish it from software re-engineering. This distinction is illustrated

in Figure 21.10. Forward engineering starts with a system specification and

involves the design and implementation of a new system. Re-engineering starts with

an existing system and the development process for the replacement is based on

understanding and transforming the original system.

Figure 21.11 illustrates the re-engineering process. The input to the process is a

legacy program and the output is a structured, modularised version of the same

program. During program re-engineering, the data for the system may also be re-

engineered. The activities in this re-engineering process are:

1. Source code translation The program is converted from an old programming lan-

guage to a more modem version of the same language or to a different language.

2. Reverse engineering The program is analysed and information extracted from

it. This helps to document its organisation and functionality.

2. Program structure improvement The control structure of the program is anal-

ysed and modified to make it easier to read and understand.

3. Program modularisation Related parts of the program are grouped together and,

where appropriate, redundancy is removed. In some cases, this stage may involve

architectural transformation where a centralised system intended for a single

computer is modified to run on a distributed platform.

4. Data re-engineering The data processed by the program is changed to reflect

program changes.
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System re-engineering may not necessarily require all of the steps in Figure 21.11.

Source code translation may not be needed if the programming language used to develop

the systf:m is still supported by the compiler supplier. If the re-engineering relies

completely on automated tools, then recovenng documentation through reverse engi-

neering :nay be unnecessary. Data re-engineering is only required if the data struc-

tures in the program change during systf:m re-engineering. However, software

ｲ ･ Ｍ ･ ｮ ｧ ｩ ｮ ｾ ･ ｲ ｩ ｮ ｧ always involves some program re-structuring.

To make the re-engineered system interoperate with the new software, you may

have to develop adaptor components, as discussed in Chapter 19. These hide the

original interfaces of the software system and present new, better-structured inter-

faces thut can be used by other components. This process of legacy system wrap-

ping is 2,n important technique for developing large-scale reusable components.

The costs of re-engineering obviously depend on the extent of the work that is

carried out. There is a spectrum of possible approaches to re-engineering, as shown

in ｆｩｧｵｮｾ 21.12. Costs increase from left to right so that source code translation is

the cheapest option. Re-engineering as part of architectural migration is the most

expenSl\e.

Apart from the extent of the re-engineering, the principal factors that affect re-

engineenng costs are:

1. The quality of the software to be re-engmeered The lower the quality of the soft-

ware and its associated documentation (if any), the higher the re-engineering costs.

2. The tool support available for re-engineering It is not normally cost-effective

to re-engineer a software system unless you can use CASE tools to automate

most of the program changes.

3. The extent ofdata conversion required If re-engineering requires large volumes

of data to be converted, the process cost increases significantly.

4. The availability of expert staff If the staff responsible for maintaining the sys-

tem cannot be involved in the re-engineering process, the costs will increase

because system re-engineers will have to spend a great deal of time understanding

the system.
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The main disadvantage of software re-engineering is that there are practical lim-

its to the extent that a system can be improved by re-engineering. It isn't possible,

for example, to convert a system written using a functional approach to an object-

oriented system. Major architectural changes or radical re-organisation of the sys-

tem data management cannot be carried out automatically, so they incur high

additional costs. Although re-engineering can improve maintainability, the re-engi-

neered system will probably not be as maintainable as a new system developed using

modem software engineering methods.

21.4 Legacy system evolution

For new software systems developed using modem software engineering processes

such as iterative development and CBSE, it is possible to plan how to integrate sys-

tem development and evolution. More and more companies are starting to under-

stand that the system development process is a whole life-cycle process and that an

artificial separation between software development and software maintenance is unhelp-

ful. However, there are still many legacy systems that are critical business systems.

These have to be extended and adapted to changing e-business practices.

Organisations that have a limited budget for maintaining and upgrading their legacy

systems have to decide how to get the best return on their investment. This means

that they have to make a realistic assessment of their legacy systems and then decide

what is the most appropriate strategy for evolving these systems. There are four

strategic options:

1. Scrap the system completely This option should be chosen when the system is

not making an effective contribution to business processes. This occurs when

business processes have changed since the system was installed and are no longer

completely dependent on the system. This situation is most common when main-

frame terminals have been replaced by PCs, and off-the-shelf software on these

machines has been adapted to provide much of the computer support that the

business process needs.

2. Leave the system unchanged and continue with regular maintenance This

option should be chosen when the system is still required but is fairly stable

and the system users make relatively few change requests.

3. Re-engineer the system to improve its maintainability This option should be

chosen when the system quality has been degraded by regular change and where

regular change to the system is still required. As I discussed, this process may

include developing new interface components so that the original system can

work with other, newer systems.
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4. Replace aU or part of the system with a new system This option should be cho-

sen when other factors such as new hardware mean that the old system cannot

contmue in operation or where off-the-shelf systems would allow the new sys-

temco be developed at a reasonable cost. In many cases, an evolutionary replace-

ment strategy can be adopted where major system components are replaced by

off-the-shelf systems with other components reused wherever possible.

Naturally, these options are not exclusive, so when a system is composed of sev-

eral programs, different options may be applied to different parts of the system.

When you are assessing a legacy system, you have to look at it from both a busi-

ness perspective and a technical perspectiv(: (Warren, 1998). From a business per-

spective, you have to decide whether the business really needs the system. From a

technical persp1ective, you have to assess the quality of the application software and

the syst(,m's support software and hardware. You then use a combination of the

business value and the system quality to inform your decision on what to do with

the legacy system.

To illustrate, let's assume that an organisation has 10 legacy systems. The qual-

ity and the business value of each of these systems is assessed and compared with

others by plotting it on a chart showing relative business value and system quality.

This is illustrated in Figure 21.l3.

From ｆ ｩ ｧ ｵ ｮ ｾ 21.13, you can see that there are four clusters of systems:

1. Low quality, low business value Keeping these systems in operation will be

expensive and the rate of the return to the business will be fairly small. These

systems should be scrapped.

2. Low quality, high business value These systems are making an important busi-

nes:; contritbution so they cannot be scrapped. However, their low quality means

that it is expensive to maintain them. These systems should be re-engineered to

improve their quality or replaced, if a suitable off-the-shelf system is available.

3. High quality, low business value These are systems that don't contribute much

to the business but that may not be very expensive to maintain. It is not worth

rep:acing these systems so normal system maintenance may be continued so

long as no expensive changes are required and the system hardware is opera-

tional. If expensive changes become necessary, they should be scrapped.

4. High quality, high business value These systems have to be kept in operation,

but their high quality means that you don't have to invest in transformation or

system replacement. Normal system maintenance should be continued.

To assess the business value of a system, you have to identify system stakeholders,

such as end-users of the system and their managers, and ask a series of questions

about the syst1em. There are four basic issues that you have to discuss:
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1. The use of the system If systems are only used occasionally or by a small num-

ber of people, they may have a low business value. A legacy system may have

been developed to meet a business need that has either changed or that can now

be met more effectively in other ways.

2. The business processes that are supported When a system is introduced, busi-

ness processes to exploit that system may be designed. However, changing these

processes may be impossible because the legacy system can't be adapted.

Therefore, a system may have a low business value because new processes can t

be introduced.

3. The system dependability System dependability is not only a technical problem

but also a business problem. If a system is not dependable and the problems

directly affect the business customers or mean that people in the business are

diverted from other tasks to solve these problems, the system has a low busi-

ness value.

4. The system outputs The key issue here is the importance of the system outputs

to the successful functioning of the business. If the business depends on these

outputs, then the system has a high business value. Conversely, if these out-

puts can be easily generated in some other way or if the system produces out-

puts that are rarely used, then its business value may be low.

For example, let's assume that a company provides a travel ordering system where

the staff responsible for arranging travel.can place orders with an approved travel

agent. Tickets are then delivered and the company is invoiced for these. However,

a business value assessment may reveal that this system is only used for a fairly

small percentage of travel orders placed. People making travel arrangements find
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Is the supplier is still in existence? Is the supplier financially
stable and likely to continue in existence? If the supplier is no
longer in business, does someone else maintain the systems?

Does the hardware have a high rate of reported failures? Does
the support software crash and force system restarts?

How old is the hardware and software? The older the hardware
and support software, the more obsolete it wiN be. It may still
function correctly but there could be significant economic and
business benefits to moving to more modern systems.

Is the performance of the system adequate? Do performance
problems have a significant effect on system users?

What local support is required by the hardware and software? If
there are high costs associated with this support, it may be
worth considering system replacement.

What are the costs of hardware maintenance and support
software licences? Older hardware may have higher
maintenance costs than modern systems. Support software may
have high annual licensing costs.

Are there problems interfacing the system to other systems?
can compilers, for example, be used with current versions of
the operating system? Is hardware emulation rl!<luired?

it cheaper and more convenient to deal dire:ctly with travel suppliers through their

web site,. This system may still be used, but there is no real point in keeping it.

The same functionality is available from external systems.

Conversely, say a company has developed a system that keeps track of all pre-

vious customer orders and automatically ge:nerates reminders for customers to re-

order gO:Jds. This results in a large number of repeat orders and keeps customers

satisfied because they feel that their supplier is aware of their needs. The outputs

from such a system are very important to the business, this system therefore has a

high busmess value.

To as:iess a software system from a technical perspective, you need to consider

both the application system itself and the environment in which the system oper-

ates. The environment includes the hardware and all associated support software,

such as compilers and linkers, that is required to maintain the system. The envi-

ronment is important because many system changes result from changes to the envi-

ronment, such as upgrades to the hardware or operating system.

If pos,ible, in the process of environmental assessment, you should make mea-

surements of thle system and its maintenance processes. Examples of data that may

be useful include the costs of maintaining the system hardware and support soft-
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How difficult is it to understand the source code of the current
system? How complex are the control structures that are used?
Do variables have meaningful names that reflect their function?

What system documentation is available? Is the documentation
complete, consistent and current?

Is there an explicit data model for the system? To what extent
is data duplicated across files? Is the data used by the system
up-to-date and consistent?

Is the performance of the application adequate? Do perfor-
mance problems have a significant effect on system users?

Are modern compilers available for the programming language
used to develop the system? Is the programming language still
used for new system development?

Are all versions of all parts of the system managed by a config-
uration management system? Is there an explicit description of
the versions of components that are used in the current system?

Does test data for the system exist? Is there a record of
regression tests carried out when new features have been
added to the system?

Are there people available who have the skills to maintain the
application? Are there only a limited number of people who
understand the system?

ware, the number of hardware faults that occur over some time period and the fre-

quency of patches and fixes applied to the system support software.

Factors that you should consider during the environment assessment are shown

in Figure 21.14. Notice that these are not all technical characteristics of the envi-

ronment. You also have to consider the reliability of the suppliers of the hardware

and support software. If these suppliers are no longer in business, there may not be

maintenance support for their systems.

To assess the technical quality of an application system, you have to assess a

range of factors (Figure 21.15) that are primarily related to the system dependabil-

ity, the difficulties of maintaining the system and the system documentation. You

may also collect quantitative system data that will help you judge the quality of the

system. Examples of quantitative data that might be collected are:

1. The number of system change requests System changes tend to corrupt the sys-

tem structure and make further changes more difficult. The higher this value,

the lower the quality of the system.
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2. The number of user interfaces This is an important factor in forms-based sys-

tems where each form can be considered as a separate user interface. The more

interfaces, the more likely that there will be inconsistencies and redundancies

in thest interfaces.

3. The volume of data used by the system The higher the volume of data (num-

ber of files, Slze of database, etc.), the more complex the system.

Although this data is often useful, collecting it can be very expensive and there-

fore impractical. Furthermore, there are no absolute values that may be used. The

age and size of the system have to be taken into account when making quality judge-

ments based on measurements.

Ideally. objective assessment should be used to inform decisions about what to do

with a legacy system. However, in many cases, these decisions are not really objec-

tive but are based on organisational or political considerations. For example, if two

businesses merge, the most politically powerful partner will usually keep its systems

and scrap the other systems. If senior management in an organisation decide to move

to a new hardware platform, then this may require applications to be replaced. If there

is no budget available for system transformation in a particular year, then system main-

tenance ｭ｡ｾＱ be continued even although this will result in higher long-term costs.

II
KEY POINTS

II III-II
Software development and €'volution should be a single, integrated, iterative process that

can be represented using a spiral model.

Lehman's laws, such as the notion that change is continuous, describe a number of insights

derived from long-term studiies of system evolution.

There are three types of software maintenance: bug fixing, modifying the software to work

in a new environment. and implementing new or changed requirements.

For custom systems, the costs of software maintenance generally exceed the software

development costs.

The process of software evolution is driven by requests for changes and includes change

impact analysis, release planning and change implementation.

Software re-engineering is concerned with re-structuring and re-documenting software to

make it more understandable and easier to change.

The business value of a legacy system and the quality of the application software and its

environment should be assessed to determine whether the system should be replaced,

transformed or maintained.
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FURTHER READING 11 _

Modernizing Legacy Systems: Software Technologies, Engineering Processes, and Business

Practices. This excellent book covers general issues of software maintenance and evolution as well

as legacy system migration. The book is based on a large case study of the transformation of a

COBOL system to a Java-based client-server system. (R. C. Seacord, et aI., 2003, Addison-Wesley.)

The Renaissance of Legacy Systems. This book is mostly concerned with a method for evolving

legacy systems. However, it includes a good general discussion of these systems, case studies that

illustrate legacy system structures and a chapter on system assessment. (I. Warren, 1998,

Springer.)

EXERCISE ---,-----
21.1 Explain why a software system that is used in a real-world environment must change or

become progressively less useful.

21.2 Explain the rationale underlying lehman's laws. Under what circumstances might the laws

break down?

21.3 Briefly describe the three types of software maintenance. Why is it sometimes difficult to

distinguish between them?

21.4 As a software project manager in a company that specialises in the development of software

for the offshore oil industry, you have been given the task of discovering the factors that

affect the maintainability of the systems developed by your company. Suggest how you might

set up a programme to analyse the maintenance process and discover appropriate

maintainability metrics for your company.

21.5 From Figure 21.7. you can see that impact analysis is an important sub-process in the

software evolution process. Using a diagram. suggest what activities might be involved in

change impact analysis.

21.6 What are the principal factors that affect the costs of system re-engineering?

21.7 What are the essential conditions for software re-engineering to be successful?

21.8 Under what circumstances might an organisation decide to scrap a system when the system

assessment suggests that it is of high quality and high business value.

21.9 What are the strategic options for legacy system evolution? When would you normally replace

all or part of a system rather than continue maintenance of the software (with or without re-

engineering)?

21.10 Explain why problems with support software might mean that an organisation has to replace

its legacy systems.

21.11 Do software engineers have a professional responsibility to produce code that can be readily

evolved even if this is not explicitly requested by their employer?
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